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Interview with John Smart for KurzweilAl.net, 6.2001 (Rev. 4.2002; 6.2003)
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[2026 Note: This precis (mini-book) began as a 12-page interview with Sander Olson
for Nanomagazine.com, published on August 6, 2001 (available here). Jeff Thompson
and Amara Angelica, editor of futurist Ray Kurzweil’s website, asked more questions.
Originally intended for publication at KurzweilAl.net, due to its length it was self-
published and distributed to “singularity scholars” at the Foresight Institute’s Senior
Associate Gathering, “Exploring the Edges”, April 26-28, 2002. After a second 40-page
interview with futurist Phil Bowermaster in 2003 (available here), this precis was
expanded to its final 125-page length (original available here), and self-published again
at the first Accelerating Change conference at Stanford University, Sept 12-14, 2003.
This precis is the intro version of my book Destiny of Species, which remains unfinished.

The three Accelerating Change conferences (2003-2005) were produced by our
nonprofit, the Acceleration Studies Foundation (ASF), then called the Institute for
Accelerating Change (IAC). Back then, my personal website, AccelerationWatch.com,
was called SingularityWatch.com. On posting this to ASF’s Accelerating.org website in
Feb 2026, | have fixed a few links and typos, but I’ve otherwise left this June 2003
version unchanged. This precis is by far the clearest description of my early thinking on
the topics of universal accelerating change and the inner space (STEM-compressed,
originally called MEST-compressed) future of humanity in a black hole-like domain. In
some ways | thought more clearly and deeply about these issues then than I do
today. Such is life! I hope you enjoy this book, and please let me know your thoughts. :).]
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Preface

John Smart is a leading researcher in the nascent field of singularity studies, the study of
local and universal models of exponentiating and asymptotic accelerating change. He
chairs a nonprofit organization, the Institute for Accelerating Change (IAC). IAC (at
Accelerating.org) is a community, conference host, and reading group network that
explores accelerating change from a multidisciplinary perspective, and connects lay and
professional scholars with interest in these topics. A professional futurist, John is
passionate about generating greater public awareness of historically-important trends. In
particular, this requires distinguishing between unpredictable evolutionary change (most
events), and the special subset of highly predictable developmental emergences (such as
accelerating computation) that appear to be unfolding in our local environment. As we
gain insight into developmental events, there is great potential for us to act more wisely
and proactively in what promises to be the most challenging and exciting chapter in
human history. John is presently writing his first book, Destiny of Species, exploring the
apparent near-term trajectory of accelerating physical and computational change, using
the recently discovered paradigm of evolutionary development. Exploring the
Technological Singularity is a precis, or "book summary" of that work.

This extended interview, conducted by email between June 2001 and Feb 2002, with
original questions edited for clarity, spans a range of ideas and resources that may be
necessary to a broad understanding the technological singularity, including the
speculative paradigm of the developmental singularity, which attempts to place the
apparently inevitable technological singularity in a universal developmental context. A
few academic references are cited, but most are accessible generalist works, intended for
an educated non-specialist audience.

Three Paragraph Abstract

The technological singularity, the condition of fully autonomous, human-equivalent
machine intelligence, is coming soon, by many accounts circa 2040 (and in my own
estimation, closer to 2060), whether we are ready for it or not. The transition will be
mostly a bottom-up process of evolutionary development within Earth's organic and
newly emerging technological complex adaptive system, or universal computational
substrate. Nevertheless, this process may seem to us to be largely a top-down, human-
guided and human-aided activity. Significant machine intelligence will be mostly missing
from the human environment for at least another three decades, and then in a space of a
few short years, will rapidly explode into high-level, fully self-catalyzing capacity. Most
of twenty-first century humanity, even in technological environments, will probably not
notice the emergence, as this intelligence will be deeply symbiotic with human ends, and
surprisingly constrained to travel down the presently observed developmental trajectories
of greater intelligence (simulation capacity), immunity, and ethical interdependence
already incrementally displayed by today's technology-aided societies.

Such features (intelligence, interdependence, immunity, among others) are apparently
developmental results of constant physical law and universal environment, and appear to
be expressed in all universal substrates (galactic, stellar/molecular/chemetic, genetic,
neurologic, memetic, technetic) in direct proportion to each substrate's intrinsic
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computational capacity and flexibility. In other words, the coming technological
singularity, the most powerful and flexible system of local intelligence to date, will at the
same time be deeply developmentally constrained. An increasingly strong case can be
made that its behavior, actions, and motives will represent only very minor cognitive
singularity--only certain special elements of the subjective state and goals of intelligent
machines will be essentially unknowable to biological minds. One dominant feature of
post-singularity society will be the smoothness and rapidity with which remaining human
problems are solved. Another will likely be free and reversible integration paths, allowing
human intelligence to migrate, effectively unidirectionally after a brief period of
bidirectionality, into the faster, more stable, and and far more self-aware machine
substrate. By all present indications, technological evolutionary development
(cyberspace, nanotechnology, and nanocomputation) promises to be a true superset of the
biological experience space.

What happens to postbiological intelligence after this imminent transition is presently a
matter of even more speculative debate, but | propose there is strong circumstantial
evidence that all post-singularity systems are constrained to create, in a cosmologically
brief period of time after their emergence (decades? centuries? millennia?), a near-
instantaneous computational system that runs into fundamental physical limits to
computation within this universe, and that receives rapidly diminishing returns from
contemplating its finite universal past. At the same time, the physics of the universe
(hyperspace, basement universes) allows this system the capacity to unbound its future by
initiating an entirely new universal developmental domain. Therefore we can reasonably
expect that planetary biological intelligence, and even more clearly, our coming local
technological singularity, is engaged in the formation of an end product or "seed" of this
universe's developmental process (one of many seeds, if astrobiologists are correct), and
that the constrained developmental destiny of local intelligence (our "Destiny of
Species," in Darwin's sense) is to rapidly transcend this universe into a new multiversal
domain.

[Keywords/phrases: logistic growth ("S" curves), exponential growth and Moore's law, simulations,
matter-energy and space-time efficiency of computation, hyperbolic (asymptotic) growth, mathematical
and physical singularities, evolutionary development, cellular automata, evolvable hardware, hardware
encoding of environmental algorithms, autonomous technology and the multi-millionfold speedup in
technological vs. genetic learning, complexity and information, computational "substrates”, free energy rate
density (Phi), SETI and the transcension scenario, disposable soma theory, cosmological natural selection,
the anthropic principle, the developmental singularity hypothesis, a law of locally asymptotic computation,
the oversimplification of technological determinism, self-replicating systems, self-organization,
nanoscience and nanocomputation, reconfigurable computation, the fluid and incomplete nature of self, co-
evolution of technology and biology, scenarios for emergent Al, the "cognitive iceberg," information meta-
laws and evolutionary ethics, uploading, the developmental spiral and subjective immortality, social
insulation from accelerating technological change, the educational challenge of democracy, singularity
studies efforts and conferences, an overview of the systems sciences.]

Interview Questions

1. Sander Olson: What does the word *"'singularity’* and the phrase ""technological
singularity' mean to you? Do you think we can presently see somewhat beyond the



coming singularity? If so, why do we even call it a singularity? What's really being
discussed here?

Futurists and the Singularity

We futurists are often guilty of discussing the singularity concept in vague or even
contradictory ways. Furthermore, we are just beginning to unpack the many implications
of this crucial idea, so we should expect the confusion to continue for some time. Let's
look first at the hard sciences definition of the term, and see what insights we may gain.
In brief, mathematical and physical singularities occur in any universal domain where
physical law allows an "asymptotic” (tending toward infinity (but never reaching it) in a
finite time) acceleration to a new environment, a place where a new and different set of
general laws emerge. Interestingly, physical law allows this kind of runaway only
occasionally, in special places, and in an unmistakably accelerating pattern over
universal time. In quantitative terms we know of a limited but growing number of such
domains, and it is well worth comparing and contrasting them. All singularities appear to
involve very special types of computation, if we broadly define computation as a specific
kind of exploration of universal space and time by physical systems. Let's take a quick
look at a few examples.

The accelerating process of black hole creation in collapsed stars is one famous place
where singularities arise. We also see them in fluid dynamics, in the development of
vortex tubes, breaking up symmetric flow and moving into turbulence. They arise in such
situations as the pinching off of a droplet from a capillary column, perhaps analogous to
the way our multiverse cosmologists suggest new universes may be budding off from our
own. Phase changes, such as the acceleration of a rotating coin as it spins down onto a
desk, offer another valuable example. Finally, the continual faster-than-exponential
acceleration of computing devices, again, as physical law allows them to reencode
themselves into continually smaller, faster, and more resource-efficient computational
domains (e.g., meso, nano, quantum computing), appears to be yet another singularity
process. This latter trend, its likelihood of creating a human-surpassing intelligence in the
near-term future, the exponential economics (a.k.a., "Singularity economics™) that have
resulted from accelerating computational complexity in recent decades, and the social and
political issues of the coming transition are the main concerns of those who talk about the
"technological singularity.”

What is the Singularity?

Some 20 to 140 years from now—depending on which evolutionary theorist, systems
theorist, computer scientist, technology studies scholar, or futurist you happen to agree
with—the ever-increasing rate technological change in our local environment will
undergo a "singularity,” becoming effectively instantaneous from the perspective of
current biological humanity. It has been postulated that events after this point must also
be "future-incomprehensible™ to existing humanity, though we disagree.

Our nonprofit organization, the Institute for Accelerating Change (IAC), is dedicated
to analysis, informed speculation, and promoting activist agendas in understanding and
managing accelerating change. We are an independent community of 1,200 scholars,
professionals and lay futurists systematically exploring science, technology, business, and

4



humanist dialogs in accelerating change. Please join us in considering, critiquing, and
prioritizing what may be the single most important issue of the human era.

To some, exponential growth in technological change appears to be an unstoppable force,
driven by stunning and continuous advances in computer and communications industries.
Technology appears to be rapidly pushing us toward, in John Von Neumann's phrase,
"some essential singularity," an environment where the dominant variety of local
computation must be some form of post-biological intelligence. Others consider that
idea unsound, and several social theorists have predicted that the breathtaking rate of
change that we have seen modern human civilization cannot continue to accelerate
indefinitely. As a result, arguments for approaching limits to incessant exponential
growth in local computation have periodically been proposed.

Before going on to discuss general singularity processes, we should briefly consider four
of the most important counterarguments to continuous accelerating change that have been
proposed: miniaturization limits, resource limits, demand limits, and design limits. In our
present analysis, each argument fails to make a convincing case that technological change
might plateau or slow down. Instead, it appears much more likely that technological
change will continue to speed up for the forseeable future, in the same manner that
general developmental change has apparently done for the last six billion years of
universal history. Something very curious is going on.

First, let's consider the miniaturization limit argument. Many of the stunning advances
we have seen in computer technologies in the last century have been aided by continuous
miniaturization of computational architecture. This miniaturization has been particularly
dramatic in the computer manufacturing paradigm known as metal oxide semiconductor
(particuarly, silicon oxide) integrated circuit ("IC") design, a paradigm that has been
operating since the early 1960's, and one that is still dominant today. In 1964, in a now-
famous feat of prognostication, Gordon Moore, co-founder of Intel, coined "Moore's
law," a prediction that the doubling in IC transistor density, and a rough halving in cost of
a fixed amount of computation, was occurring on a very reliable doubling period of every
18-24 months. Moore's law has applied faithfully ever since, and recent data suggest that
the price performance of computation actually grows slightly faster than Moore's curve,
though this data is controversial. But periodically, distinguished scientists and engineers
propose that we are running into fundamental limits to miniaturization, and encountering
these limits may take us to a new and perhaps slower mode of computational
development. For example, Andy Groves, another co-founder of Intel, has recently
proposed that gate current leakages in 1C's may cause us to fall off Moore's curve circa
2010, and others have said we will run into quantum tunneling problems (electrons
randomly jumping to neighboring circuits) around the same time, as IC circuit sizes are
now only a few molecules thick.

Resource limits are another proposed constraint on computer hardware development. In
IC fabrication, Both Arthur Rock and Gordon Moore have long observed (*Rock's law,"
or "Moore's second law"), that capital requirements for developing new chip fabrication
plants have long been undergoing their own exponential growth, with fabrication plant
costs doubling approximately every four years. Thus it takes significantly more captial to
make our ever more miniaturized computational technology. Moore estimates that at
historical cost growth rates, fabrication plants will become too expensive to build circa
2020, even with very optimistic growth projections for our IT economy.
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There is apparent further support for the resource limits argument when we consider the
nature of biological growth within any particular species. The classic pattern is called
logistic or "sigmoidal” ('S curve") growth, where population growth is initially
exponential, but matter, energy, or space limits and competitive species interaction
always slow down this growth, leading to a "saturation” in a population size over finite
time. Other natural non-exponential dynamics in biological systems are oscillation
around a mean, as in predator-prey relationships, or periodic "crashes” ("i curves") that
are seen in biological catastrophes. Interestingly, such castrophes never occur in the
"average distributed complexity" of biological systems, only in particular species
environments.

Then there's the clever demand limit argument, which suggests that we are rapidly
approaching a period where we aren't going to need all that extra computation, and as our
demand for exponential price-performance slows down, so will the exponentiation. After
all, aren't we all buying less computer power these days, as we find our home systems to
be more and more basically functional?

Finally, there's the impressive design limit or "Complexity Wall" argument in software
development, which proposes that while our software complexity exponentiates, human
ability to understand and manage this complexity is rapidly nearing saturation, implying
that current and future human-designed software projects will only be able to reach a
relatively fixed, low level of complexity, before they must undergo major and costly
redesign. Anyone involved with software engineering in large projects is very familiar
with the realities of this observation.

Yet the closer we look, the more we discover the astonishing, surprising (and for some,
alarming) irrelevancy of these currently proposed limits to the ongoing acceleration of
local computation. It's true that Moore's law has essentially been a committee
expectation, a recurring project manager's deadline, since its inception. But what's truly
interesting is the way that the physics of the microcosm has allowed this manufacturer's
expectation to hold up over time.

In spite of, and perhaps as a direct result of, our engineers' incessant concerns and
expectations that physical and resource limits might dash Moore's law at any time, this
doubling function has been permitted by the structure of the physical universe to continue
through a long and relentless series of advances in solid state physics and materials
science. Today's chip designers are concerned about gate current leakage. Did you know
that hafnium oxide, a more exotic metal oxide, has a thousand times less leakage than
silicon oxide? They are also concerned about quantum tunneling. Have you heard of
quantum dots, electron corrals, single electron transistors, optical waveguides, or
guantum cascade lasers? The physics of small devices, apparently due to preexisting,
intrinsic universal structure, has continued to reveal surprising solutions to our
miniaturization problems.

Perhaps even more importantly, when we finally do hit an intrinsic limit to circuit
miniaturization as we move ever closer to the quantum level, some insightful observers
have noted that we'll just switch our miniaturization goals to process and architecture
miniaturization, trends which may be a far more important measure for understanding
the coming singularity. Once it is no longer cost effective to shrink circuit sizes circa
2015, the fabrication industry can move en masse to more biologically-inspired forms of
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computing. Such systems involve closely connected, massively parallel circuits, similar
to the construction of the human brain, circuits that can internalize high-level
computational algorithms and engage in increasingly sophisticated physical processes.

Massively parallel computing systems are not economically feasible to produce in an
environment of accelerating circuit miniaturization. Few have today realized the
importance of that developmental reality in limiting the forms of artificial intelligence we
can presently produce. MEMS (micro-electro-mechanical systems), SOC's (systems on a
chip, such as the coming cellphone-on-a-chip), molecular, optical, magnetic, and even
guantum computing are all dramatic ongoing examples of these much more interesting
types of miniaturization, once we start thinking beyond the "die size" (circuit
miniaturization) paradigm. Such generalized miniaturization trends allow us to
understand that a generalized Moore's law, when considered as price performance in
computation (computing power purchasable each year in constant dollars) appears to be
in operation. It now seems likely that technological systems will continue to increase
their price performance at Moore's amazing rate, or faster, as far as we can see into our
extraordinary future.

Already we are growing intelligent agents within increasingly miniaturized technological
evolutionary development environments. How soon will it be before we can make that
miniaturized environment rich enough for human-level intelligence to emerge out of the
interacting system?

How long have miniaturization trends held? Moore's curve of astonishing exponential
growth has been continuing since the mid 1960's, when defined as conventional circuit
miniaturization. Subsequent to his observations, systems theorists have noted that this
exponentiation has held since the invention of the transistor, in 1948. More recently, Ray
Kurzweil (Age of Spiritual Machines,1999) documented an unbroken computational
acceleration since at least 1890, through five different engineering substrates
(mechanical, electromechanical, vacuum tube, transistor, and integrated circuit).
Furthermore, Kurzweil's data demonstrate that the complexity doubling times are
themselves slowly shrinking with each doubling (e.g., the acceleration is a gently "double
exponential” process), a feature that had been suspected for decades by careful observers
of the Moore's law phenomenon.

On an even more universal-physical basis, Carl Sagan in 1977 popularized the idea of
accelerating development with his Cosmic Calendar (a.k.a., the "accelerating cosmic
timeline™), which highlights the ever-faster emergence of important physical-
computational events throughout the last six billion years of universal history. More
recently, Eric Chaisson (Cosmic Evolution, 2001) has given this cosmologic acceleration
a clear thermodynamic basis, in terms of the quantity Phi, the free energy rate density of
emergent complex systems.

The pioneering work of Sagan, Kurzweil, Chaisson, and other systems theorists strongly
implies that there is something about the construction of the universe itself, something
about the nature and universal function of local computation that permits, and
perhaps even mandates, continously accelerating computational development in
local environments. This fascinating process of accelerating emergence, a phenomenon
that has been called the developmental spiral, has been noted by an increasing number
of thinkers since Darwin's age. While the metaphor is commonly known to systems
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theorists, it is also still poorly understood, so the spiral remains, like a naked emperor
in the room, a phenomenon seen by many but discussed by few. This website, and
with your help, our growing IAC community will seek to rectify that oversight in coming
years.

The spiral metaphor suggests that popular "limits to growth" arguments are astonishingly
irrelevant to the developmental record of information processing itself, as an entity
independent of specific matter-energy computational systems. This is apparently because
information arises out of and controls the continuous reorganization of matter-energy
systems. In the known history of the universe, the most computationally complex local
information processing systems have always discovered ever-more-clever ways to
rearrange themselves using less space, less energy, a greater energy rate density, and less
material resources during their ongoing evolutionary development.

In what may be the central mechanism of the spiral, a process of accelerating resource
efficiency of computation is continually occurring. As Carver Mead has observed,
computational miniaturization has led not only to increasing computational complexity,
but dramatically greater physical efficiency over time. I've long called this process MEST
(matter, energy, space, and time) compression, MEST efficiency, or occasionally,
MEST density of computation, and it allows emerging new computational devices and
paradigms to continually evade resource and miniaturization limits. [Note: There is no
relation here to Scientology's use of the MEST term. MEST and MESTI models have
been in philosophical use since at least Jainist cosmology, 2600 BCE.]

With the recent advent of nano and quantum computational research devices, we see no
end to this process of accelerating miniaturization in the 21st century. In other words,
trends in MEST compression, efficiency, or density since the birth of computational
machines have made the growth rate of computation as a general process effectively
"matter-independent", or free of the specific limits to growth which must affect each
particular material substrate and computational paradigm. For more background on the
concepts of matter, energy, space, time, and information, see The Value of MEST and
MESTI Concepts in Understanding Universal Change.

Unlike the growth of systems of relatively time-fixed complexity, such as replication
occurring within a particular species population, we have never seen a general case of
diminishing marginal returns in computational technology development. Such
diminishing returns have only occurred with regard to particular fixed technology
paradigms, such as vacuum tube computers, which are each ever more quickly outmoded
in time. Computational development, as generally defined, involves the continual
migration to new, more complex, and more matter-energy and space-time efficient
substrates over time. This profound concept has been discussed by a number of careful
observers of computational miniaturization, and will be explored in greater detail in
Destiny of Species, my forthcoming book on accelerating change.

Consider our planet's history of accelerating creation of first pre-biological evolutionary
systems (galactic-atomic and planetary-molecular-based), then genetic systems (DNA
and cell-based), then neurologic systems (neuron-based), then memetic systems (abstract
mental pattern-based), and presently, technologic systems (extra-cerebral pattern based).
Each of these evolutionary epochs has required substantially less matter, energy, space,
and time to perform any standardized "computation,” or to form an encoded internal
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representation of specific laws or information gleaned from the external environment. In
other words, the universe continually produces new, more MEST-efficient physical
representational systems within which to encode and process the local environment.

The brief history of digital computers, which have themselves moved ever faster through
five separate substrates over the last century, as Kurzweil observed, makes this process of
"accelerating representational rearrangement” even clearer. The universal evolution of
information involves the continuous development of new physical-computational
representational substrates, with the most computationally complex of these new
emergent forms always exponentially increasing their information processing pace
and universal understanding over time. There are occasional pauses and brakes on this
progression, but again, the record shows that these pauses become rapidly briefer with
time. Observing from a distance, we see a mostly smooth and unmistakable progression
of exponential growth in local computational complexity.

But perhaps most amazingly, this growth process is most accurately described as gently
hyperexponential (or "double exponential,” or "hyperbolic™), because even the doubling
times themselves gently shrink with each successive doubling. Surprisingly then, beyond
Moore's law, or even Kurzweil's more generalized law of Accelerating Returns, present
data suggest an undiscovered law of Locally Asymptotic Computation, an imminent
post-nanotechnological environment where local computational capacity becomes
essentially (practically, proximally, though never infinitely) unlimited, within a sharply
finite amount of future time. We'll revisit this understandably controversial speculation,
the developmental singularity, at a later time. These arguments help us to understand that
we may continually evade miniaturization and resource limits as long as the universe is
structured to permit such evasion. It is possible, though still not known, that we will see
MEST-efficiency gains all the way to the Planck scale, the apparent fundamental
granularity of our universal spacetime.

What about the proposed design limits to technological exponentiation? Now we must
turn to another topic, computational autonomy, to understand the universal
developmental processes that appear to be unfolding. Like the developmental spiral
metaphor, the rapid growth of autonomy in technological systems is a topic that makes
some systems theorists uncomfortable, so it has long been overlooked. Again, we at IAC
hope to rectify that oversight in coming years.

In the known history of computer manufacture, every new generation of computational
technology has become steadily more human-independent, autonomous, self-directing,
self-improving, self-repairing, self-modelling, self-provisioning, self-replicating, and
self-organizing than the last. In fact, since WWII and the advent of digital computers,
humans are better characterized not as controllers, but as selective catalysts of
accelerating technological development, which increasingly internalizes the intelligence
necessary to its own reproduction, variation, interaction, and selection in the natural
environment.

For decades now, we've been designing technological systems that are, in real practice,
beyond any single individual's understanding. It takes teams of people not only to build,
but to understand and operate a 747 or a supercomputer. But even more importantly, in
the last decade we've begun to move beyond the modular, reductionist, non-interactionist
paradigm of the 747 into chaotic, evolutionary computational approaches to technological
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development. Systems like neural nets, genetic algorithms, and evolutionary
programs, systems that increasingly direct their own self-improvement in both
hardware and software have begun to appear. The internal workings of such systems
are as unclear to us as the workings of our own unconscious mind. Their continual
improvement is fueled much less by human agency than by environmental opportunity.

Furthermore, while we have seen a "Complexity Wall" emerge in software, none has
emerged in hardware design, again for still-poorly-understood reasons. Perhaps this is
because much of today's software is human designed, and thus subject to human
conceptual limits. But intrinsic hardware capacities are almost better characterized as
human discovered, so they can take much more direct advantage of inherent MEST-
efficiency gradients built into universal structure. As computational autonomy increases,
we are seeing human designed hardware and software give way to machine designed
versions of these products, and such progress has been particularly impressive at the
hardware level. For more on autonomy trends and the apparent future of accelerating
design, read Increasingly Autonomous Technological Evolutionary Development Will
Lead to the Singularity.

Autonomous systems are intrinsically natural, and we can consider galaxies, suns,
planets, plants, animals, and human beings to be among them. As futurist John McHale
reminds us, even our technology is as organic and natural as a snail's shell, a spider’s web,
or a dandelion’s seed, and we are only now beginning to understand this. Likewise, our
current human-computer symbiosis is as natural as the bee-flower symbiosis, whereby the
pollinating bees, as they improve the complexity of the plants, receive nectar in return.
Yet one important difference is that the computers, as they provide us with the "nectar” of
increasingly powerful solutions to human problems (as well as creating a few problems
of their own), are developing their own complexity millions of times faster than us in this
symbiotic relationship, and will soon far exceed human capacity.

A few of these bottom up technological emergences, as natural as they will be, will still
cause profound improvements to the human condition. In particular, we suggest that the
coming Linguistic User Interface (LUI) network, a transitional developmental
emergence that we predict will arrive on Earth circa 2020, will usher in a new human
social environment that will be so different from that which we see today, that we suggest
it needs a new descriptive phrase. We propose the LUI will move us from our present
Information Age to what may be best-called a "Symbiotic Age' of human-machine
interaction. As we will discuss later, it seems likely that the LUI will arrive in mature
form several decades before a true A.l. singularity may emerge. As for the coming A.1.
itself, it is becoming clear that it will not be "artificial” in any relevant sense, but is
perhaps better re-labeled as Autonomous Intelligence, a self-improving, self-stabilizing
computational system rapidly developing its own volitional self-understanding within the
technological substrate.

What about the demand limit argument against continued exponentiation? As MEST
trends have shown, local computing systems are always figuring out how to use more
sophisticated, compressed, and efficient physical representations to get away with using
less physical resources (matter, energy, space, time) in understanding their environment.
It is true that there are numerous specific instances where further computation has
declining utility within a particular environment. Consider, for example, that once you
have a rough map of the Earth you'll pay much less for another, slightly more detailed
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map. Your primary computational interests will shift at that point to other domains. This
controversial concept, computational closure, will be discussed further at a later time.
But even given closure, local computational demand has never been observed to be
exhausted as a general process within all computationally accessible local environments.

It presently seems that local developmental systems can never saturate their need for
local computation. So while it is likely true that at present computational growth rates
human organisms may soon have access to more technological computational capacity
than we will need to live comfortable lives, it is entirely untrue that autonomous
technological systems will exhaust their own need for this perennially-scarce local
resource. There will likely be a continually increasing, self-catalyzed demand for new
computational capacity by such systems, as long as increased computational complexity
provides a competitive advantage in the digital environment. In other words, as long as
there are still computationally accessible elements of this universe which remain
unknown.

The human-dependent "Complexity Wall" and other proposed near-term limits may have
great economic significance for several decades hence, while we remain grounded in
primarily human constructed, and secondarily evolutionary computational systems. These
issues are currently very important, and may form temporary barriers to the emergence of
machine intelligence of a particular nature by a specific near-future date. But at the same
time, it is becoming abundantly clear that such proximate factors will in no way block the
smooth hyperexponential development of computational complexity as a general
phenomenon of our local environment.

We, and more particularly, our technological creations, are on a wild ride to an
interesting destination—the technological singularity—a local rate of computational
change so fast and powerful that it must have a profound and as-yet-unclarified
universal effect. As a side effect of this hypergrowth, biological human beings will not
be able to meaningfully understand the computer-driven world of the near future unless
they are able to make some kind of transition to "transhumanity,"” an environment with
greater-than-human computational capacity, and a new, as yet undetermined human-
machine symbiosis. How this transition will and should occur, and how it is presently
occurring, is a subject of spirited and insightful debate.

Those few scholars who currently study the record of continuously accelerating
computation and who seriously expect the emergence of an autonomous intelligence (Al)
within the foreseeable future, call this event "the (technological) singularity” for several
reasons. This phrase, as introduced by Vernor Vinge in 1981, borrows from the
traditional body of work on mathematical and cosmological singularities, a point in space
or time at which one's existing models of reality are no longer valid. One place we
observe this is within a black hole, where even the equations of relativity break down
from our perspective, generating only infinities.

Strategic Choices and Assumptions in Studying Accelerating Change
But before we dig further into tech singularity topics, let's step back and take a look the

more general concept of accelerating change. To organize our inquiry, at least three
important strategic choices must be made.
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First, we need to determine what dimensions of change we will study. Physical properties
(beginning with, but not limited to, such easily conceptualized properties as matter,
energy, space, and time, or MEST), known and suspected physical law (including
universal initial parameters and boundary conditions), and the computational and
informational implications of physical change (including the emergence of new physical
law or other constraints, if we can discern them), will be the guiding perspective of our
approach. Physical properties, laws, and their computational-informational expressions
(both predictable and unpredictable) are unique in that they can be used as frameworks to
analyze physical change, both qualitatively and quantitatively, at all known levels of
observation. Thus a core assumption of our systems theory, a fundamental choice made
in this analysis, is that a physical view, and furthermore what | call an "'infopomorphic™
view of the universe is uniquely suited to understanding long term change.

Second, we must choose to analyze accelerating physical processes within some
universal paradigm of change. Of course, by selecting specific dimensions of interest
(e.g., physical-informational), we've already bought into one general model, or paradigm
of change (the "infopomorphic” paradigm). But there are others that we must also
consider. Two very popular paradigms that have been historically used to analyze change
are 1) strict Newtonian (e.g., developmental) determinism and 2) classical "random™
evolutionary theory, extended in the 1980's via the new theory of chaos. Both views of
change are powerful, but both are fundamentally incomplete, in my book, and so | have
chosen to apply a synthesis of these two in my own models of accelerating change. This
third alternative is today best known as the emerging paradigm of evolutionary
development (discussed later) a model that allows us to speak of both essentially
unpredictable and predetermined features of change. Furthermore, by trying to better
understand how evolution has itself evolved, and development has developed over the
history of our Earth's increasingly better-studied biological substrate, we can gain deeper
insights into the capabilities and limitations of each of these two related but conceptually
distinct universal systems of change. Evolutionary development is one of several possible
useful syntheses of these two opposing perspectives (randomness and determinism,
chance and necessity), and my particular synthesis no doubt varies from others who also
use this term. Your choice of paradigm to analyze universal change will of course deeply
influence the way you interpret what you see. For this reason, we should periodically
attempt to use all reasonable paradigms to explain the data we observe. It is possible that
each has applicability only in particular domains.

Third, as a more pragmatic choice, we must decide which disciplines of study will be
most useful to understanding the processes of accelerating change. It is our contention
that information generation, flow, and interaction (computation), as both a local and
general universal process, is best considered from a widely multidisciplinary, systems
theory perspective. As we look at a range of disciplines for singularities, then, we should
also attempt to interrelate, if possible, all known processes that appear to have similar
dynamics. Fortunately there is a menagerie of singularities that we may profitably
consider. All are models of a process of change that accelerates to some infinite or
otherwise unrecognizable, irreversible point, in which new global rules and
dynamics emerge.

A Menagerie of Singularities
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As we explore the fascinating singularity concept from a widely multidisciplinary,
systems theory perspective, we should attempt to interrelate, if possible, all known
processes that appear to have similar dynamics. General (or "generic™) systems theory is
a conceptual paradigm which proposes a number of common processes and constraints
that apply across a wide range of physical systems, from biology to economies, from
molecules to minds. These commonalities arise in part because each system operates
within the same universal parameters and boundary conditions, and each appears to be
part of some common universally guided developmental process. As we consider
accelerating change, we are coming to suspect that this process is self-organized for
convergence, over time, on ever-increasing rates of environmental learning in a special
subset of emergent evolutionary forms.

Intrinsic to systems theory is the expectation that great conceptual and mathematical
simplicities must emerge from cross-disciplinary comparisons. This curious phenomenon
can be called the Cosmic Watermark Hypothesis (our own term), or Wigner's Ladder, and
has been observed by many careful thinkers since the dawn of natural philosophy.

Fortunately, there is a menagerie of singularities that systems theorists may profitably
consider. All singularities are models of a process of change that accelerates to some
"infinite’ or otherwise unrecognizable, irreversible point, uncomputable from within
the dynamics of the original system, a state in which new global rules and dynamics
emerge.

Briefly, the following six singularity types, in four apparent general classes
(mathematical, physical, computational, and developmental), each have their own semi-
independent literature. Comparing and contrasting them can be quite illuminating.

1. Mathematical singularities (the oldest singularity literature available)
are systems of equations that lead, under certain conditions, to infinities,
uncomputability, or irreversible emergences. Such singularities are
hidden in the mathematics of Isaac Newton and Albert Einstein, and
were uncovered by the impressive theoretical work of Karl
Schwarzchild, Roger Penrose and Stephen Hawking, and have been
more recently explored by Mikhail Zak's work with "terminal chaos™ in
differential equations, through singularities in topology theory, and within
a number of other domains. Only a small subset of possible mathematical
singularities reflect known physical processes. To our knowledge, so far
there have been no published attempts to explain the coming technological
singularity in the language of mathematical singularities, though such
work is clearly needed.

2. Physical (a.k.a., "dynamical™ or "discontinuous” or "disruptive")
singularities include symmetry breaking, phase changes, punctuations,
self-organized criticality, catastrophe points, and other rapidly
emergent and discontinous nonlinear behavior in real physical systems,
including the emergence of new physical law. Dynamically discontinous
systems have been notably explored by Per Bak, Rene Thom, and
various complexity and nonlinear systems theorists. Neural network
theorists who model exponential convergence to new system equilibria,
and the ecological psychology academic community also occasionally use
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physical singularity models. The study of singularities in real nonlinear
dynamical systems (e.g., fluid dynamics) is both challenging and a real
frontier of physical theory. The discontinuity, punctuation, new equilibria
emergence, or rupture-with-the-past aspect of the physical singularity is
also an important component of the technological singularity proposal, as
we will discuss.

3. Cosmological (a.k.a., "astrophysical™ or "spacetime") singularities are
perhaps most generally understood as a particular type of physical and
mathematical singularity, though they also have computational and
developmental singularity properties. They include black holes
(primordial, quasar, stellar, supermassive, extreme), white holes
(speculative), and Big Bangs, as well as now doubtful Big Crunches.
They were incrementally deduced in theory by such notable scholars as
John Michell, Subramanyan Chandrasekhar, Robert Oppenheimer,
Roy Kerr, Edwin Salpeter, Yakov Zel'dovich, John Archibald
Wheeler, Roger Penrose and Stephen Hawking. At the same time, both
our universal Big Bang and black holes have been progessivelly
experimentally confirmed by our intrepid astronomical community. We
here at IAC would suggest that cosmological singularities may be our best
current model for understanding the global attractors (endpoints, in this
universe) for a variety of different processes of universal development,
including, in the developmental singularity hypothesis, the destiny of
cosmic intelligence itself. Such ideas, of course, still need extensive
theoretical and empirical validation before they might move beyond the
realm of informed speculation. Nevertheless, mounting circumstantial
evidence suggests that such validation may soon be forthcoming.

4. Computational (a.k.a., "cognitive", "simulational” or "informational™)
singularities can be considered as the informational dimension of
mathematical, physical-dynamical, and cosmological singularities. They
assume the proposition of the universe-as-a-computing-system. This
assumption, also known as the ""infopomorphic™ paradigm, proposes
that information processing is both a process and purpose intrinsic to all
physical stuctures, and that the interrelationships between certain
information processing structures can occasionally undergo irreversible,
accelerating discontinuities. Many of our present information theory ideas
were pioneered by such visionary thinkers as Alan Turing, John Von
Neumann, and Claude Shannon, and have been extended by John
Wheeler, Ed Fredkin, Stephen Wolfram, and other complexity and
systems theorists, as well as by speculative philosophers and physicists
like Frank Tipler. Computational singularities occur when a mode of
simulation/ computation used by any discrete adaptive physical system
undergoes an irreversible change in the way it processes information,
experiencing a type of phase transition to a new regime. As one example,
solitary insects simulate their external world in a particular algorithmic
way. Social insects (such as bees, ants, or termites) add a whole new layer
of simulation complexity, or "swarm computation,” to the insect world
view. The shift in reference frame between these two simulation systems
apparently represents a computational singularity, one among a long chain
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of such singularities that have led to the developmental emergence of
human consciousness within a very special class of Earth's physical-
computational systems. Each operates in a relatively discrete
computational domain, and organisms in one domain (say, an ant, or a
chimpanzee) cannot meaningfully understand certain simulations
occurring in another, once the latter's simulation system has become
sufficiently quantitatively or qualitatively different. Also known as
cognitive singularities, these play an important role in understanding how
we will relate to the interior world of our increasingly self-aware
technology in coming decades.

5. Developmental (a.k.a., "convergent," "hierarchical”, "asymptotically
accelerating," or "reproductive") singularities, are a refinement of the
computational singularity model, which is itself an extension of the three
previous types of singularities. Developmental singularities extend the
"purposeful” nature of computational singularity models. They do this by
assuming that not only is information processing a purpose of physical
systems, but universal development is rigged so that continuous
accelerating information processing will arise within a special subset
of hierarchically emergent forms. An extension of the infopomorphic
paradigm, developmental singularity models propose that that the universe
"purposefully” self-generates a range of different semi-autonomous
computing, universe-simulating “substrates” within its unfolding structure.
Perhaps it does this in a developmentally-guided attempt to model itself
more comprehensively over successive cycles, or perhaps for some other
purpose yet unknown. Examples of such hierarchically emergent
structures would include our irreversible movement from galaxies to
genes, from molecules to minds, or from cave painting to computers.
Apparently, this special emergent subset always becomes increasingly
more local and MEST-dense with each new universal emergence, though
this speculation remains to be rigorously critiqued. Developmental
singularity elements or variations have been proposed by a number of
systems thinkers, including Carl Sagan, Eric Chaisson, Andrei Linde,
Valeri Frolov, Alan Guth, Lee Smolin, Martin Rees, Seth Lloyd, John
Gribbin, Edward Harrison, and John Smart (myself). In a direct
analogy with biological development, some of the characteristics of these
hierarchical emergences appear to be part of a statistically determined
physical developmental process, prespecified in the special initial
conditions of the "'seed (Big Bang), that created our universe.
Tellingly, developmental theory also incorporates the vital concept of self-
organization, which can be modelled as any cyclic development that is
incrementally tuned for future-specific emergent order. Developmental
singularity models are uniquely integrative, as they suggest that universal
unfolding may be understood as a chain of mathematical, physical,
cosmological, and computational singularities. They also propose that the
universe itself may be parsimoniously viewed as a complex adaptive
evolutionary developmental substrate unfolding within the a larger
developmental environment called the "multiverse.” As a result, the
coming developmental singularity, if indeed it arrives, might be
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considered as a kind of universal "singularity of singularities,"” though it
would still involve strongly finite processes and would thus by no means
be an "ultimate" singularity. The convergence, hierarchical emergence,
asymptotically accelerating change, and reproductive components of the
developmental singularity "meme complex" (idea set) are also all
important aspects of the technological singularity idea.

6. Technological (a.k.a., "human competitive" or "effective machine
consciousness") singularities, are commonly considered a composite of
developmental, physical, and computational singularity types, though they
also have mathematical and even cosmological singularity properties (e.g.,
Chaisson's Phi trends). The coming emergence of human-surpassing
artificial intelligence, the ""A.l. singularity," represents the usual
meaning of the term *'singularity’* when used generically by futurists.
In our research so far, the technological singularity proposal can be
deconstructed into at least seven discrete concepts. Note that five of these
are easily understood within the developmental singularity idea set, which
is itself an amalgam of other singularity types. While there are other
qualities we could consider, these seven may provide a useful introduction
to the nature of the coming technological singularity:

1) "'singular’ human-competitive A.l. emergence (a.k.a.
the ""A.l. singularity,” can be seen as hierarchical
emergence, a developmental singularity)

2) discontinuity (or "punctuation,” also a property of
physical singularities)

3) unknowability (a property shared with computational
singularities)

4) convergent (predictably emergent, a property of
developmental singularities)

5) hierarchical (adding to a chain of previous emergences,
a property of developmental singularities)

6) "instantaneity’ (or more accurately: a sustained period
of increasingly rapid acceleration in special emergent
systems (think of ovulation, at the cellular level), also a
property of developmental singularities)

7) reproductive (able to recreate itself with important new
variations, also a property of developmental singularities)

Singular, discontinous, unknowable, convergent, hierarchical,
instantaneous, and reproductive all denote properties associated with
several types of singularities in general, though it may only be the
technological singularity that shares this particular mix. We see here that
the technological singularity concept is quite an amalgam indeed, and in
the process of unpacking it, we find that only a small kernel of truly
unique new information has been added to the conceptual landscape.

The word "singular", in the first component, refers to the new, unique, and
one-time-only nature of the emergence of any developmental singularity.
This aspect is perhaps the simplest and most frequently overlooked
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dimension of the technological singularity concept. Yet this contains the
only truly unique idea that the hypothesis proposes, namely that general
technological intelligence must soon capture and permanently exceed
even the highest-level features of human biological intelligence and
autonomy. In futurist and transhumanist literature, this specific idea has
also been called the "A.l. singularity.” Simple outcompetition may not be
a true singularity, but it is the technological singularity's most original
contribution to the singularity literature discussed above. The A.l.
singularity idea proposes that there will soon be one singular time on Earth
when technological intelligence surpasses human biological intelligence as
the dominant form of local computation.

It will be difficult to know exactly when this competitive and permanent
event will have occurred, so various measures have been proposed. A
machine solution to a generalized Turing Test of "effective
consciousness” (regardless of the actual inner subjective state of the
system) is most commonly suggested as a useful indication of its arrival,
though there are problems with this measure, as might be expected.

Note also that the Al technological singularity idea does not require that
the imminent runaway of local intelligence must have some universal
significance, but leaves that issue as an outstanding question. Prominent
explorers and advocates of the technological singularity idea have been
John Von Neumann, 1.J. Good, Hans Moravec, Vernor Vinge, Danny
Hillis, Eliezer Yudkowsky, Damien Broderick, Ben Goertzel, John
Smart, a handful of other transhumanists, and most eloquently to date,
Ray Kurzweil, in his book summary, "The Law of Accelerating Returns".
Those who would like some historical context for these compelling ideas
might also benefit from our A Brief History of Intellectual Discussion of
the (Technological) Singularity.

Singularity Research: A Multidisciplinary Activity

Mathematical singularities have been studied for over a century within theoretical
mathematics. Physical and cosmological singularities have also been studied for over
seventy years within the applied disciplines of general relativity, mathematical physics,
and quantum physics, whose equations treat particles as singular "point masses," and
require singularity-like "renormalizations.” In the last three decades, quantitative efforts
to study various mathematical, physical-dynamical, and computational singularity
processes have emerged in the fields of complexity, non-linear science and theoretical
computer science. Recently, discoveries of underlying simplicity in network theory
(see Watts, Small Worlds, 1999 or Barabasi, Linked, 2002) have also helped us
understand that small linkage changes in networks can create major, accelerating changes
in the way the network processes information, e.g., allowing a computational singularity,
or new "small world" to emerge.

For cognitive singularities within biological organisms, the disciplines of evolutionary
psychology, ecological psychology, and cognitive science are also promising new areas
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of exploration. These fields are also usefully informed, unlike most philosophy of mind,
with an increasingly developmental perspective. Finally, the A.l. singularity can be
explored within the many pastures of artificial intelligence, including but not limited to
such disciplines as cognitive science, computer science, information theory, and
computational neurobiology.

Unfortunately, neither the full definition of the technological singularity nor the main
elements of the developmental singularity hypothesis are yet studied in formal academic
programs. That intellectual oversight is a state of affairs that our new nonprofit, the
Institute for Accelerating Change, hopes will change in coming years. Nevertheless,
there are both specialist and generalist degree programs that would provide valuable
preparation for such work. In preparation for a generalist "singularity studies," the
disciplines of science and technology studies (STS), future studies, information
studies, evolutionary and developmental biology, evolutionary and biologically-
inspired computation, and the new field of astrobiology are all promising avenues for
wide-ranging exploration of universal accelerating change.

Mathematical singularity inquiries, though the oldest singularity literature in existence,
still remain in an early and fractionated stage of exploration. Likewise, physical
singularity processes, though extensively explored by complexity researchers and
physicists in recent decades, remain a rich and poorly synthesized area of investigation.
One early attempt at a mathematical and physical singularity unification of sorts,
""Catastrophe Theory," emerged in the 1960's. Rene Thom made perhaps the first
systematic mathematical categorization of various classes of physical systems where
small changes in the control variables might lead to radical, discontinuous change in
system properties. "Catastrophe” was therefore used by Thom as a very limited subset of
its most general definition (e.g., "catastrophism™ as violent and sudden feature change).
As catastrophists know, such change can be as much a mechanism of emergent,
constructive phenomena, as of destructive ones. Furthermore, many events that appear
destructive on one level, such as natural catastrophes, or even natural selection, are quite
constructive on another, as in the preservation of life, and the acceleration of
computational abilities amongst a special subset of the survivors.

So while catastrophe theory was a good initial effort at developing a kind of physically-
based, mathematically-grounded singularity studies, it soon fell out of favor for not being
sufficiently predictive. This is probably because, as presently formulated, it does not help
to show where and when catastrophes catalyze the development of new complexity. In
other words, it has become clear in recent years that many common "catastrophes™ lead
statistically to the accelerating development of all the most interesting and complex
phenomena in our universe.

Consider the unmistakable acceleration of various types of chemical, biological and
social complexity that has been observed immediately after, for example, a supernova
(creating chemical complexity), a meteor impact (catalyzing biological complexity), or
ice age (catalyzing social complexity). Such catastrophes may be either externally
imposed (e.g., the K-T meteorite), or internally generated (e.g., the Permian extinction),
and all are co-evolutionary in interesting ways (in a plague, for example, both the host
and the pathogen are modified substantially).
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Consider even the minor catastrophes of civilized life. We invariably do our best work
under deadline, and even our office workflow and environment move rapidly to the point
of "self-organized criticality,” where a small system change can cause a "catastrophic”
result (see Mark Buchanan's Ubiquity, 2002). Systems theories incorporating self-
organization, complexity, self-organized criticality, cosmology, evolutionary
developmental biology, and some of the more recent integrative non-linear science, such
as ecological psychology, are now leading areas for deepening our understanding of the
nature and role of singularities in universal change.

Don't worry if much of this is still unclear to you. It is the nature of the subject, and we
are only now beginning to uncover the full meaning, variety, and interrelationships of
singularity models. There may be several more (or less) varieties than the four
fundamental types (mathematical, physical, computational, and developmental) of
singularity that we have proposed, and all are likely to be unified by a future generalized
theory of information.

It is interesting and potentially very important that both the computational and
developmental singularity models give us a way to place our present rapidly-
developing technological intelligence into a universal context. In particular,
developmental singularity models can propose, in a testable and statistically predictable
manner, what must occur in our local environment soon after our machines wake up, due
to universal—and still-very-poorly-understood—developmental physical constraints on
all information processing systems.

Though accessible for over a decade, developmental singularity ideas are still largely new
to those who write about the technological singularity. Much work remains to be done to
highlight their potential utility among those who presently study the development of
science and technology.

I am hopeful that my forthcoming book on this topic, Destiny of Species: Exploring the
Developmental Singularity Hypothesis, will be at least partially useful in that regard.
Until my book is available, you may wish to investigate the developmental singularity
hypothesis further in the Speculative Topics section of this site. You may also wish to
consider this set of related, but also speculative, Smart's Laws of Complex Systems in an
evolutionary developmental universe.

The Value of MEST and MESTI Concepts in Understanding Universal Change

Matter, Energy, Space, and Time ("MEST"), together with their still poorly understood
cousin, Information ("MESTI") are five important properties of physical systems that,
due to universal applicability, should be considered foundational elements of any systems
theory. Modern science is increasingly discovering deep relationships between them, but
each has also historically served as an independently valuable perspective on universal
change.

These five concepts may not describe all the important elements of universal change, but
they are at least among the fundamentals, a place to begin in our journey of
understanding. It is not surprising then that they are also ancient insights into the basic
features of the universe. Perhaps their earliest written roots as a coherent system come

19


http://www.amazon.com/exec/obidos/ASIN/060960810X/
http://ione.psy.uconn.edu/~cespaweb/
https://www.accelerationwatch.com/specu.html
https://www.accelerationwatch.com/laws.html

from Indian Jainist cosmology, circa 2600 BCE. Surprisingly modern, Jain philosophy
does not posit an independent God as a creator, survivor, or destroyer of the universe.
Instead, it asserts that the universe encompasses countless cycles of origination and
destruction, but at the same time has always existed and will always exist in strict
adherence to the laws of the cosmos. Time is considered as infinite, both in the past and
in the future. Jainist systems theory proposed six immortal, cycling, and continuously
changing "dravyas," or universal substances:

1. Soul/Consciousness/Life/Information - Jiva
2. Matter - Pudgala

3. Medium of motion (Kinetic Energy) - Dharma
4. Medium of rest (Potential Energy) - Adharma
5. Space - Akasa

6. Time - Kaal

Note that the Jainist scheme of five "nonliving" substances (excluding the first "living"
one) can be collapsed to the familiar MEST of the Newtonian universe. Furthermore, we
can recognize their first substance as information, considering the universe as womb for
the creation of intelligence, and thus MEST] is fully represented.

Over the last two and a half millennia several independent philosophies and religions
have also converged (in what appears to be an inevitable developmental process) on this
useful, if approximate,"MEST" characterization of the basic physical features of the
universe. Concepts of matter have evolved from Aristotle, Democritus, and the
Alchemists to modern chemistry, relativity, quantum mechanics, and astrophysics. Our
understanding of energy has likewise advanced through thermodynamics, free energy,
relativity and quantum mechanics. Space has been reformulated from Euclid and
Newton's concept of absolute space, to our present non-Euclidean, relativistic models
(e.g., Friedman, Reimann, Einstein). Time, perhaps the least well understood of these
four, like gravity among the fundamental forces, has progressed from our Greek concepts
of transience and eternity to Einstein's and Minkowski's space-time continuum and the
physics of black hole singularities. Within the latter special environment time, from our
own reference frame, loses universal meaning.

In our modern materialist worldview, we don't generally consider information as a
separate substance or entity from the MEST that encodes and generates it. Instead,
scientists usually propose that information theory is essentially another, more holistic
way to view the evolutionary developmental changes that occur within our physical
MEST universe over time. This view of information-processing as another, perhaps more
condensed perspective on the evolutionary development of the MEST universe, might be
diagrammed as something like "MEST = I"" if we were to collapse this into an acronym.

An increasing number of systems theorists (see, for example, Wolfgang Hofkirchner, The
Quest for a Unified Theory of Information, 1999) consider the flow of information as the
most fundamentally useful way to understand reality. This has been called the
"infopomorphic™ paradigm. In other words, the most fundamental bias in this world
view is not anthropomorphism (the specialness of the human form) but infopomorphism
(the special function of information in the universe). Both are clearly biases, but there
appears to be much more evidence for the latter than the former in universal design.
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From the infopomorphic perspective, humans constitute a brief and transitional phase at
the leading edge of the local development of cosmic intelligence--no strong
anthropomorphism there. But the same time, there appears to be good reason to have mild
anthropomorphic bias (e.g., humans are special, in the sense that they are currently the
most complex local form of information processing, and anthropic parameters in
universal design appear to be tuned to cause the developmental emergence of humanoid
forms). Nevertheless, it is very easy to take this anthropomorphism too far, as is done, |
feel, among those humans who think that the universe was designed for humanity as an
end product. A strong and unjustified anthropomorphism also surfaces among those feel
that humanity's destiny is to some how stay in control of, and superior to, exponentiating
technological development, a wish, as we will discuss later, that seems entirely
unsupportable given both the past history of substrate emergence and the recent history of
technological development.

A lot more remains to be understood on the interrelationships between matter, energy,
space, time, and information. It is most common today, given the fantastic success of
reductionism, to consider parameters, forces, physical laws, and bodies of scientific
theory as the "root elements™ of universal change. That clearly remains the most effective
investigatory approach within any scientific discipline. But to gain a broad qualitative
and intuitive understanding of the impact of physics on universal change, to understand
the way that human will influences physics, and the way that cosmic intelligence is itself
constrained by physics, to understand the global features, properties, trajectory, and
perhaps even the teleology,or purpose of the entire system, as a whole, we need to move
beyond MEST into MESTI conceptualizations, tentative as they are at this early stage of
our science.

Today, we find that contemplating which changes are induced in the "MEST" of the
universe by information (both our scientific laws and the less quantifiable forms of
information in the domain of living systems) remains the most useful and concise
conceptual approach to understanding the future that is presently accessible to human
thinkers. As systems theorists, it appears that the Jainists discovered this strategy almost
three millennia ago. Yet information can also be considered in its own right. Like modern
information theorists, early Jainists proposed there was a universal substance that
deserved its own unique class, a "knowing substance." And they saw a duality between
these two forms more than two millennia before Descartes.

Today, many systems theorists would call this first concept information, or computation,
or complexity. Like the Jains, we know that information is also "something special.” It
apparently arises out of, and constrains the further evolutionary development of MEST
structures over time. As Daniel Dennett observes, while it is at least grossly true that we
may accurately describe a human being as a "complicated washing machine" using our
most intricate physics, at the same time we know that such a reductionist description,
however detailed, misses the subjective perception of one's own consciousness, an
emergent informational property. This perception may still be entirely constrained by and
representable within MEST physics (or not), but it also demands to be considered as a
special perspective on MEST reality.

Therefore, trying to understand change from a MEST] perspective engages us in a dance
that employs both the Cartesian duality of mind and matter, and a smaller number of
nondualist approaches (as in Taoist cosmology) that refuse to separate the two. As we
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learn the interrelationships between MEST and information, it is likely that both dualistic
and holistic approaches will continue to be necessary. Note also that the informational
perspective on the universe has, on its own, a great explanatory and simplification power.
All our oral and written conceptual history, for example, could be considered one crude
window on informational evolutionary development, without considering the details of
the MEST that this information "lives within."

Does information, or constraining pattern, have its own unique existence? It certainly
appears so. For example, modern reductionist neuroscience attempts to explain humans in
terms of localized action potentials and synaptic activity, e.g., MEST. Yet we know that
this is not enough. Humans are also motivated by goals, deductive and inductive thinking,
emotions, intuitions. Much of this is in the realm of information. Our reductionist
sensibilities tell us that all our motivating information must also be encoded in specific
physical structures. Yet we always find it inordinately powerful to say, for example, that |
did a good deed for her because I love her, or because she said so-and-so to me, each
compact bits of communicated information, a vastly efficient shorthand for all the brain
states that affect my thoughts and behaviors. The specific MEST states in that situation
are so complex it will take an Al to eventually model them (for its own purposes, not
ours) and so humanity has permanently moved to this plane of informational shorthand to
do our computations of human motivation. As William Dembski observes,
neurobiologists sometimes call our descriptive words "folk neuropsychology," indicating
that they will eventually be replaced by a much more descriptive language of brain states.
But what they may not realize is that such a language will never be the primary language
of human beings. They are uncovering the primitives from which a more precise Al
language will emerge, but again, that language will most certainly be a powerful
informational abstraction. The messy MEST details are abstracted out wherever possible,
accessed only as needed.

We note that information has its own motivating capacity--if | hear someone has poorly
treated a friend, another compact piece of information, | engage in shock, anger, and
other MEST-based responses. It is true that it always takes MEST to communicate
information, so there is no need for invoking a vital substance, as we never lose a
materialist connection. But even MEST encoding gets significantly more efficient with
time, in a process apparently directed by information flow, as allowed by the physics of
the universe we inhabit. Something curious is afoot.

Can we say that information, like space and time, is a dimension of the universe? Such
speculation is certainly interesting, but lacks conviction at the present time. On the
supporting side, consider that we can move to environments of greater and lower
information, or lower and higher meaning levels, just like near and far, or past and future
events. Furthermore, we see a particular accelerating trajectory to local information-
processing, just as we see a particular arrow to one of the spacetime dimensions (e.g., the
forward flow of time).

Alternatively, rather than (or in addition to?) a dimension, we can consider information a
particular pattern, or restricted arrangement of MEST. Information can thus be
understood as a constraint on MEST, and physical law a more fundamental form of such
informational constraint. Matter and energy constrain space and time (e.g., warp it or
shrink or dilate it in high-matter zones). Information may primarily constrain matter and
energy, and only secondarily constrain space and time. Thus we get 1-->M-E-->S-T for
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our acronym of hierarchical emergence and constraint. This is alluringly simple, but we
can also envision ways that space and time constrain matter, energy, and information,
depending on what we mean by "constraint." As William James so carefully observed
more than a century ago in Principles of Psychology, 1890/1995, the maddening dualism
between mind (information) and body (MEST) will likely be with us for some time to
come.

Another careful observer, Timothy Ferris, has proposed that a fundamental advance in
our understanding of information theory is perhaps both the most needed and the most
expected new breakthrough on the horizon for twenty-first century science. As a
scientific concept, information (and its correlate--meaning, or value) is even more
nebulous than time and gravity, truly one of the outstanding riddles and challenges for
materialist description. Nevertheless, we should be on the lookout for a future ""Einstein
of information theory.™ As the inevitability and trajectory of the coming singularity
become much clearer to scientific observation in coming decades, such a simplification
may finally be reasonably expected to emerge.

As Carl Sagan observed in his groundbreaking Cosmic Calendar metaphor, when we look
back over our own evolutionary development in informational terms, we are struck by the
clearly accelerating succession of information processing emergences (e.g., galactic,
stellar, planetary-molecular/chemetic, cellular/genetic, neurologic, cultural/memetic, and
technologic/technetic "intelligence™ eras) in universal time.

Explaining this accelerating succession may be the most important challenge of our era.
We live on the threshold of a coming singularity in these successions, as observed from
our unmodified biological perspective. As evidence of this, technological change has
already become near-instantaneous at the circuit-electron level in a variety of our silicon
sytems, and in coming years is sure to become effectively (never actually, of course)
instantaneous at progressively higher levels of machine intelligence.

Returning to MEST, as Damien Broderick has noted, modern cosmology suggests that a
more appropriate order of presentation of these elements involves the more awkward
"TSEM," ("MEST" in reverse) given that first Time, then Space (inflationary theory),
then Energy, then hadronic and finally regular Matter apparently precipitated out in this
unmistakeably sequential pattern into our particular universe during its early
development. Nevertheless, the acronym MEST as the physical counterpart of
information, the most unique of the easily pronounced terms, has so far won the
popularity battle among systems theorists. It is, for some, an unfortunate coincidence that,
beginning in the 1950's L. Ron Hubbard brought the MEST acronym, which he clearly
did not invent, into greater popularity by proposing a "MEST Universe" as the lowest
("physical™) level of his Scientology philosophy. It is worth pointing out that beyond the
commonality of this conceptual acronym, Hubbard's treatment has no further historical
relation to the systems theory being presented here.

For good introductory surveys of each of these five MESTI properties of physical
systems, you might investigate the following generalist works. Matter: The Magic
Furnace, Marcus Chown, 2001; Energy: The Refrigerator and the Universe, Martin
Goldstein, 1993; Space: Concepts of Space, Max Jammer, 1954/93; Time: About Time,
Paul Davies, 1995. To sample some of the more grounded speculation on MEST's
relationship to information, there are a range of interesting books available. Erwin
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Schrodinger's What is Life? 1944/92, Paul Churchland's Matter and Consciousness, 1988,
and Wolfgang Hofkirchner's The Quest for a Unified Theory of Information, 1999, are all
excellent places to start.

Greek and medieval science, thermodynamics, chemistry, Newtonian physics, quantum
mechanics and relativity have all greatly improved our understanding of MEST in recent
years. But perhaps most significantly, Einstein's advances in special and general
relativity in the 1920's brought a profound and surprising developmental convergence to
MEST concepts, exposing both matter-energy equivalency and the topology of the
space-time continuum in one grand synthetic model whose long-range implications have
still not been completely explored, even today. This convergence has not yet provided us
with a complete understanding of the way MEST evolves over time, but it has provided
an excellent beginning.

Most specifically, we are missing a deep understanding of how MEST changes can be
characterized as informational changes, and the way that informational evolutionary
development can be characterized as constraining the future of MEST activity. We are
still missing our Einstein of information theory, a concept we will return to several times
in our discourse. Nevertheless, we can begin to make several claims as to the general
shape that this theory must take, and in the context of the developmental singularity
hypothesis, we can now propose several specific examples of such constraints.

It is now becoming clear that that technological acceleration is simply the latest
manifestation of a universal developmental trajectory of continually increasing MEST
efficiency, MEST compression, or MEST density of computation (each are closely
related perspectives on the same process) within each new substrate emergence in
universal history. I'll explore these processes, and their implications for our near-term
future, in greater detail in my forthcoming book.

Let's finish our introduction by reconsidering the technological singularity from three
discrete singularity perspectives, physical, computational, and developmental. Other than
as expressed in our quantitative models of the physical, computational, and
developmental singularity concepts, we'll leave out further consideration of mathematical
singularities, a complex topic that may be too intrinsically evolutionary (chaotic, random,
unpredictable, contingent) to generate useful convergences that human minds can easily
see. Much finer minds than mine have certainly tried.

Defining the Technological Singularity--a Tentative Taxonomy

Recall that we identified a minimum of seven useful concepts, within three discrete
singularity perspectives (physical, computational, developmental), all relevant to the
technological singularity idea set. They were:

1) "singular™ human-competitive Al emergence (Al *'singularity**)™), a specific
property of hierarchical emergence in developmental singularities

2) discontinuity (or "punctuation,” a property of physical singularities)

3) unknowability (a property of computational singularities)

4) convergent (predictably emergent, a property of the developmental singularity)

5) hierarchical (adding to a chain of previous emergences, a property of the
developmental singularity)
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6) instantaneity (or more accurately: continuous increasingly rapid acceleration in
special subsets of emergence, a property of the developmental
singularity)

7) reproductive (able to recreate itself with new variations, a property of the
developmental singularity)

Given this background, I'd suggest a one-sentence, useful general description of the
technological singularity might be the following:

The technological singularity is the coming singular emergence of biology-
surpassing autonomous technological intelligence, a natural, convergent,
reproductive, and hierarchical universal evolutionary developmental event that
will also exhibit limited discontinuity, unknowability, and instantaneity features
from the perspective of unmodified biological humanity.

Recall that we also proposed that only the first definition, the Al singularity, is truly
unique to the technological singularity proposal. Therefore, if we were to restrict our
investigation to the Al singularity component of this concept, for the purpose of further
insight, at least two additional, briefer, restrictive definitions may be proposed:

1A. A specific Al technological singularity is any discrete instance of human-
equivalent (or human-surpassing) technological intelligence takeover on
Earth.

1B.The general Al technological singularity is the emergence of autonomous,
generally human-equivalent technological intelligence on Earth.

One might object at this point. Is simple "outcompetition™ a useful definition of the
specific Al singularity? It certainly appears so. Consider the emergence of the mechanical
calculator. Once we'd developed technological systems capable of improving on human
mental or paper-aided arithmetic, the numerical transformations that subsequently
occurred became opaque to human observation. That is a mild cognitive singularity. At
the same time, a sudden rapid rush, or punctuation, of ever-more-complex numeric and
symbolic processing could then be achieved (e.g., once we had digital versions of such
calculators, it was a short evolutionary hop to programmable calculators, then to Matlab
and Mathematica). That is a mild physical-dynamical singularity, punctuation, or
effective discontinuity (who can say what nonlinear, chaotic computing capabilities will
emerge from Mathematica 20107?). It's also a convergence, hierarchical emergence, and
effective instantaneity, from the unmodified human perspective. Finally, it's a
reproductive singularity, because by definition such a technological system can't
continually improve itself to move from the abacus (something that has no cognitive
singularity to many operators) to the the pocket calculator (something that does, to almost
all of us) unless it follows a constant, and currently mostly human-catalyzed,
reproductive upgrade cycle.

What about outcompetition in the general Al technological singularity definition above?
It is true that a human, instantiated into technological hardware but limited to run only
twice as fast as a biological human, would not exhibit singularities, from our perspective.
So is the definition incomplete? Again, I'd suggest not. Note that there are at least two
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additional implicit elements to it, as written. The first is that the technological substrate
has become autonomous (something our digital calculators have yet to do, though they
are rapidly moving in that direction). Autonomous systems would not be limited to run
only twice as fast as human systems, but would direct their own evolutionary
development, on their own intrinsic trajectory. The second implicit element is that this is
a technological intelligence. The hierarchically emerging technological substrate has
demonstrated an intrinsic learning ability, a MEST compression, MEST efficiency, and
MEST computational density that is many orders of magnitude (tens of thousands to tens
of millions) of times greater than biological human systems. So, for unmodified
biological humanity, the general Al technological singularity would rapidly create
significant physical-dynamical, cognitive, and developmental singularities.

Recall that in addition to the above helpful but restrictive Al definition, the technological
singularity proposal also incorporates at least three corollary singularity types. Let's
review each quickly, then again in greater detail.

2. Physical-dynamical singularity corollary.
(The ""Discontinous' or'"Disruptive’ Technological Singularity)
Given the new general laws that will apply to computation in the
machine substrate, Earth's local intelligence will undergo not simply a
quantitative, but also a qualitative shift, a discontinuity, disruption, or
"punctuation” in its development, when viewed from the present
biological perspective.

3. Computational-cognitive singularity corollary
(The ""Unknowable™ or "Impenetrable™ Technological Singularity)
Given the vastly increased flexibility, complexity, and capacity of
computation in the machine substrate, some portion, but not necessarily
the most important or meaningful (from our perspective), of Earth's local
intelligence events and motivations will become effectively unknowable
and unrecognizable when viewed from the present biological
perspective.

4. Developmental singularity corollary
(The "*Convergent, Hierarchical, Effectively Instantaneous, or
Reproductive' Technological Singularity)
Given the convergent and steadily accelerating speed of computation
within the machine substrate, the vast majority of Earth’s local
intelligence events must soon inevitably move to the continually
reproducing technological substrate, which will become a true
hierarchical superset of the biological space (e.g., able to simulate all
relevant biological processes within the technological space). As a
result, increasingly high-level domains of computation within this
substrate will become effectively instantaneous when viewed from the
present biological perspective.

Each of these elements have been discussed in isolation in the general literature on
accelerating change, but to date they have not been considered together, as a family of
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interrelating processes. Let's now briefly consider each in turn, to finish our initial survey
of singularity terrain.

1) The Al Technological Singularity--A Human-Surpassing Event

Whenever the technological substrate effectively and permanently outcompetes the
human substrate in any modular or structural feature of local intelligence in real world
use (e.g., arithmetical operations, sorting algorithms, image capture, bit storage,
communication, product manufacture and design), by definition a specific technological
singularity has occurred. When this process has extended to include even the higher-level
features of human intelligence, a general technological singularity has occurred.

Cognitive scientists and neurobiologists have recently come to realize that metazoan
intelligence has a "massively modular nature.” A large number of discrete processing
systems, or "modules” have been cobbled together over our evolutionary psychological
history to make us the seeing, thinking, emoting, reflecting, judging beings we claim to
be. At the same time, we've noted in recent decades a succession of competitive Al
"takeovers," or singular emergences of technological computational dominance, in a
range of restricted human cognitive and behavioral domains (we all recall Deep Blue's
chess playing, but the emergence of pocket calculators was a far more practical example,
in real world use). This restrictive definition of an Al singularity proposes that noting and
charting the succession of discrete takeover events should help us to better understand the
modern rate and trajectory of development of autonomous intelligence.

Likewise, a general technological singularity on Earth can be defined as having occurred
when enough of these smaller competitive replacements (each representing specific
technological singularities) all add up to something roughly equivalent to a fully
autonomous human intelligence, or, in a similar definition, something rapidly capable of
bootstrapping itself up to that state. But a human-equivalent technological singularity is a
tricky event to define, because technological systems, due to their different physical
structure and potentials, will also be continually accumulating extrabiological, or
"alien" dimensions to their intelligence while they self-organize, qualities that have no
obvious human parallel. Thus the Turing Test and similar reasonable measures have their
own potential shortcomings. Nevertheless, any machines which, from our perspective,
appear to exhibit all the essential features of human-level consciousness, regardless of
what superset of other intelligences they will also encompass, can be considered
reasonable evidence that a general technological singularity has occurred.

Note also that competitive replacement does not require a significant "lack of
understanding” (cognitive singularity) with regard to the new system by the party whose
work is taken over. In fact, such singularities are much, much rarer than one might
expect, for reasons we'll discuss later. Machines may supplant human labor in the
production of automobiles, or in theorem proving in some areas of mathematics, for
example, but this does not mean human beings cannot generally understand and be
comfortable using the results of these processes.

2) The Physical Technological Singularity--Discontinuous and Disruptive

This element of the technological singularity hypothesis focuses on the disruptive and
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discontinuous effects of emerging technological intelligence. There will be an inevitable
near-future point at which our technological substrate finally captures the highest level
features of general human intelligence. During the years leading up to this event and
periodically therafter, occasional discontinuous, disruptive, and "semi-magical™ cognitive
advances within self-aware technology, on all relevant perceptual dimensions (scientific,
technological, economic, rational-emotive, ethical, spiritual) will be observed. What was
previously a smoothly accelerating and only semi-autonomous process will at that point
begin to appear, in some domains, like a sudden, discontinous shift, or disruption, in the
nature of local intelligence, when viewed from the perspective of biological minds.
Periodic disruption occurs in a wide variety of physical systems, and is a natural process.

When we note the evolutionary development of both human culture and its symbiotic
technological infrastructure, we can easily note the periodic presence of discontinuously
large advances, of specific physical-dynamical singularities that have occurred in
technological cultures (e.g., agriculture, enclosures, property rights, contracts, paper
money, credit, free trade, electricity, industry, internal combustion engines, the telegraph,
telephones, railroads, digital computers, the internet). In 1972 Nils Eldredge and Stephen
Jay Gould explored the evidence for a similar process of disruptive "punctuations”
occurring in our biological evolutionary record, providing reasonably good evidence for a
process of "'punctuated equilibrium™ over long timescales.

The economist Joseph Shumpeter (Capitalism, Socialism, and Democracy, 1950/84) was
among the first systems theorists to clearly understand the generative value of
discontinuity and disruption in complex human systems. His description of the natural
cycles of "'creative destruction™ that occur in such domains as market sectors, business
structure and technology adoption helped many of us to understand that not only
competition and fitness selection, but also occasional discontinuities are part of the
natural state of economic affairs. More recently, Clayton Christiansen (The Innovator's
Dilemma, 1997), and his concept of "disruptive innovation™ in technology development
is one among several who have usefully extended Schumpeter's ideas.

Such concepts are examples of the periodic discontinuities we observe in all nonlinear
dynamical systems, and are not a unique feature of the technological singularity, but
rather the most recent example of the broad class of physical-dynamical singularities that
occur periodically during universal development. In other words, while the emergence of
human equivalent Al is occasionally considered by futurists to be a uniquely disruptive
event, in the context of physical-dynamical singularities we can make excellent
arguments that this will not be the case. Certainly it will involve a major shift, but in the
universal scheme of physical singularities, this may be no more profound than, say, the
results of past significant dynamical singularities, such as the emergence of multicellular
life, or of land based animals, or of language, or the industrial age, or digital computers.

3) The Cognitive Technological Singularity--Unknowable and Impenetrable

As local intelligence continues to migrate ever more swiftly to the technological
substrate, a number of its subjective and structural features, at progressively higher levels
of autonomy and cognition, will become effectively unknowable, indecipherable
“cognitive singularities” from the perspective of biological minds. These areas of
unknowability will progressively expand, even as a large number of the general physical
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constraints on, and the universal developmental trajectories of, emerging technological
intelligences will remain fully comprehensible to unmodified humanity.

This component of the singularity idea set concerns the limits of biological understanding
of the coming technological singularity, assuming a significant complexity difference
exists between the two computing systems (in this case, autonomous human and machine
intelligences). Keep in mind that in our universe, all computation appears to be on a
smooth interdependent continuum, and all differences between hierarchical systems
have been arbitrarily defined (e.g., transition forms can always be shown, with any
categorization system we may use). This universal interdependence strongly suggests
that for all learning organisms, the closer their cognitive architecture comes to the
transition point to a new level of emergence, the more rapidly the cognitive singularity
between them disappears. In other words, cognitive singularities can only exist when a
sufficient computational complexity differential exists between two computing
systems.

Humans, when compared with our dogs, cats, and apes, have significant computational
intercommunication at the emotional level of computation, but from the latter's
perspective, there exists a partial cognitive singularity at the linguistic level. Recently,
that cognitive singularity has been partially eroded by teaching chimpanzees sign
language, and may eventually fully eroded if we become even more successful at this
task. Humans even have some relevant computational interchange with bees and bacteria,
which model us in a way that is useful to the interchange (we have, for example, bacteria
that live in symbiosis with us on our bodies). There is even a crude "respiration pact"
(e.g., absence of singularity) between plants and animals that is probably globally
regulated to some degree by both living and geological sytems (some variant of the Gaia
hypothesis) to maintain both planetary oxygen and carbon dioxide levels at stable
percentages. Yet there are also large cognitive singularities between humans and plants,
from both perspectives (as yet, we have little cognitive understanding of a plant's
computational architecture). Nevertheless, the closer the less complex computing system
gets to the transition point to the new level, the more rapidly those cognitive singularities
disappear. For human systems, which have the greatest innate learning capacity of any
substrate yet invented except that of our technological successors, the outlook is very
good that we will be able to rapidly increase our learning ability, morph into a hybrid
biological-machine status, and thereby eliminate the looming cognitive singularity. These
fascinating concepts, "uploading™ and human-machine interfaces, are discussed at greater
length later.

When we consider the cognitive-computational technological singularity, we realize that
many particular, moment-to-moment features of local technological intelligence, after the
technological singularity arrives, will become unknowable or indecipherable to biological
minds. But how important is it that we know these features? How important is it that we
know the inner workings of a computer, or of our own subconscious neural network
activities?

A good case can be made that the cognitive technological singularity will involve the
inability of unmodified biological minds to understand the specific types, setting, and
contingencies of thought occurring in the new post-biological zones of the environment.
But it is surprising and gratifying to realize that a coming technological singularity does
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not imply that today's minds cannot understand the general constraints acting upon
such emergent computational systems. Or the general developmental destiny that they
must head toward, ever more rapidly in time, given the laws that they remain subject to
(from our perspective, at least), as physical systems. It can also be convincingly argued
that such predictable general constraints on complex systems will, by and large,
remain among the most important and meaningful components of local intelligence,
even as meaningful new components, opaque to our perception, are also added.

Must post-singularity computational systems continue their historical trend toward
increasingly social, ethical, stable, and integrative complex adaptive systems, including,
in this case, integration with biological intelligence? I think a compelling case for such
constraints can be made even today. The contination of such universal meta-processes
will not be a part of the cognitive singularity that will result when an unmodified human
attempts to carry on a meaningful conversation with a twenty-first century electronic
consciousness. Yet in other areas, as when such an entity attempts to convey to us several
of the details, rather than the generalities of its inner subjective experience, full cognitive
singularities will certainly emerge. Such details will be as essentially incomprehensible to
present day humanity as the nature of music is to the congenitally deaf, or even better, the
nature of music is to a plant, to make a more accurate comparison across both the time-
compression and complexity gulfs that must exist between these two intelligence
domains.

Let's explore this point a bit further with an analogy. Insects have learned to implicitly
"understand" gravity, reaction times, the importance of energy flows, and a large range of
other stable features of our universe. Consider that the insect, in its world model, acts as
if we are also bound by those discovered laws and trends, even though to it our mental
landscape represents a cognitive singularity. Furthermore, and perhaps most interestingly,
we do not generally surprise it by our behavior. Certainly occasionally we will, or more
commonly, our technology will, as with a flyswatter, but in general, the fly's world
model is not surprised by, and has a utilitarian understanding of, human behavior.
Likewise, if we have come to understand a range of developmentally convergent
properties that appear to affect all complex adaptive systems in the universe, the
post-singularity entities soon to emerge are very unlikely to violate those
understandings of natural science and systems theory. And what occasional violations
they do engage in, will by definition be very interesting. Thus, as with our flyswatter
analogy, a conscious machine may soon go on to create a post-post-singularity substrate
that will eventually violate some of our deeply useful, inductively tested conceptions of
the way reality works. These would be the occasionally observed "magical” (on first
appearance) dimensions of nonbiological intelligence.

There's much more that could be said on this important point. Do we lowly humans also
have a much more complete understanding than a fly of the totality of computational
phase space, within this finite universe? Are humans, developmentally, significantly
closer to the "end of the simulation” within this universe than their fly counterparts, and if
so, are they thus even less likely to be surprised by new emergences than a fly is
surprised by our flyswatter? | would argue that many lines of circumstantial evidence and
argument now suggest this is the case.
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In the general developmental singularity hypothesis, to be discussed later in this essay,
we will consider the fascinating and controversial concept of **computational closure,"
the conditions wherein one computational substrate is able to build a reasonably complete
"feature map" of the environmental system that it is studying. Such effective closure has
been seen many times before, for example in the post-Columbus geographic map of
planet Earth, or in various mathematical domains (which are largely abandoned for new
frontiers after a near-equilibrium sets in during exploration), or in the laws of Newtonian
mechanics (leading eventually to relativistic and quantum emergences), or as deep-
thinking astronomers like Martin Harwit (Cosmic Discovery, 1981) have controversially
proposed even in the observable features of the universe itself.

What the concept of universal computational closure proposes is that the most complex
of present local systems (humans and their increasingly intelligent technologies) are
asymptotically learning to simulate the vast majority of the easily accessible
developmental features of our finite universe. Local intelligence is rapidly escalating its
simulation power, and at the same time, rapidly running out of "things" to simulate,
within this universe. If that fascinating scenario turns out to be correct, both we and our
technological successors can expect to experience progressively less fundamental
discontinuities, and progressively more minor cognitive impenetrability from all
future computational systems, the closer such systems (humans, then Al's, then post-
singularity entities) come to the end of the universal simulation. Under such unique
conditions, as we will discuss, the precipitation of a new universal developmental
environment might reasonably be expected to occur.

The degree to which biological intelligence must suffer a cognitive singularity in the
coming transition is presently an open question. We have argued that in those instances
where biological intelligence remains unintegrated with technological intelligence, only
occasional aspects of post-singularity intelligence will appear as indecipherable cognitive
singularities. We have also argued that in those instances where biological minds are
structurally or communicatively enhanced, as via nanotechnological interfaces to an
electronic environment, the resulting biological-nonbiological hybrid organisms will
expand their perceptual awareness and sense of self such that the perceived disruption,
unknowability, and instantaneity all disappear. The Al technological singularity
(autonomous, human-equivalent technological intelligence) will still have occurred, but
both the cognitive singularity and to some degree the dynamical singularity will have
been avoided. Such an outcome, to the extent it can be attained, seems a morally
preferable pathway to machine intelligence.

Pressure to maintain dynamic equilibrium, to seek cognitive balance within an
environment of ever more rapid computational change, appears to be a central feature of
complex adaptive systems. Except perhaps in the earliest, transitional stages of Al
singularity emergence, it seems that progressively more integrated and convergent
human-machine symbiosis will sharply reduce the discontinuity, unknowability, and
instantaneity of environmental change from the perspective of local intelligence.

4) The Developmental Technological Singularity--Convergent, Hierarchical,
Effectively Instantaneous, and Reproductive
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The developmental singularity, the last technological singularity persective we'll
consider, is chock full of interesting concepts Yet at some levels, it is the easiest to
understand. We see developmental events in living systems all around us. Granted, these
events are less obvious than evolutionary events (involving complex and poorly
predictable interactions), but whenever we can identify a developmental pattern, a future
predictable trajectory for a complex system, one that is repeated in countless replicative
cycles, we know we are dealing with a developmental process. It now appears that a
special subset of local technological systems (e.g., biologically-inspired forms of
machine computation) are converging on the technological singularity, and that the
imminent hierarchical emergence, out of human systems, of this new self-aware,
reproducing computational substrate is part of a natural universal developmental process.

We'll explore the developmental perspective in detail later in this essay, but for now, let's
make a few more general observations. It appears that an ongoing evolutionary

developmental process of continuously accelerating matter-, energy-, space-, and time-
compression (MEST-compression) is the trajectory of the leading edge of computation
in universal development. Universal computation generates periodic local developmental
singularities, or convergences on new substrates, wherein new computational rules apply.

Local computation is currently occurring fastest in a technological substrate (at present,
integrated circuits) that supports more than three orders of magnitude greater Phi (free
energy rate densities of computation, see Chaisson, Cosmic Evolution, 2001), than
human culture (neurological-memetic substrate), and more than seven orders of
magnitude (e.g., ten million times) greater Phi than biological natural selection (genetic
substrate). As a result, machine computation already appears effectively instantaneous
relative to biological systems within sharply limited domains (e.g., speed of processing,
communication, memory storage, duplication of knowledge structures) at the hardware
level. In coming decades this speed differential between electronic hardware and software
and biological hardware (bodies) and software (cell-based minds), will expand to include
all important classes of local computation, as ever more self-replicating, self-developing
and self-maintaining technological systems emerge.

More than any other perspective, the developmental singularity, and the paradigm of
evolutionary development to be discussed shortly, tell us that the long-term acceleration
of the known cosmological, biological, and technological record is part of a centrally
important universal developmental process. A range of mathematical, physical, and
computational/cognitive singularities, all driven by a developmental process culminating
in a universal developmental singularity, thus appear to be involved in the coming
technological singularity.

"The Future Can't Be Predicted™ is a commonly heard refrain in futurist circles. But this
perspective is only approximately true. A new generation of biologists, to be discussed
shortly, are coming to understand the deep difference between evolutionary and
developmental processes in living and other universal systems. While most change in
living systems, at any substrate level (genetic, instinctual, cultural) can be understood as
evolutionary (random, chaotic, contingent, unpredictable), such change is always
unfolding within the constraints of an overarching developmental (directed, cyclical,
convergent, constrained) plan. Such a plan is clearly seen in biological development,
which utilizes chaotic molecular evolution in its unfolding. So it is that a special subset of
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developmental processes are now becoming clear in the study of all complex adaptive
systems (including technological systems) in the known universe.

Was the emergence of a technological adaptation such as the wheel inevitable in human
culture? Evolutionists would say not. Developmentalists (those who understand the new
paradigm of evolutionary development) would say it is, and are collecting evidence for
this. Thus developmentalist futurists can speak of both evolutionary (possible and
preferable) futures, and developmental (probable and inevitable) futures, and are rapidly
learning to distinguish these two in discussing human futures. One strong recent insight
from systems theory is that computation, in general, is a developmental process on an
accelerating local trajectory. Other such processes, such as matter-energy and space-time
efficiency and compression (e.g., density, miniaturization) and the reduced binding
energy of information processing systems (computational flexibility) are also becoming
clear, with strong implications for the nature of our technological future.

In other words, the future is an inevitable and highly predictable developmental
destination, as well as a chaotic and uncertain evolutionary path, and we are rushing
headlong toward this destination. We ignore the evidence for computational destiny at the
cost of our own ignorance and lack of foresight. As we learn this important
discrimination, we learn to differentiate between those events we can change, and those
we can only accelerate or delay, but never fully oppose.

This perspective tells us that the singularity is driven primarily by a bottom up,
evolutionary developmental construction of complexity, with the global technologic
substrate as simply the latest manifestation of an accelerating process of hierarchical
computational emergence. This insight mandates that we seek a deep understanding of
the nature of development--and in a subservient and curiously constrained role, of
evolution as well--in all known complex adaptive systems. Few today would find it
necessary to include the phrase "evolutionary developmental” in any definition of the
singularity, but without some such phrase it has become apparent to this author that we
can have no larger understanding of the universal conditions that are creating
continuously accelerating local computation. As Ernst Mach observed, the distribution of
matter everywhere conspires to create inertia here. Computation, like gravitation, is a
universally interdependent process.

As a leader in the artificial intelligence community, John Holland reminds us theory,
even if it is first-generation systems theory, must always guide our empirical efforts.
Those who do not presently suspect the developmental nature of complexity in the
universe would ignore or downplay the many lessons of developmental biology and the
promise of developmental computational paradigms for creating the coming Al. Those
others who work to deeply internalize this perspective will gain significant real
advantages in the present competition to create better technologies, companies,
institutions, economies, and societies in coming years. Choosing and improving one's
best current paradigm with regard to understanding complexity is no trivial matter--
careers are made or not, investments and policies are successful or not, on the basis of
such choices.

We've mentioned that if we define computation narrowly, certain elements of our organic
technological environment have already been computing near-instantaneously, from our
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perspective, for the last 50 years (e.g., at technology's electronic vs. biology's
electrochemical speeds), since the advent of digital computers. But there will soon come
a time, as electronic computational architectures become ever more sophisticated and
multi-modular, when that technological instantaneity extends to include the full range of
human pattern recognition, when even our higher thought, language, tool using capacity,
and subjective sense of self become representable in the machine substrate. Shortly
thereafter we can expect a profound qualitative shift in the nature of local reality.

In line with a paradigm of evolutionary development of complex systems, as we will
discuss in more depth at another time, tomorrow's most successful technological systems
must be organic in nature. Self-organization emerges only through a process of cyclic
development with limited evolution/variation within each cycle, a self-replicating
development that becomes incrementally tuned for progressively greater self-assembly,
self-repair, and self-reorganization, particularly at the lowest component levels. At the
same time, progressive self-awareness (self-modelling) and general intelligence
(environmental modelling) are emergent features of such systems.

Developmental singularity models incorporate accelerating change as one aspect of the
developmental cycle of universal computation. The technological singularity is then seen
as just one necessary stage in a macroscopic cycle of universal evolutionary
development. From this perspective, all multi-local intelligent life is expected to
eventually transition through a technological singularity on a convergent path from
biological to nonbiological intelligence. We'll return to these concepts from different
perspectives throughout this book summary.

2. Sander Olson: What do you consider to be the most important criticisms of the
concept of an imminent technological singularity, and what are your
counterarguments, if any?

Critiques of the technological singularity thesis are generally arguments against either the
prudence of expecting the continuation of double exponential growth in computational
complexity (hardware or software), or the rapid approach of that complexity to human
equivalency, or both. Among those futurists and academics who have discussed these
issues with me at my website, Singularity\Watch.com, here are three of the most
intriguing counterarguments to an imminent singularity that 1've heard:

1) All trend curves must eventually stop, because growth in any population or
technology is always "S curved,” (logistic growth) meaning it eventually
saturates, after an early exponential or hyperexponential phase (the lower half of
the "S™). So why should growth in computation be any different?

2) Human complexity is vastly greater than we anticipate, and it's going to take
centuries before we even begin to approach human level complexity within our
computer systems. The singularity idea belongs in deep futurism--it isn't relevant
to present events.

3) Technology needs designers, and the argument in #1 is apparently controlling:
humans are now overwhelmed (saturated) by even the present technology we've
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created (i.e., the recent rise in software unmanageability, from the human
perspective), so the marginal rate of human development of total computational
complexity is actually slowing, and will slow further in the foreseeable future.

While each of these objections is quite intriguing at first pass, all have significant
shortcomings on deeper examination. Argument #1 can, it appears, be refuted by a
careful study of computational growth as a generalized process. Yes, particular
technologies always saturate, but information processing itself seems to continually
jump to new computational substrates. We may hit limits within any specific
technology, such a miniaturization limit for metal-oxide semiconductors, which may be
reached circa 2015-2025, ending the long reign of Moore’s law within this particular
manufacturing substrate. Alternatively, there’s Rock's law (also known as Moore’s
second law) which projects that at their current rate of cost growth, around 2020 new chip
fabrication plants may become too expensive for the future economy to continue building
at our present rate. Yet in the history of computation, unlike all other known physical
domains, we've continually seen new physical-computational paradigms emerge which
allow vastly more computational capacity to occur at any fixed level of resources: matter,
energy, space, and time (MEST)--or their surrogates: money and human effort).

This was first made apparent to many singularity scholars when Ray Kurzweil, in The
Age of Spiritual Machines: When Computers Exceed Human Intelligence, 1999, noted the
unchecked, increasingly hyperexponential growth of computation across 110 years and
five separate manufacturing paradigms: mechanical, electromechanical, vacuum
tube, transistor, and integrated circuits. In each case, significantly greater information
processing became possible with any fixed amount of MEST (or, in Ray's measure,
computation per $1,000, an excellent surrogate). Bob Schaller ("Moore's Law," 1996)
and others have charted the relentless computational acceleration of the last 35 years, and
it is now becoming clear that Moore's law is just a recent manifestation of a universally
operating phenomenon, one that must operate within all technologically developed
civilizations, without fail. Furthermore, if you’ve been watching recent developments in
nanoscience and quantum computation, it now looks like we'll continue this process of
regular "substrate shift," right down to (and likely past) the quantum domain.

It now seems overwhelmingly likely that the universe has a special structure which
permits, which developmentally facilitates the emergence of an ever-accelerating
computational process within an ever-more-local, ever-more-condensed physical
microarchitecture. In deference to the old joke about universal structure, we could call
this curious state of affairs "computational turtles all the way down." We'll come back to
consider the apparent "specialness™ of certain features of our present universe later in this
book summary, when we investigate a concept called the Anthropic Principle, which may
have a deep and special connection to the Moore's law phenomenon.

So it is becoming clear that there are a raft of faster physical technologies waiting in the
wings when the integrated circuit (IC) approaches a potential "Moore's law limit" circa
2020. It is looking like today's IC's are going to keep morphing into something more
complex, at the microstructural level, well before we hit the transistor's silicon
miniaturization barrier. For more on this rapidly evolving story, I suggest googling (at
Google.com) such keywords as "heterojunction bipolar transistors,"” "self-assembling
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nanotubes”, "supramolecular chemistry,” "combinatorial chemistry", "spintronics”, and
"photonics.” The vocabulary of nanoscience alone is amazing.

Certainly we do see saturation in various trends. As Dan and Jerry Hutcheson
("Technology and Economics in the Semiconductor Industry,” Scientific American, Jan
1996) pointed out, back in the 1970’s the 747 became the largest and the Concorde the
fastest commercial people carrier, and both of these trends have been essentially flat for
over 30 years. The Hutchesons bravely proposed that such maximization may thus also
occur for Moore’s law. But extending such analogies into computation has always been a
an unsupportable proposition. Increasingly local forms of computation, in a pattern
unique among all known universal properties, have continuously accelerated the pace of
their emergence, for at least the last six billion years (the most recent half of the
universe's lifespan, in fact). At the same time, the leading edge of local computation
continually jumps substrate, making it a bit more challenging to notice the true trend.

Let's consider the saturation of transportation a bit more carefully. Human civilization
could have pushed on past the Concorde to begin earnest efforts on Planetran, a vacuum
maglev train that could (theoretically at least) commute between any major city in the
world in less than 30 minutes (at 1-2 G's accel/decel). But we didn't see any compelling
need, at present, to begin an investment of that magnitude. Why not? Because our ever-
accelerating species-level information processing had by then found multiple ways to
jump substrate. We discovered that our growing TV/fax/telephone infrastructure was a
"reasonable first approximation” to, and in many ways even more efficient than,
transporting us in the flesh. This curious form of computational closure allowed our
global brain, our emerging planetary consciousness, to preferentially develop the quality
and quantity of that information flow instead. We learned to simulate physical travel
within a computational matrix, economically outcompeting the physical form. So the true
acceleration never stopped, and the growth rate of computational simulations of
physical processes has never saturated. (For more on such perspectives, see Pierre Levy,
Collective Intelligence, 1994, or Becoming Virtual, 1998.)

A Biological Lesson

To more clearly understand why saturation always occurs in systems of relatively fixed
replicative complexity (populations, ideas, technologies, even our physical universe), but
not in computation itself, let's take an important lesson from biology. There are two
commonly cited reasons for the slowdown of accelerating population growth in living
systems:

1) Resource limits (material, energetic, spatial, and temporal) within a niche.
2) Competitive limits (other species of similar complexity competing and
cooperating) in the same niche.

As | argue in Destiny, the most computationally complex of local replicating systems
continually escape the resource and competitive limits that define the saturation of any
replicating system of relatively fixed complexity (e.g., a discrete species, a particular

idea, a specific technology). How does this occur? In at least two fundamentally
important ways:
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1)

2)

Resources: The most complex local systems, in the process of their
replicating, continually figure out new ways to become dramatically more
resource (matter, energy, space, and time--MEST) efficient. Consider any
"standard" learned behavior/computation, such as phototropism (orientation to
light). The MEST required for genetic-instinctual learning, which must
reproduce and select whole organisms to discover these solutions, is far
greater than for memetic-cultural (neural) learning, which can do the same via
dendritic arborizations and cell-cell (and organism-to-organism)
communication. Technologic learning of phototropism by reconfigurable
logic gates within mobile robots, which have also rapidly learned this simple
ability in yet another emergent substrate, is dramatically more MEST efficient
still. I call this phenomenon of accelerating efficiency of information
processing in emergent physical-computational substrates MEST-
compression, and it appears to allow the most complex local replicating
systems to continually escape resource limits to growth as they discover ever
more adaptive algorithms, and computational paradigms. The locally available
matter, energy, space, and time that is limiting for one system thus becomes,
initially, a ""paradise of abundance'" for its more MEST-efficient offspring.

Competition: The most complex local systems, in the process of their
replicating, also continually figure out new ways to become even more
computationally complex. This improvement in environmental simulation
ability allows them both an adaptive advantage that protects them against
existing competitors, and at the same time access to a new, competitively
vacant local environmental phase space. Familiar examples of this new space
are genetic colonization for the first protocells, body plan colonization for the
first multicellular forms, land colonization for the first nonaquatic organisms,
"technology colonization™ for the first language-using organisms, etc. In each
case, these most complex local systems encounter no effective environmental
competition in the new niche. These new computational forms can thus
expand, initially, fully as fast as they can replicate. And as systems theorists
(Eors Szathmary, "Simple Growth Laws and Selection Consequences”, 1991)
have observed, the natural, unrestrained replicative growth rate for simple
systems (including all asexual reproduction) is exponential, but for complex
ones (sexual reproduction, technologic and Al reproduction) is hyperbolic.
Thus a special, locally restricted subset of universal computational
development becomes steadily more asymptotic over time.

It now appears that this "leading edge™ of the most computationally complex local
systems is progressively sliding into unrestrained asymptotic growth--apparently toward
some sort of universal physical "singularity"”--a state of both effectively instantaneous
change, and nearly-unimaginable capabilities, when these most complex entities are
viewed from the perspective of less complex systems within the universe. Yet these
special systems also remain supported by a large majority of classically competing and
cooperating systems, the "stable base and bulk of the hierarchically emerging pyramid.”

Thus at any time, even though what we are witnessing appears to be, for the special
subset of the most complex local systems, a clearly structured and constrained
accelerating developmental trajectory, the overwhelming majority of examined
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systems will appear essentially evolutionary, contingent, and random in path, both
increasing and decreasing their specific complexity over time, and remaining highly
subject to traditional logistic limitations. No wonder it has taken our natural philosophers
and scientists so long to gain insight into the computational progress (so tricky to define)
that emerges, in accelerating fashion, in a special subset of universal systems and events.

The new paradigm of change that is emerging can be summarized by that powerful and
still underused phrase, "evolutionary development™ (for one early usage, see Milton
Munitz Cosmic Understanding, 1986). In this emerging model of change, of the
unfolding of universal events, the adjective "evolutionary™ (the minor process) modifies,
but occurs within the constraints of the noun "development™ (the major process) to which
it is attached. Through this phrase | eventually came, like a growing number of systems
theorists, to perceive all universal evolution, with its essential randomness, chance,
chaos, historical contingency, as occurring within the overarching constraints of an
unfolding developmental plan, a deterministic, necessary, ordered, future-predictable,
self-organizing process. The essentially developmental nature of accelerating change is
one of the frontiers in the systems theory community, and our work with IAC will
attempt to explore the implications of this fascinating perspective.

We'll talk about evolutionary development at greater length in coming pages, but for now
consider a paragraph of useful explication. When you think about developing systems,
you don't just think about trajectories, such as accelerating change. You also think about
classic stages, or developmental phases, such as growth, maturity, new offspring
(seed) production, and senescence. And you think about cycles, even more specifically,
about a long chain of continual recurrence, with each cycle slightly different. All
known evolutionary developmental systems have this cyclical history, and all the most
interesting ones have been through a large number of prior cycles to generate their
presently observed complexity. So if we are to apply this paradigm to universal change
we should not be surprised to find mounting evidence that our own universe is
engaged in a developmental cycle, even more accurately, a segment of a developmental
spiral, within a much larger structure astrophysicists refer to as the multiverse. More on
that fascinating topic later.

With regard to singularity criticism #2 (our unfathomable human complexity), | don't
think this is the case, either. One of the amazing things we've seen recently is just how
finite, bounded, and simulable the human organism is becoming. We know, for example,
the maximum number of neurons that might theoretically fit into the human brainspace.
We've got a good handle on their arborization potential (1,000 to 200,000 average
connections), have a good taxonomy of neural subtypes (less than 200), and are closing in
on their morphological limitations. We know most of the neurotransmitters. There are
perhaps 100,000 or less relevant neural proteins, and only around 300,000 in the entire
human proteome. We've sequenced the human genome, expect to have the human
proteome sequenced in another five years (1), and are now developing chip assays to
probe both the transcriptome and the proteome in vivo (not all transcription products are
expressed as proteins at any particular time; this is part of the complex cellular signal
processing and transduction story).

If we approximately solve the protein folding problem this decade or early in the next, we
may have a useful facsimile of the metabolome (a 3D model of what all these genes and
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proteins are doing, in human biochemistry), beginning about fifteen to twenty years out.
No, the human organism is appearing all too finite, in relation to our continually
hyperexponentiating computational power. And as Kurzweil notes, even if the
Penrose-Hameroff microtubule/quantum computing hypothesis is true (proposing that
humans think with quantum devices--highly doubtful), that doesn't change the finity of
the present situation. Fat fingered 20" century humans have even managed to make crude
quantum computational devices. Fancy that. If there's a millionfold more unappreciated
human structural complexity at the bottom, we'll still close the remaining distance in less
than 20 more years, at present complexity growth rates. We might even bridge a
"guantum gap" in just over a decade circa 2040, given that present computational growth
rates are themselves accelerating. Homo biologicus is becoming a computational end
game.

Counterargument #3 (declining human capacity to comprehend and help build local
complex systems) may be the most clever objection to the singularity hypothesis, as it is
at least half right (we are rapidly losing our ability to comprehend the full capabilities of
the machines we produce). But even shows its bias under scrutiny, as it is based on the
hidden and false assumption that humans are the mostly conscious controllers,
rather than the mostly unconscious catalysts, of Earth’s continually accelerating
technological change. One author, Ted Modis, has concluded that we have reached a
local "peak" of change circa 1990 (Forecasting the Growth of Complexity and Change,
Theodore Modis, Technological Forecasting & Social Change, 69, No 4, 2002). Ted uses
his excellent data sets for universal emergences, which are nicely logarithmic until only
very recently, to conclude not that we have reached a temporary plateau or equilibrium
before the next punctuated surge in computational autonomy, but that we've instead
reached an inflection point for the universe as a whole, and that change will continue
more slowly from this point forward. Such analysis is worth mentioning, as it is so rarely
done, but well intentioned and aesthetically symmetric as it is, | find it deficient in its
understanding of both the growing autonomy and the intrinsic multi-millionfold speedup
in the evolutionary developmental learning occurring within the technologic substrate.

Wherever you look, by any reasonable metrics and definitions you choose to employ,
technological evolution is becoming exponentially more human-independent. Humans
catalyze technological development, but we are less and less needed for technological
replication, variation, interaction, selection and convergence (RVISC) the more
sophisticated our tools (the technological substrate) become. As an example, working
ASICs have recently been designed, using a new and still quite primitive paradigm of
evolutionary computation (evolvable hardware), entirely without human intervention.
And while human-written software has been in saturation mode for years, technology is
rapidly discovering its own ways around even that intelligence constraint. There are
minor advances, as in the way our software is weakly standardizing itself (object oriented
programming), and distributing itself (open source). But much more surprising are the
continually more intimate links software makes to the hardware (e.g., PICO compilers:
Program In, Chip Out), or the increasing rapidity with which new software algorithms
(e.g., graphics, signal processing, 1/0, caching) become hardware encoded, captured in
the emerging technological substrate.

| call this latter a *"techneme’, and consider it the substrate equivalent of a ""gene"’
(capturing a conceptual or behavioral "primitive” in an organism's DNA), or a ""meme"’
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(capturing a sophisticated concept in a neuronal architecture in a way that allows it to be
rapidly replicated/communicated to other brain-based systems).

The evolvable hardware paradigm for computation is now in the early development
stages. But wherever it has had success, it has implemented increasingly sophisticated,
increasingly organic technological self-improvement systems at the hardware level,
which has always been growing at a double exponential rate (recall our Moore's law
discussion). So it is that Earth's computational systems (with our willing complicity, of
course) seem to be figuring out how to get rapidly assisted by an inherent "universal
complexity potential” that appears built into the physics of small things, and is mostly
independent of bottlenecks in human creativity.

Consider the amazing performance gains possible the more one stays at the hardware
level in system design: a detailed simulation of a natural neuron can take minutes to run
in current software. The same process happens biologically in milliseconds. But when
one implements the artificial neural network (ANN) entirely in hardware, it can
recapitulate neural processing more than ten million times faster than wetware. In fact,
there is mounting evidence that this particular factor (10°7) may be an average speedup
for critical evolutionary developmental processes (computation, communication speed,
memory operation, rate of algorithmic encoding, replication rate, free energy rate density)
in the technologic vs. genetic substrate, as | suggest in my book. With today's best
computational machines equivalent to advanced insects, it is therefore beginning to look
plausible that they will be able to recapitulate the entire genetic learning curve of the
metazoan epoch (advanced insects to self aware hominids: 400 million years) within
only 40 more years from the present time. Bingo.

Most neural network applications are still implemented only in software. As Teuvo
Kohonen has said, he considers this a sign that the neural network industry--already some
20,000 to 40,000 programmers strong, and one of several important branches of the
emerging field of evolutionary developmental computation--is still in relative infancy.
But hardware-based neural net technologies are on the way, and attempts to encode hard
neural nets in a cyclic and tunable developmental language, which then undergoes real-
world evolution (as in evolutionary robotics), are also in the conceptual design stage in
the research community.

It's not difficult to see what we're heading for: reconfigurable hardware that is
intrinsically complex, in an associational and developmental sense, continually adaptive,
significantly self-replicating, and scalable. If you follow the recent advances in evolvable
hardware as | do, you might agree that we're finally getting close enough to anticipate the
breakthroughs of the coming century. (See this interview with Adrian Stoica for another
take on this emerging but still mostly non-developmental field.). We live, as the Chinese
say, in interesting times.

Now that we've nearly completed a first survey of singularity topics, let's take a moment
to reconsider some of our terms, and some of the physical parameters of this universe that
might help clarify the way we use them.

Information, Complexity, and Computation: Exploring the Physics of the Singularity
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While words like information, complexity, and computation are widely bandied about,
they are today poorly-defined features of physical systems. Seth Lloyd, while at the Santa
Fe Institute, once listed 32 competing definitions for complexity. Claude Shannon made
major insights into information, but primarily in relation to a simplistic "two body"
system of transmitter and receiver (and the channel between them). Yet as Ernst Mach
observed, every body in the universe is intimately connected not simply to one other
body, but to all other bodies/systems in the universe, and we oversimplify this at our own
peril.

Unfortunately, unlike for gravitation, which has had its Einstein (moving us deeply
beyond Newtonian "two body" mathematics of gravitational attraction), a satisfying
quantitative and "relativistic" definition for information in a universal sense is currently
beyond us. Yet works like Wolfgang Hofkirchner's The Quest for a Unified Theory of
Information, 1999 are great starts. Toward this end, | suggest we must also learn to
differentiate between evolutionary and developmental information. Evolutionary
information may intrinsically be quite unpredictable, but developmental information is a
special class that arises out of, and controls the continuous evolutionary reorganization of
matter-energy systems, toward ever greater MEST-compression, as we have discussed.
Developmental information encodes the past examples of developmentally successful
evolutionary search.

On the other hand, an early but satisfying quantitative definition of complexity has been
provided, by Eric Chaisson's clarifying concept of free energy rate density (Phi), as
explained in his impressive Cosmic Evolution, 2001. This is a refinement of Alfred
Lotka's work in the 1920's: "evolution[ary development]... proceed[s] in such a direction
as to make the total energy flux [actually, energy density of computation] through [any]
system a maximum compatible with [its] constraints.” By Chaisson’s Phi measure,
computer chips are presently at least three orders of magnitude more complex than
human memetic mental activity and, as | have mentioned, at least seven orders of
magnitude more complex than genetic evolutionary developmental systems.

This (for some, heretical) finding seems compelling evidence that Chaisson is on the right
track to exposing the universal developmental mechanisms of complexity. An additional
benefit of Phi, from my perspective, is that it serves as one valuable quantitative
measure of the MEST-compression that appears to accelerate in all developmental
systems. The most complex local systems, in Chaisson's definition, might thus be
described as "the least constrained against increasing their energy density of information
processing™ or in my further interpretation, "the most dynamically self-organizing," or
alternatively, "capable of encoding the most rapid improvements over time to the system's
internal simulation of external reality.” This local measure of "infodynamic™ complexity
(to borrow Stan Salthe's useful term) is only weakly related to static or structural ideas of
complexity. It may also be in many ways a generalized quantitative inverse of universal
thermodynamic entropy, in a manner that has been discussed by many information
theorists in recent decades.

Finally, systems theorist Ervin Laszlo (Evolution, 1987) has provided another powerful
insight into the increasingly physically autonomous nature of emergent computational
substrates, by noting that they each dramatically decrease the binding energy of their
physical configurations, thus providing progressively greater flexibility (potential degrees
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of freedom), from a MEST-efficiency perspective, in the computational architectures and
solutions accessible to each substrate. Laszlo reminds us that our earliest emergent
matter, protons and neutrons within the nucleus of atoms, are bound by nuclear exchange
("strong™) forces, that atoms are joined by much weaker ionic or covalent bonding, and
that cells within multicellular organisms are connected "another dimension down the
scale of bonding energy." I am compelled here to observe that memes, encoded in a
vesicular and morphological language of synaptic weightings, involve measurably less
binding energy still, and that technemes (communicable hardware encoded algorithms
and circuitry) involve orders of magnitude less binding energy yet again. This
provides: 1) greater intrinsic computational potential with given material resources,
and 2) more physical flexibility (potential degrees of freedom) in computational
architecture. Both greatly increase the environmental knowledge accessible to each
substrate in a given time. So it is that the energy cost of remembering and forgetting, the
cost of computational reorganization, rapidly tends to zero as we approach the
technological and developmental singularities.

Discovering the true rates, trajectories, drivers, and human implications of accelerating
technological change is the focus of the Institute for Accelerating Change (IAC), our
nonprofit community promoting research, education, application, and discussion of
models of accelerating change. Feel free to join us in ongoing conversation about what
appears to be the single most important issue of the human future.

3. Jeff Thompson: Tell us more about the paradigm of "evolutionary development.
Why do you see it as such a useful perspective on accelerating change and the
singularity? Why is it only a minority viewpoint at present?

A paradigm is an organizing model, or set of models, that gives us a framework for
understanding universal change. Consider the word pairs in the following table:

Chance Necessity
Randomness Determinism
Variety/Many Unity/One
Possibilities Constraints
Uniqueness Sameness
Uncertainty Predictability
Accident Design (self-organized or other)
Bottom-up Top-Down
Divergent Convergent
Differentiation Integration
Evolution Development

Each of these, and perhaps most importantly, evolution and development, are pairs of a

fundamental dichotomy, or set of polar opposites, conflicting models for understanding
universal change. The easy observation is that both perspectives have explanatory value
in different contexts. The deeper question is when, where, and how they interrelate.
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Fortunately, living systems are a laboratory from which we can deeply probe such
fundamental questions. Biological systems are the most complex systems in the known
universe, and they all undergo both evolution and development, in still non-obvious
ways over time. We can learn deep lessons by understanding the way that each of these
necessary systems interact over the longer term.

We know for example that biological evolution, when understood as the recombination
of genes within populations of organisms over time, exhibits a great deal of contingency
and unpredictability. Any particular evolving species may fall back into a lower
complexity form (as in parasitism), surge forward into some kind of greater complexity,
or slide "sideways" into some very specialized adaptation. Furthermore, the type of
adaptation that will lead to greater fitness (the "fitness landscape™) is always some
complex and constantly changing result of that organisms interaction with others in its
niche, and with the niche itself. Explicating these features of evolution, in the latter half
of the 20" century, has been the great work of such neo-Darwinist biologists as Richard
Dawkins (The Selfish Gene, 1976/89) and Steven Jay Gould. As futurists, there is a great
deal of noise and nonlinearity at this level, and little chance for us to predict where
evolutionary systems will go over time.

By contrast, our present understanding of biological development, the unfolding of
genetic code (genotype) into biological form (phenotype) and its attributes, shows it to be
a strikingly different process. Developing systems have an obvious trajectory at every
point in the process, unfolding a fundamental pattern, one that may be microscopically
small and nonobvious at first initiation (consider a human zygote), and one that deeply
utilizes environmental resources, initially "outside" the developing system, in the process
of building that trajectory. Such systems are part of an inescapable cycle of growth,
maturation, seed production, senescence, and death, recycling their materials to make
room for other cycles. With any developing system, a special chain of future events will
be highly "statistically predestined,' barring developmental failure. As futurists, we
can make great strides in predicting the future state of developmental systems, and in
developing testable predictions of their future performance. As a result, we must be alert
for their presence wherever they may exist. Most amazingly, if our universe's space-time
continuum is itself a finite developmental system, as we will discuss, this bodes very well
for uncovering significant aspects of our own long range future, for understanding our
own greater developmental destiny.

In the paradigm of evolutionary development, the long-range emergence of physical
form, or universal morphogenesis, is best understood as primarily a developmental, and
only secondarily an evolutionary process, even though evolution remains the creative
force behind the majority of forms that we observe, in any average sample. Stan Salthe
(Development and Evolution, 1993) is one of the new developmentalist biologists who is
exploring this profound paradigm. Evolutionary developmental systems use the learning
they acquire during their lifespan to reorganize, to carefully tune their initial
developmental parameters less randomly in subsequent cycles. Thus learning
(adaptation), and simulation, the internal encoding of a model of external reality, and
computation as a general attribute, are central to the process of evolutionary
development.
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As mentioned earlier, trying to understand accelerating change within an implicit
universal developmental context was first popularized in the latter 20" century by Carl
Sagan in his awe-inspiring "Cosmic Calendar" meme, as presented in the first chapter of
The Dragons of Eden, 1977. This metaphor portrays the accelerating unfolding of
"computationally significant” universal events on a calendar year, to bring the rapidity of
recent change into sharp human comprehension. On the cosmic calendar, assuming a 13
billion year age of our universe, Earth-like planets do not emerge in our galaxy until early
July. Earth life emerges only on September 25", Eukaryotes arrive mid-November.
Oxygen atmosphere Dec. 1%. First worms start crawling Dec. 16'. First dinosaurs do not
appear until Dec. 24™. First mammals Dec. 26™. First humans (4 million years ago) arrive
9:20pm on Dec. 31%t. The 20,000 years of written human history occurs in the last forty
eight seconds of Dec. 31%. All of 380 years of science transpire in a fraction of the last
second. What's more, we must expect that what comes after that takes perhaps a
nanosecond of calendar time. End of story? For our intelligence in this universe, | think
so. If you have not seen it, the calendar is required reading, and has been nicely expanded
in Liebis and Sathouris's A Walk Through Time, 1998.

Sagan's metaphor helps all of us to see that all long-range evolution appears in service to
and is constrained by an unfolding developmental plan. Nevertheless, there are still many
sincere neo-Darwinist biologists (see Brian Hall, Evolutionary Developmental Biology,
1998) who are trying to understand development as proximate cause, and evolution as
ultimate cause of biological change, when phenomena such as universal accelerating
change strongly suggest that the relation between these two fundamental concepts is
exactly the reverse. Their approach is a well-meaning but misguided use of the phrase
"evolutionary development,” and better understanding of the paradigm is to be found in
works of other evolutionary developmentalist biologists like Wallace Arthur's The Origin
of Animal Body Plans: A Study in Evolutionary Developmental Biology, 1997/2000, or
Rudolf Raff's The Shape of Life, 1996, or even D'Arcy Thompson's classic, On Growth
and Form, 1917/92.

Note that in this phrase "evolutionary"” (the adjective) modifies, but does not override
"development” (the noun). So it is that the small but increasing number of scientists who
operate within this paradigm will very often substitute the word "development” or the
phrase "evolutionary development" for the discussion of a number of what are today
often mistakenly considered solely "evolutionary" events. Let's explore a few examples
for deeper insight.

When we consider the developmental process of creation of a tree or brain, or even such
macrostructures as a city or the internet, we must at the same time note that the fine
structure of such systems is clearly evolutionary, chaotic, and highly unpredictable
(e.g., the specific placements of leaves on a tree, the connectivity of neurons in a fetal
brain, the detailed urban architecture of a city, the particular connections within the
internet). Yet even so, the general form of these systems is clearly developmental, in
other words, highly future-constrained, regardless of where it arises (e.g., one developing
acorn tree looks highly similar to another, and the developing internet topology in Spain
looks effectively the same as in the U.S.). How can this be?

As mentioned, understanding the development of any truly complex systems, such as
those seen in a living organism, an ecosystem, an intelligent planet, or an entire
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universe, is one of the final frontiers of modern science. Even today, biological
developmental processes remain poorly understood in modern culture. Thus it isn't too
surprising that most scientists and lay scholars, while well acquainted with the
randomness, contingency, and future-unpredictability of evolutionary processes, have
completely overlooked the potential applicability of development in understanding
universal change.

Consider, for example, that given a permissive environment, a fertilized human egg is
"destined," 13 years later, to become a fully developed adult organism with very specific
features, and the ability to pass on its own mature sperm or egg in an iterative
evolutionary developmental cycle. It is clear that such eggs or "seeds" must pass through
a whole series of time and structure-specific future events, or developmental stages, in
their unfolding, as a result of both the fixed physical parameters and constraints of their
initial design, and the standards and constancies of the universe they are interacting with.
But what is not commonly known to a surprising number of scientists is that these
developmental processes must incorporate countless random, chaotic phases of
evolution, of competitive and cooperative natural selection, within their unfolding
developmental plan. Such randomness is productive, is constrained by, and informs the
future expression of the overarching developmental program.

As | will argue later, when we consider the informational aspects of such systems, it
appears that all cycling developmental systems are engaged in the process of learning
how to incorporate evolutionary search in a manner that allows the system as a whole to
do the deepest possible computation with the minimal amount of controlling structure.
Furthermore, these two opposing tendencies, deep evolutionary computation and
minimal developmental controlling structure, interact with each other in very
interesting ways.

Whether one sees evolution, or instead sees development occurring within a physical
system, is often a matter of perspective. At the level of the detail, when seen by an
observer within the system who is watching events "up close™ to the action, events may
all appear quite evolutionary. But from a Big Picture, long range perspective, the
overarching developmental component also becomes clear.

This is the same issue facing human observers and the universe, at the present time.
When we are embedded in the universe, studying local events (e.qg., the history of living
systems on this planet) we often see primarily evolution, but when we are observing it
from afar (physically, cosmologically, systems theory, etc.), there are many times we can
preferentially see development. Fortunately, a Big Picture of hierarchical development of
the "general form" of living systems on Earth is just now beginning to emerge. This long
range perspective tells us that in a universe like ours, based on our particular
physics, there must always emerge an envelope of certain particular types of
""dominant computational forms™, and that these forms emerge regardless of the
contingencies, specific mix, or characteristic details of the evolutionary path taken
in different environmental locations.

In order to see this development most clearly, it helps to take a holistic perspective,
considering all living organisms as one indivisible system, as "Darwin's great tree,"
exploring the local phase space with a variety of evolutionary branches. From this
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perspective, we must consider which elements (e.g., most) of the construction of this
system will wander back and forth over time, free to experimentation, and which
elements (e.g., some special subset) of its construction must emerge as optimum forms
("developmental attractors™) during this experimentation process, given the physical
constraints of both universe and biology.

At present, as we have said, 20" century science and evolutionary biology have given us
a far clearer, and far more reductionist picture of the local evolutionary randomness of
the construction of species. That picture itself replaced a 19" century perspective of a
universe of clockwork development (Newtonian determinism), which itself was upended
by a picture of a microverse of evolutionary unpredictability (Heisenberg uncertainty).
Such flip-flops as a result of different but mutually useful perspectives on change give us
a clearer picture of the competition and interaction of these two fundamental processes.

Authors in the evolutionary developmental or *"developmentalist' schools of
astrobiology, systems theory, or complexity science propose that, in addition to
evolutionary events, there are a significant number of apparently inevitable,
developmentally predetermined future events which collectively must appear in all
physical systems that are subject to the initial and boundary conditions, laws, and
emergent constraints of this particular physical universe that we inhabit. Let's look now
at some of these developmentalist arguments in more detail.

lan Stewart and Jack Cohen in a fascinating and courageous book, (Figments of Reality,
1997) have proposed a range of standard developmental attractors, calling them
"universals', a special subset of general developmental structures that must emerge in
living systems, wherever we find roughly similar universal environments. They contrast
these developmental universals to evolutionary **parochials™, the large majority of
specific structures that will be apparently randomly generated and contingent. For reasons
cited earlier, it is becoming clear that most evolutionary products will be parochials,
having no long term developmental significance, but a choice few will slide closer and
closer, with each iteration, to the subset of optimal forms possible within this universe,
based on the unique advantages those forms confer on computational systems. That is the
nature of a developmental attractor.

In the search for implicit computational attractors for living systems in our universe,
examples of so-called ""convergent evolution,™ there are a large but finite number of
candidates. At the cellular level, computation requires encoding systems (e.g., DNA,
etc.), signal transduction, semipermeable membranes, and many other fundamental
features. Thus there is great opportunity for a theory of convergence to emerge at the
level of molecular and cellular evolutionary development. It now seems reasonable to
hope that research in such areas as biogenesis, astrobiology, information theory, and
theory of computation will provide such a theory in the foreseeable future. Such a
testable theory might require a formidable degree of quantum mechanical
computation within its simulations, so it may be likely that we will not see it emerge
until after the technological singularity arrives. Nevertheless, we can imagine several of
its features even now. Let's look at some commonly cited examples of convergent
evolution to explore the features of a theory of convergence.
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Possibly because of an easier ability to engage in qualitative, macroscopic comparative
evolutionary biology, most developmentalist arguments for convergence begin by citing
examples of higher level, organ-system or species-level convergent evolution, such as
the emergence of eyes, to drive home the basic validity of their argument. Eyes confer
tremendous and obvious adaptive advantages to any computational system that develops
them. We have early evidence from molecular genetics that eyes have been
independently invented as many as fifty different times in Earth's evolutionary
developmental record. Many complex eyes, such as the invertebrate octopus eye and the
vertebrate human eye, are amazingly similar in macroscopic structure. Others, like the
insect's compound eye, are quite different in structure, but powerfully similar in function.
How is this possible? Some kind of computational attractor must be at work.

There are many other examples of higher-order universals (computational-developmental
attractors) that have been proposed by developmentalist authors. Ears, touch, taste/smell
and other sensors, binocular vision, jointed limbs, wings, sexual reproduction, body
types, nervous systems, emotion, intelligence, consciousness, mathematics, science, the
wheel, the plow, electricity, internal combustion engines, automobiles, computers,
economies, ethics, laws, democracy, the list grows every year, while still representing
only a small subset of the possible evolutionary forms.

There are also numerous examples of convergent evolution at the species level, as in the
profound similarity between the body plans of many independently evolved marsupial
and placental (mammalian) animals (tigers, wolves, etc.). Marsupial and placental
vertebrates evolved on geographically isolated continents of Earth's biome (Americas,
Africa, Australia). So in this respect, these continents were functionally equivalent to the
existence of two similar Earth-like planets, and the similarity of these forms again argues
strongly for some higher order computational attractor. Tigers and wolves, like
humanoids, must be quite useful forms, in the early computational ecology of metazoan
evolution.

More recently, and perhaps more fundamentally, a number of systems theorists have
proposed that several important adaptive "meta-processes” such as intelligence,
immunity, interdependence, and ever better internal modeling (simulation) of external
reality by the most highly adapted local organisms, are also inevitable, developmentally
convergent forms that must emerge in all universal environments containing biological
intelligence. Such developmental meta-processes, if they exist, may be powerfully
constraining on the future trajectory of local computation.

In the emerging science of astrobiology, it should come as no surprise that some
scientists have proposed that both Earth-like planets and humanoid life forms (never
exactly us, but instead some “envelope form™ of us) are developmental attractors. While
the evidence for Earth-like planets as an attractor gains strength every day, the
postulation of humanoid life forms must at present remain in the realm of philosophical
speculation, and qualitative argument. There are a long chain of developmental events
that must exist before humanoids emerge, and even some of the most basic questions,
such as whether some molecular variation of DNA-guided protein synthesis is a
universal developmental attractor are still in the early stages of investigation.
Nevertheless, it has recently become clear that comets in our own solar system self-
generate amino acids, purines and pyrimidines, and lipids (the precursors to proteins,
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nucleic acids, and cell membranes). To a developmental systems theorist, the evidence
for universal convergence on forms similar to us gets stronger every day.

Once we posit a particular attractor, a succession of subsequent attractors can also be
considered for their logical, and perhaps occasionally, empirical likelihood. For example,
if we assume the likelihood of humanoid life forms on an Earth-like planet, we can then
look to the work of the historians, anthropologists, and other chroniclers of human
emergence to see what subsequent emergences have by various authors been considered
developmentally inevitable. Some of our historians, for example, have argued that the
appearance of such technological archetypes as automobiles, roads, telephones, energy
plants, and many other technological emergences are functional inevitabilities, as
inevitable as the emergence organic chemistry in our carbon-based solar system, or of
eyes as an organ system in multicellular life forms.

Furthermore, certain versions of even our technological forms, such as four wheeled
automobiles, are clearly much more successful than other (three wheel, five wheel)
forms, and in this sense, the automobile, or any technological development, always has
some minimal necessary structure to the archetype, and occasionally a rather detailed
necessary structure. Yet which brand of automobile sells best, and the majority of
specific features of automobile construction appear to be contingent, evolutionary, and
very poorly predictable events. No wonder then that the prediction of futurists, in
economics, politics, science, or any other complex system, is in general such a dismal
prospect.

Evolutionary Developmental Learning

We mentioned that evolutionary developmental systems such as biological organisms use
the learning they acquire during their lifespan to reorganize, to carefully tune, across
multiple iterations, their initial developmental parameters less randomly in subsequent
cycles. Thus learning (adaptation), simulation, or computation are all features of this
process, involving an internal encoding of information taken from the external (and to
some degree, the internal) environment.

We might ask more specifically, how does this encoding occur? Let's survey a few
examples. At lower, earlier levels of emergence, such as the universal molecular
substrate, the encoding of developmental information that occurred in prebiotic
evolutionary developmental systems was stored in the unique shapes and charges of the
interacting molecules. Once a genetic substrate (DNA-based system) emerges, an
additional new coding system emerged, arranged around a three nucleotide pair
"language”, and a set of associated molecular building blocks (amino acids, and lipids
and carbohydrates via protein enzymes). All of this was overlaid on the earlier, more
primitive, but still useful molecular shape-charge informational storage language. It's
hard to see developmental molecular encoding when we look at one particular set
molecules (the detail view), but it gets a lot easier to see when we take a Big Picture
view. That is the view we need more practice improving, as we head toward a
developmentalist understanding of the universe.

Taken together as a collective computational system, molecular systems encode simple
representations of external reality, in the same way that a beehive collectively encodes a
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representation of the location of food sources in a 3D environment, reading out and
acting upon this information via the bee's dance. Like beehives, these molecular systems
learn develop their own autocatalytic loops, (see Stuart Kauffman, At Home in the
Universe, 1995) involving replication, variation, interaction, selection, and
convergence (what I call an "RVISC" cycle) and the tuning of matter and energy
flows to improve such activities in space and time. Thus "molecular dances" of proto-
metabolism in self-constructing molecular systems are one example of the way primarily
developmental information is stored and generated. This simulation information then
secondarily evolves (is selected upon) in a developmentally-constrained manner over
time. Living systems on Earth primarily encode and secondarily evolve developmental
information at many such emergent levels--molecular, genetic, hormonal, neural,
linguistic, cultural, and yes, even technological, in an accelerating process that will
apparently soon generate the coming singularity.

We can take this paradigm back further, back before the formation of Earth, all the way
to the beginning of the known universe. Even the galactic-atomic substrate has all the
appearances of an evolutionary developmental system. As matter formed in the fires of
the expanding universe, it tried out, in a presumably evolutionary and unpredictable
fashion (from one spatial sample to the next), a large range of possible configurations,
selecting those that allowed the strongest developmental convergence on certain MEST-
stable forms. But as soon as the substrate managed to discover those stable
developmental forms (hydrogen and helium, in the early universe), it immediately rushed
off into another replicative evolutionary cycle. The dominant feature of the early,
condensed matter universe was the emergence of replicating stellar objects, and
discovering the ability to make such objects appears to be a clear computational goal of
galactic-atomic systems. The replication, variation, interaction, and selection that thus
resulted, even though it was dampened by increasingly large amounts of space in an
expanding universe, nevertheless was able to converge upon (build out, discover) the
remainder of the stable periodic table, including all the trans-iron elements in the
supernova shockwave of collapsing suns. That brings us to an envirionment with plentiful
carbon, organic chemistry, and molecular evolutionary development, and the
evolutionary developmental cycle begins again, within a newly emergent substrate.

This brings up an interesting point. In earlier systems, which appear to have an inherent
bias toward a big picture perspective, developmental, deterministic language has
traditionally been the main way we understand change. We have to look harder to see the
evolutionary mechanisms at work in such systems, as in the paragraph above. In more
recently emergent systems, such as living systems (the last third of the lifespan of the
universe, when viewed from our perspective), we find evolutionary language to be the
most useful for describing the change occurring in any average group of systems we
might study. We have to look harder to see the controlling mechanisms of development.

A challenge for understanding evolutionary development is to see the operation of both
processes in all substrates, to begin to understand the ways that both evolution and
development change over time, as they emerge into new physical substrates. And we
must remain mindful of our reference frame, our observational perspective, when making
our analyses. In all cases, even as development constrains and controls evolution over the
long range (or "macroevolution™), evolutionary change remains the dominant observed
feature of any average sample of local systems, at the detail level. In other words, even
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though development always involves an implicit top-down, self-organized, carefully
tuned architecture, the most successful evolutionary developmental systems rapidly learn
to use an overwhelmingly bottom-up evolutionary path, "three steps forward, two steps
back", to construct any new computational complexity in the universe.

Further complicating the picture is the notion that, in any evolutionary developmental
learning process, the opportunities for the most complex local computational systems
at any point in time will not be typical of average systems. Unlike standard
evolutionary systems, they will have no local competition or resource limits. They are
taking adaptive advantage of developmentally encoded MEST-compression gradients in
constructing their ever more elaborate internal models of the external universe, gradient
potentials built in to the physics of our cosmos. No wonder it has been so difficult to
understand the continuously accelerating dynamics of such special systems.

There have been many fine biological minds, such as Jacques Monod, that have
attempted to explicate the differential operation of evolutionary and developmental
processes in the natural world. In Chance and Necessity, 1971, Monod flirts with
constructing a selection model for ideas (memetics), but stops short of suggesting their
developmental inevitability. In the end, he concludes, in the company of many biologists
before him, that human existence is essentially contingent, that chance is the dominant
factor. As mentioned earlier, staunch defenders of this primarily evolutionary approach
also include Richard Dawkins, The Blind Watchmaker, 1986/96, or Climbing Mt.
Improbable, 1996, and Stephen Jay Gould, Ever Since Darwin, 1977/92 or Full House,
1996.

But evolutionary language, for all its value in understanding a random sample of average
local change, does not provide a satisfactory description of developmental events, the
convergence toward a particular endpoint or endpoints that has been tuned in, over many
previous developmental cycles, to the initial parameters and boundaries of any (in this
case, universal) computational system. Both the generation of accelerating hierarchies
of convergent complexity (galaxies, stars, planets, life, brains, language, culture,
technology), and the constrained trajectory of the most complex local systems toward
accelerating universal understanding, informational protection, and ever more voluntary
integration with neighboring information processing systems, is much better understood
as developmental, because the entire process of universal change, at base, appears to be
primarily developmental, even as it utilizes a statistical majority of evolutionary
deterministic chaos (pseudorandomness), in the average self-organization we witness
occurring all scales.

Researchers in cellular automata (a subject we shall not delve into here--see Andreas
Ehrencrona's great page or Mitch Resnick and Brian Silverman's "Exploring
Emergence"), and several of those studying agents and artificial life (a-life) also take
this new approach to analyzing universal change. If you iterate a cellular automata or any
simple artificial life program, such as John Conway's Game of Life (see for example,
William Poundstone, The Recursive Universe, 1984) a program based on simple and
unvarying developmental laws (universe rules) and utilizing simple and unvarying
evolutionary randomness (the variations in initial state of the system) for construction,
one observes that these systems exhibit both 1) chaotic features (the artificial universe is
constantly changing and richly varied, and is sensitively dependent on the initial

50


http://www.amazon.com/exec/obidos/ASIN/0394466152
http://www.amazon.com/exec/obidos/ASIN/0393315703
http://www.amazon.com/exec/obidos/ASIN/0393316823
http://www.amazon.com/exec/obidos/ASIN/0393316823
http://www.amazon.com/exec/obidos/ASIN/0393308189
http://www.amazon.com/exec/obidos/ASIN/0609801406
http://cgi.student.nada.kth.se/cgi-bin/d95-aeh/get/lifeeng
http://cgi.student.nada.kth.se/cgi-bin/d95-aeh/get/lifeeng
http://el.www.media.mit.edu/groups/el/projects/emergence/index.html
http://el.www.media.mit.edu/groups/el/projects/emergence/index.html
http://www.amazon.com/exec/obidos/ASIN/0809252023

conditions) and 2) invariant developmental forms (in Conway's game these are gliders,
guns, eaters, pulsars, pentominos, spaceships, and many other classic structures). Such
predetermined emergent forms, appearing at various characteristic times in the
unfolding of these artificial universes, are the developmental endpoints, built into
the initial conditions of the system. As might also be expected, the more stable and
efficiently "computing” forms, such as conscious human life forms in our universe, take
significantly longer to developmentally emerge in Conway's game.

How might we apply these simple a-life models to our real universe? First, consider that
computationally generated universes (with varying degrees of intelligence behind them),
are likely to have the freedom to randomly vary their developmental laws with every
restart of the entire universe, in a replicating universe scenario. See Lee Smolin's
excellent work, The Life of the Cosmos, 1997, for more on that fascinating and
fundamentally important idea. Universes also developmentally construct new
information-rich laws and constraints, some of which act preferentially on complex
systems in ever more local environments (Moore's law, or traffic laws, for example, act
preferentially on human systems on Earth). At the same time, all developmental systems
have learned to employ not only simple randomness but also complex forms of chaos
(e.g., various types of "strange attractors", a subject we will briefly discuss) in the
evolutionary processes they use. Now imagine that the computational intelligences that
arise within each of these substrates have some limited influence on the selection of
developmental and evolutionary processes that are used, both at a local and a universal
level, and the greater the intelligence, the greater the limited influence. We can, for
example, talk of both evolution of evolutionary ability (this is called *"evolvability'*) and
cyclic development of developmental capacity (there is no term I've seen yet for this
latter concept). Much additional work is certainly needed. Now we may be beginning to
approximate the complexity of the real evolutionary and developmental processes in our
universe.

As I've mentioned before, there is mounting evidence that our universe is engaged in a
developmental cycle, more specifically, a segment of a developmental spiral, within a
much larger structure cosmologists refer to as the multiverse. These insights have been
around in simple form for less than twenty years, and for a recent update, | recommend
Martin Rees’s Our Cosmic Habitat, 2001, one of a series of new books seriously
beginning to explore these powerful ideas.

Beware the Perceptual Bias

To most of today's scientists, classical evolutionary theory may appear to be the most
descriptive paradigm for change. That is probably the case if we are trying to develop a
theory that must explain the generational paths of all the average local systems we might
study. Nevertheless, as a description of the ever more constrained nature of the
subset of the most complex local systems at any point in time, standard evolutionary
theory is wholly inadequate. Only a developmental theory can provide insight into
the accelerating trajectory for the most complex forms of local computation, to
explain the accelerating pattern we have observed in the history of technological
development, in the story of human emergence, in the cosmic calendar of events.
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Some systems theorists, like Ilya Prigogine, Modern Thermodynamics, 1998, were early
to understand this. Life creates its local order ("negentropy”, to use Schrodinger's
famous term) at the cost of generating and "exporting out™ much larger amounts of (less
local) disorder, or entropy (living systems are just one of many cases of such "dissipative
structures"). In the same manner, it seems that developmental systems, in an entropic
universe, create their ever-more-local accelerating developmental trajectories at the cost
of utilizing, generating and "exporting out" much larger amounts of (less local) evolution
(e.g., evolutionary search). Therefore, unless one is looking for developmental "signal,”
one is likely to be overwhelmed by much larger amounts of evolutionary "noise."

To a conventional physicist or biologist, our universe may appear primarily entropic, and
life primarily evolutionary, but such views overlook the accelerating "negentropic™ and
developmental features of special, ever more intelligent, and | argue, ever more locally
physically constrained, matter-energy subsets. These developmental trajectories,
whatever their entropy and evolutionary "cost,” may be seen as prespecified goals and
computational endpoints of the entire system. In a way, the paradigm of evolutionary
development is leading us back to the 19" century naturalist's views of a deterministic
universe, but this time, rather than a sterile clockwork determinism, we are learning to
see a statistical, generative, developmental determinism, one that incorporates random
evolutionary paths as essential to its own unfolding, and to its own computational
capacities in subsequent developmental cycles. Rather than a clock, we have upgraded
to a cell as a much more accurate metaphor for the properties and constraints of the
universe we inhabit.

The Role of Chaos in Universal Development

Now we should take a brief side excursion to discuss another common problem of
perception in the issue of evolution. Unfortunately, public misconceptions concerning
chaos theory have breathed new life into the dying neo-Darwinist paradigm, temporarily
obscuring developmental models. In 1963, meteorologist Edward Lorenz discovered
deterministic chaos, simple mathematical functions that when iterated create "regularly
irregular” unpredictable output. In decades hence, as such mathematics were explored,
and shown to be useful models for a small class of physical systems, there was a growing
interest, amongst those attracted to random paradigms, that perhaps this theory could be
applied to find chaos as a fundamental driver of universal change. Lorenz even invented
a now popular term, the ""butterfly effect™, to suggest that the world's weather systems
are so sensitively dependent on initial conditions that a butterfly flapping its wings in
Peking might affect weather patterns (cause a storm?) weeks later on the North American
continent. The ""blurring effect™ would have been a much more apt expression, because
nonlinear systems rarely amplify initial randomness in the manner indicated by that
analogy. Much more commonly they will maintain an essential unpredictability within a
narrow, constrained and only mildly amplified space (what we might call an essential
"blurriness™).

So perhaps most importantly, in real-world physical systems, we have seen that the
butterfly/blurring effect is strongly constrained by what can be called the "*envelope
effect:"" chaotic nonlinear systems rapidly damp down their unpredictability to create
stable emergent features, or "envelopes" of statistically probabable outcomes. A storm
may be quite unpredictable in its details, but the holistic envelope of its possible states,
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the average windspeeds, duration, rainfall, is an amazingly predictable system. Once
you've seen one storm, you have a reasonable understanding of the constraints on most
storms, and that understanding quickly gets firmer, not weaker, with each additional
storm sample. Indeed, in some situations, such as the second law of thermodynamics (an
emergent statistical behavior), or in the classical features of Newtonian mechanics (the
instantaneous sum of a vast range of quantum dynamical paths), the emergent envelope is
so carefully defined that we may even be able to formulate a simple law to describe it.
The envelope effect is one example of developmental convergence, a topic we'll explore
shortly. Developmental processes add great simplicity, predictability, and order to the
unfolding and accelerating core of what remains, in the majority, an essentially nonlinear,
chaotic universe.

Fortunately, excellent books have been written, such as Jack Cohen and lan Stewart's The
Collapse of Chaos, 1994, and Garnett Williams's Chaos Theory Tamed, 1997, which
argue that the use and extent of chaos in the natural universe is well-constrained by
physical systems. We see this constraint, for example, on the transition to chaos. One of
the great discoveries of chaos theory is that as nonlinearity increases, certain classes of
real physical systems (in fluid dynamics, for example) will go through a succession of
predictable period doublings (bifurcations) in an orderly transition to chaos: a state of
"regularly irregular” aperiodic and unpredictable motion.

Yet we also see constraint within the chaotic state as well. The first thing that strikes us
about the operation of strange (chaotic, aperiodic) attractors is that they are restricted to a
characteristic envelope of possibilities. In each case, these possibilities can be said to fit a
familiar taxonomy of shapes. Note the “butterfly” “infinity” and “two-body” shapes of
the Lorenz attractor below. Other forms (e.g., “croissant”) are not shown.

Of course, chaos does eventually amplify up to cause a "blurring effect” within even the
most deterministic, convergent systems. It is true, for example, that because of chaos,
even the position of our Sun's planets in their orbits 100 million years from now is not
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today predictable with any certainty. Over that incredibly long time frame, even
Newtonian orbits smear out into a "probability cloud"”. Note that this is similar to the
irreducible uncertainty of position (or other physical property) for an electron in an atom,
but on a vastly different timescale.

But so what? Such chaos is entirely irrelevant to the deterministic operation of the laws
of physics on scales that are important to local emergent complexity. In sharp point of
fact, it is irrelevant at real-world scales, in much the same way that quantum uncertainties
do not effect macroscopic predictability (quantum and classical domains are, for many
applications, independent predictive theories). Wherever uncertainty, probability, and
chaos are used in universal systems, they do not prohibit the emergence of determinism
on larger scales. The "weirdness" of quantum mechanics largely vanishes, much to our
surprise. Chaos is constrained, as an essential feature of all evolutionary developmental
systems.

Even planetary climaspheres, often held up as archetypes of chaotic systems, are
eminently predictable in their generalities, rather than their particulars. After a short time
period of observation, the average lifespans and force of hurricanes and tornadoes,
precipitation and humidity patterns, the speed of the gulfstreams, all manner of stably
emergent features appear. Furthermore, we can assume these patterns are stable based on
their environment. On Earth, hurricanes last for days to weeks. On Jupiter, if you recall
the perennial red spot, we know they last for centuries. On Neptune (blue spot), they last
for years. Even Earth's longer-range climactic features, such as recurrent ice and dry ages,
fit very identifiable envelopes of stability and variability (a time lapse photograph of the
Earth's surface from space, for example, would make this pattern obvious to any human
observer)). Emergent developmental structure is the dominant feature of all physical
systems, regardless of the chaotic nature of individual actors. Real world chaos always
damps down, remains carefully constrained. It never "blows up" in a way that threatens
universal morphogenesis, the accelerating developmental emergence of form.

Rather, chaos, randomness, stochastic search is used by those developmental forms to
explore the new emergent phase space of possibilities in constructing hierarchical levels
of emergent complexity. Developmental systems also use other regular features of
nonlinear systems such as self-similarity (scaling laws) and fractional dimensions
(fractals), again in very carefully constrained domains (as in initial infrastructure
creation, such as the constructive fractal ramifications of a bronchial or vascular tree).

One valuable generalization that can be made about fractals, chaos, and power laws is
that they appear to describe the convergent, self-similar, symmetry properties of the
infrastructure (land features, blood vessels, leaf distributions, highways, communication
grids) that the universe uses to create complex systems, not the most interesting, high-
level features of the complex systems themselves. For more on self-similarity, an analog
of replication in biological systems, a kind of emergent symmetry and constructive
convergence that we have recently learned to see in our physical systems, consider
Manfred Shroeder's excellent Fractals, Chaos, and Power Laws, 1991.

Let's return again to thinking about the quantum domain, which, if my hypotheses is
correct, is a very important future environment soon to be colonized by local intelligence.
Recall that for all its essential uncertainty at the detail level, guantum mechanics is in the
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end a predictive mechanics, as for the shape of macromolecules in protein folding. The
uncertainty that exists is an irreducible minimum stable presence, but it doesn't "blow up*
to represent the main features of the quantum environment, which are still convergent on
a range of very predictable meso- and macroscopic physical phenomena. Deterministic
chaos at macroscopic levels thus appears analogous to the irreducible indeterminacy
inherent in quantum mechanics in the subatomic domain—it describes some elements of
the ground state from which the substrate emerges, but very little about the stable
emergent properties that inevitably converge out of that ground state during evolutionary
exploration. Quantum "constrained randomness” is thus used by macroscopic systems to
build out much of the structure of the natural world, in much the same way that computer
graphics artists use fractal and randomizing fill patterns to create recognizable
nonrandom landscapes and objects in the virtual world. How this structure interacts, both
while and after it is built out, is where all the really interesting non-fractal emergences of
life, intelligence, consciousness, and technology appear to occur.

In brief, while chaotic tools are used by developmental systems for infrastructure
production and evolutionary search, these processes do not interfere with ongoing
developmental events, wherein all new phase space eventually becomes well explored,
saturated, canalized, and stabilized, creating conditions for the production of new phase
space, and new evolutionary exploration. In short, a statistically deterministic
developmental convergence occurs within each physical computational substrate
(universal-physical, galactic-atomic, planetary-chemetic, genetic, neurologic, memetic,
technologic), leading to emergence of a small, future-predictable subset of forms
("parameters™) at each level of substrate complexity.

Understanding Convergence: "Universals," Standard Attractors, the “Right Hand” of
Evolutionary Development

Those who are willing to consider the evidence for continuous acceleration of
computational complexity in a subset of universal systems are understandably fascinated
by the entire process. What drives it? Where will it lead? Is it constrained? Does it have
any larger purpose?

| suggest the acceleration of cosmic computation is perhaps our most prominent example,
at the universal level, of a process we can call convergence, a general feature of
developmental systems seen on all substrate scales. Convergence appears to involve, at
its core, the discovery and maintenance of computational optima in a developmental
environment, given the physical limitations of the competing and cooperating
developmental systems. A better understanding of developmental convergence, at a
universal level, appears to be the key to a deep understanding of accelerating change.

Standard evolutionary theory, while it can explain variation and selection, is
incredibly poor at explaining convergence of form. The neo-Darwinists have no
compelling model for why the multimillion separate species of multicellular life that
emerged in the Cambrian Explosion so rapidly converged (e.g., in the first few million
years) on the 35 or so basic animal body plans that exist today. But perhaps most
egregiously, they cannot explain why no new phyla have managed to appear in the 550
million years since the start of the Cambrian era. What factors caused such rapid
optimization and subsequent stabilization, such impressive developmental convergence?

55



One clue to understanding convergence is that all successful developmental systems, like
our cellular automata model systems discussed earlier, have quite a small, simple, and
rigid base set of parameters. These parameters allow only a limited degree of freedom of
future development, and they specify within their limitations certain preexisting
computational optima, or developmental attractors. In mammals for example, the Hox
(homeotic complex) genes, related to the even simpler hom complex in insects, are a
highly conserved set of only 39 developmental genes that control multicellular
morphogenesis of body plans. In these systems some clusters express gene products on a
left to right axis, and others on a top to bottom axis. The interaction of Hox A, B, C, and
D clusters mark out unique X, y, and z coordinates in any developing system. From this
initial order, controlled chaos, molecular natural and self selection, is utilized to fill out
the details of the growing system. This chaos is presided over by another impressively
small set of regulatory genes. If you wanted to randomly (e.g., evolutionarily) attempt to
improve upon this developmental scaffolding, it is clear that there is very little wiggle
room before you would make a less adapted system.

So rather than gene variation, gene duplication, creating a mild (but not too much)
redundancy in the developing system seems to be the main freedom available. So 35
body plan optima were computed rather rapidly by the system, using the 39 hox genes,
and then the "game" of body plan evolutionary development was over for metazoan
computational systems. The system had stabilized. Any new computational complexity
would have to come in some new phase space, some emergent computational substrate.

At this point, one of the most important advances that occurred in multicellular
evolutionary development happened by duplicating the entire hox system, and then
using this new system to control the further development and differentiation of "body
plan” structures within a new environment, the central nervous system (everything
beyond the hindbrain) of higher organisms. This innovation allowed developmental
systems to unfold a new structure (the metazoan brain) which could then encode at a
higher, more MEST-efficient conceptual level (neurologically/instinctually, rather than
simply genetically) the evolutionary lessons learned by the interaction of these new
computing systems with their environment. This process was repeated yet again when
"neurologic” evolution led to the development of a new, even more MEST-efficient
encoding sysem, language, allowing brains to use neural arborization patterns that
converge on stable meanings for complex concepts, both concrete and abstract. Now the
game becomes memetic evolutionary development, and the encoding mechanism is not
genetic instinct, but homological neural branchings, communicated rapidly between
brains. The game starts over again in yet another substrate once these meme-using
systems duplicate their own self-replicating learning capacity in their digital children,
which we are doing today, with increasingly high fidelity and autonomy.

Such computational recursion is a quite powerful strategy, but if it is restricted to occur
within any particular encoding language, such as DNA, it always involves a further
narrowing, or limitation on the future developmental paths available to systems still
based on a genetic architecture. Given the developmental inflexibilities of these systems,
their always-accumulating "legacy code™, their sharply finite structural and computational
capabilities, and the relative constancy of the environment, convergence on a subset of
stable developmental forms rapidly occurs.
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Evolution is of course central to this process. The creation of any developmental system
involves many choices of evolutionarily random "symmetry breaking" events during
emergence. Will the central nervous system develop dorsal or ventral to the gut? An
effectively random choice was made, a choice directly analogous to a developing
culture's decision of which side of the road it is legal to drive on. But once the choice is
made in any emerging system, it becomes forever preserved in the legacy architecture of
the developmental system, and only a limited capacity for future variation becomes
possible, assuming the system remains both wedded to that architecture and embedded
within a relatively constant environment. This is the essence of emergent developmental
constraint. The only way around this increasing inflexibility involves the very occasional
reencoding of all local computational complexity into a newly emergent substrate. As we
will discuss later, it appears that human culture is in the process of doing just that, within
our technology, at the present time.

Specifically why do we see developmental convergence on stable forms in constant
environments? There are at least two reasons. Once a powerful local developmental
system emerges, such as the Hox system in our genetic example, it becomes
competitively very unlikely for alternative developmental systems to evolve within the
same niche. At the same time, once genes become entrained in a specific, conserved
developmental system, they are only capable of an increasingly narrow range of changes
(in this example, gene duplication, dissociation, divergence, co-option, and ever more
intricate regulation) from that point forward. Such stabilization, such genetic
"canalization”, such loss of flexibility and settling on a locally optimized, "minimum set"
of developmental forms is the general nature of developmental convergence.

Radical evolutionary change, new adaptive radiation in such systems, is then only likely
to occur when some significant change occurs in a previously stable environment. At
such times, developmental systems will tap into their otherwise hidden capacity for
chaotic variability and redundancy. Thus it is that rapid "punctuations™ of evolution, even
in "old" developmental systems, will occur immediately after environmental
catastrophes. Without such catastrophes, developmental systems will quickly settle in to
stable and static "equilibrium” states, except of course within their most complex and
MEST -efficient emergent forms, which remain on an accelerating evolutionary
developmental curve, for reasons we have considered earlier. This latter insight into
accelerating change has been consistently missed in standard evolutionary theories of
punctuated equilibrium.

All developmental convergence thus forms the stable base upon which the emergent
cycles of new evolutionary radiation occur. Where can the fastest new evolutionary
development occur? Where is it most likely to create new stable developmental order?
The answer to both questions is in those areas where resource limits and pre-existing
competitive limits are least seen. It is in those new areas, starting with the historically
stable complexity as a given feature of the local environment, where computation can
learn to become even more resource efficient, and even better at encoding internal
representations of external reality. This, coarsely, tells us why all technology, itself a
physical computational substrate that is many orders of magnitude more MEST efficient
than human learning sytems, appears to be relentlessly accelerating us toward a coming
singularity.
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A bold new group of developmentally-inspired biologists, including Wallace Arthur,
Jack Cohen, Stuart Kauffman, Simon Morris, Rudolf Raff, and Stan Salthe, all
propose that natural selection alone is not sufficient to explain the massive convergence
we see in living systems over the evolutionary record. Development and self-
organization must be added underneath our observations of natural selection, to give
them a power adequate to explain the extensive convergence that we see. Self-
organization is another concept that has challenged complexity and systems theorists for
decades. At a minimum, | propose that self-organization at the universal level is simply a
process of "cyclically tuned development” arising within a universal environment with
fixed laws and constraints, an environment which has been roughly similar for many
previous universal cycles, thus facilitating the emergence of universal conditions that
are strongly tuned both for evolutionary variation and specific future developmental
convergences over time.

It is only such theoretical frameworks as these that seem powerful enough to explain the
dramatic accelerating trajectory we see in universal change. The development of a human
being from seed to adult, including the constrained evolutionary wiring of its brain, is
surely an amazing example of both development and self-organization. If development
can learn to do that, to usefully, stably, and reliably wire together 100 trillion connections
in 100 billion neurons in the most complex structure in the known universe, over many
successive cycles of replication, isn't it most parsimonious to assume that same process is
exactly how the universe has self-constructed its own high-level organization?

Consider this: the amazing journey of neurobiological development is so constrained that
two identical twins will have highly similar psychological features, even with their
vastly different neural microarchitectures. The convergent developmental complexity
of the human brain is one of the most compelling examples we might seek to demonstrate
that we live in an essentially developmental universe.

Gould argued that variety, not complexity, is the "true measure of excellence." This point
is powerful, and can be agreed with when we consider that today's forms have more
potential variety, in both a computational and even in an extant structural sense, than
those which preceded them. But at the same time most actual varieties of forms are ever
more rapidly and ruthlessly pruned in the real world. In a series of periodic extinctions,
for example, over 99% of all the species and body plans that have ever existed on Earth
became extinct, and there is evidence that our ongoing technological evolutionary
development will make those extinctions pale in comparison, in the process of producing
convergence on self-aware machine systems.

Over any significant span of time it seems that such meta-processes as convergence and
potential variety (what we might call simulation capacity, or computational flexibility),
as well as increasing interdependence, immunity, and other processes not discussed in
this paper are good descriptions of the trajectory of living systems, both in general and
among their most complex subsets. It is true that significant active convergence is no
longer seen in present examples of earlier-created developmental forms, such as stellar
evolutionary development (which converged on an end-optimum of carbon-iron core
suns, then stabilized billenia ago) or even modern bacteria (which long ago converged on
a stable system of bacterial conjugation, and a range of standard phenotypes). But such
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systems still had prior periods of convergence, before they formed the “stable base” upon
which ever more local, ever more computationally complex accelerating evolutionary
development proceeds. So it is that our paths may be initially be highly evolutionary, but
in a stable universe they all eventually lead to Rome, a destination that was
developmentally tuned to emerge.

We'll explore universal developmental destiny further in a minute, but first, a brief
exercise: Hold up your left and right hands in front of you, palms out, fingers outspread
and pointed at each of the other hands. As we contemplate an RVISC cycle of replication,
variation, interaction, selection, and convergence, imagine your left hand representing
replication and variation (differentiation of forms, adaptive radiation of new species) in
evolutionary development. Now picture your right hand representing selection and
convergence. Finally, imagine the space in between them representing complex
interaction of a wide variety of evolutionarily produced forms.

At any level of form, this simple model of evolutionary development proposes that the
evolutionary process begins with the wrist of your left hand. Only when its tips have been
reached, do we have a “full house” of varied forms. When all these forms are present in a
relatively stable physical environment, we enter a stage of fully-mature, complex
interaction, involving competition and cooperation among all the easily possible forms
that may be created, subject to the developmental limitations of the systems involved.
This interaction phase may last for a long time, all along generating selection, the next
great phase in a developmental cycle. Natural selection (and other types of selection we
will not discuss here) at first and in any average sample may be quite random, in a chaos-
utilizing system. But is this also the case for accelerating computation? We will argue
most definitely not. Neo-Darwinists see the ultimate selection that occurs in the universe
as essentially random, unpredictable and contingent pruning. Their model of change is
forever fixed on an “ever expanding branch” (left hand) of emergent form, in classical
evolutionary theory.

Developmentalists point out that selection, especially within the most complex local
systems, leads to convergence, a type of developmentally pre-tuned self-selection that
always involving a sharp reduction in the number and variety of structures, moving us
from the possible to the viable. Jump now, in our simple model, to your right hand, or to
a number of right hands, each heading down the fingers to the wrist. As the system learns
to settle on a small set of roughly optimized, stable forms, developmental form emerges,
often at a holistic level that may not be easy to observe from within the system.

Occasionally, physical law allows a special type of convergence that accelerates once a
previously randomly evolving form gets close in shape to a particular optimal form. This
latter condition, the emergence of a developmental attractor, appears central to the
production of singularities, and is a major area for future research. But contrasted with
the dramatic convergence on asymptotic computational growth seen in the most
complex local forms, convergence of a gentler, subtler, and more statistical nature is also
reliably seen in the simpler, average local forms in any physical system, as in the
convergence of chaotic weather on an range of predictable forms, in our previous
example. In the same way, the convergence involved in natural selection, requires a
multi-level selection theory, including not simply genetic selection but also larger
forms, such as selection for memetic capacity in populations of neurons (including
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selection for individuality/consciousness), kin selection in families and even far milder
forms group selection long overlooked and minimized by our overly reductionist, overly
individual-oriented neo-Darwinist evolutionary theory. Thus a developmentalist would
argue that convergence (or self-selection, or multi-level selection, or self-organization or
whatever we might call it), in many separate guises, is a fundamentally important and
recurrent aspect of physical systems, as important as replication, variation, interaction,
and (natural) selection, the standard topics of neo-Darwinian theory. In our descriptive
model, standard evolutionary theory remains an RVIS, rather than an RVISC paradigm,
and this is the heart of our problem of perception.

But you may still have objections. Doesn't convergence, in standard evolutionary theory,
require a relatively stable environment? Yes. But recall again that the most complex,
most MEST-compressed local forms are always the most rapidly changing over time, by
several orders of magnitude. Therefore, due to their relentlessly greater time-
compression of computation, these fastest forms will always be the ones experiencing
the greatest relative stability from their environment, which moves at a glacial pace by
comparison. At the same time, due to their greatly increased spatial-compression of
operation, it is only increasingly local environments that engage in physical interaction
with the developing computational systems (galactic evolution leads to stellar evolution
leads to planetary evolution leads to biomass evolution leads to cultural evolution, etc.).

Therefore, because of the inherent MEST-compression potential that appears built in to
the design of our universe, a special subset of ever faster, ever more local computational
systems continually tune themselves, continually self-select, for developmental
convergence. Convergence thus appears to be the final phase that completes a universal
evolutionary developmental cycle, at multi-local points in the universe's space-time
topology. Without addressing this fundamental process, any theory of universal change
is apparently incomplete.

We can call this holistic perspective the ""left and right hands' of evolutionary
development, as illustrated below:
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The “Left and Right Hands” of Evolutionary Development

Perhaps more clearly than any other example, the debate between the evolutionary
developmentalist Simon Conway Morris (The Crucible of Creation, 1998) and the neo-
Darwinist (i.e., classical evolutionist) Stephen Jay Gould (Wonderful Life, 1989/90)
epitomizes the present polarities on this issue of convergence.

The debate begins with a consideration of the "Cambrian Explosion™ of multicellular life
on Earth 540 million years ago, perhaps the single greatest known example of adaptive
radiation in biological history, a period of tremendous, previously unseen varieties of
new species and body types that flourished shortly after living systems developed the
capacity to create differentiated cells within a multicellular body plan. Contemplating this
explosion of species and forms, both biologists agree that the kinds of organisms created
in first half of the graph, the right-handed evolutionary phase, representing the first few
million years into the explosion, would be consistently random, chaotic and unpredictable
if it were repeated multiple times, as would happen if this evolutionary experiment were
run twice in an Earth "laboratory"”, or twice on two very similar Earth-like planets.

But these two naturalists sharply disagree on what would happen in the second half, the
left-handed convergence on successful forms, after the mostly random natural selection
process has run for many generations. Gould said the type of convergence that would
result must itself be equally random, equally evolutionary and equally unpredictable in
the final forms that would emerge. Morris strongly disagrees. He proposed that such a
process of selection, initially evolutionary, would begin to converge on inherent optimal
parameters, for example, for metazoan body types. Given the constancy of the
environment (physical laws, standard structure of matter, intrinsic capabilities of DNA-
guided protein synthesis, cellular structure and information processing, etc.), a small set
of classic "compromise” body types, as presently demonstrated in insect, vertebrate,
invertebrate, and other body plans, must inevitably emerge. In Morris' perspective, these
forms are "standard attractors”, waiting to be discovered in the evolutionary
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developmental phase space (the space of physically allowable matter and energy
combinations for existing systems, accessible within a competitively reasonable time),
residing within the inherent physical and computational limitations of both cellular
construction materials and the comparatively stable external environment.

In complexity studies, there are two broad classes of attractors, standard and strange, that
we should briefly consider. A standard attractor is a predictably emerging “potential
field” represented by a “basin of attraction” that develops in a local environmental phase
space as higher levels of interactive complexity are attained.

Standard attractors can be understood as the holes that open up in the bottom of the
emerging basins of phase space, above, the stable convergence points that must be
reached in the future computational phase space. The dynamic physical systems, the
rolling marbles in this analogy, are following an evolutionary developmental path,
described both by evolutionary chaos and developmental convergence.

The evolving marbles (e.g., living organisms, or any complex adaptive system) use
strange attractors, apparent "nonlinear randomness™ or "deterministic chaos™ (we will
use both phrases interchangeably in this discourse), to pseudo-randomly generate the
large majority of the small choices in path they are going to take at any point in time
through the fitness landscape. The marbles/systems help construct the basin as they roll,
changing its local shape at first in mostly unpredictable, chaotic ways. But once the phase
space has been well-explored by the full house of the easily developed variety of rolling
marbles within a local niche, once their developmental capacity to create new local
complexity becomes temporarily saturated, the basin's fluctuations begin to die down,
and converge on the most MEST-efficient forms. The time-stable emergent properties of
their average behavior as a collective computational system begins to firm up the
basin's general developmental shape, including its future-predictable holes. Large
numbers of marbles begin flowing through the holes. Selection slides into convergence,
and new set of stable chemical, biological, cultural, or technological parameters emerges.
The the exploration process begins again, with chaotic combinations of the new
parameters in new phase space.

We cannot predict what proximate path physical systems will take through the basin.
That path represents their primarily evolutionary, contingent, and chaos-employing
search. But we can roughly predict their developmental destination. The marble must go
through the hole. Developmental systems must eventually go through the lowest openings
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available to them within the potential field, e.g., create the most MEST-compressed
computational structures they can, subject to their physical capabilities at any time.

If we have observed the entire developmental cycle once before, or can extrapolate from
analogous developmental cycles, we may know even more about the shape of the holes
beforehand, the “destiny” of an evolutionary developmental system. Looking at a
developing seed, for example, we cannot say what the specific tree branching, cellular
ultrastructure, or root pattern will be, but we can say that a particular seed must, failing
developmental error, take a generally specific shape at some future-determined point in
time. A child may even be able to draw an accurate characterization of the necessary
future shape a plant seed will unfold, having previously seen one analogous example.

We cannot say what moment-to-moment thoughts or behaviors a human being will
generate, even within our own subjective experience. Those evolutionary choices are
mostly likely described by a sea of interacting neural mosaics, each subject to pseudo-
random chemical events and oscillations in a highly nonlinear system. But we can say
that there are a range of developmentally optimized, highly predictable thoughts and
behaviors demonstrated in the human domain. These thoughts, behaviors, and ideals are
well captured by any reasonable sample of human literature, and are well studied by
psychologists, sociologists, and other historians of the human interior.

In biological systems we can use this evolutionary developmental attractor model to
persuasively describe universal history as a long succession of alternating strange and
standard attractors, a succession of marble rolls and basin openings, the left and right
hands of evolutionary development. And the newest understanding we are bringing to
this paradigm is that in a special subset of adaptive systems the alternating marble rolling
and basin opening will occur ever more rapidly with time, as these systems
simultaneously explore and create the leading edge of the universe’s implicit capacity for
ever more MEST-compressed local developmental computation.

Beneath the emergence of a special subset of adaptive systems that exhibit
exponentiationg complexity, there is a hierarchical selection for a subset of standard
parameters that each new substrate uses, immediately after its emergence, to explore its
new phase space. Perhaps beginning as a cooperative interaction to maximize collective
computational efficiency in the process of exploring the space, complex systems quickly
gravitate to this set of standards (standard attractors), which are almost always a
surprisingly small (but not too small) number of successful basic parameters. These
are then woven back and forth to generate new complexity at the next emergent substrate
level.

Remember how surprised we were to discover that humans used only 30-50,000 genes,
and that core groups of developmental genes number only in the tens to hundreds?
Consider also how swiftly and strongly we converged on the Hindu-Arabic (decimal)
system of mathematic notation, based on the use of only ten symbols, outcompeting a
range of alternative computational systems with both both more (Chinese, Roman, Attic,
Mayan) and less (Babylonian, Egyptian) symbolic parameters in mathematical notation.

The horizontal lines at the right edge of the right hand diagram represent these
convergent parameters, and once a set of forms has stabilized within one universal
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substrate, they represent the base supporting another "left hand" of newly random search
in an even more sophisticated phase space. We see this convergent minimization of
parameters, for example, in the periodic table of elements underlying molecular
evolutionary development, the conserved groups of DNA (e.g., the small number of Hox
genes) underlying genetic evolutionary development, the conserved neural structures
underlying instinctual metazoan evolutionary development, and in the conserved
lingistic and mathematical grammars underlying human cultural evolutionary
development. All human cultures use an average vocabulary of 30-50,000 words,
surprisingly analogous to our 30-50,000 genes in this sense.

Again, there is increasing evidence that creative catastrophe is always centrally
involved in the "explosive" phases of new adaptive radiation, including the Cambrian
Explosion itself. It appears as if evolutionary developmental systems only call on their
latent randomness creating, variation generating, evolutionary capacity whenever
environmental conditions suddenly undergo significant shifts.

What new computational phase spaces become available after multicellular forms
arrived? Perhaps the next major emergence in hierarchical complexity was the
convergence of a subset of multicellular tissue on nervous systems, cells dedicated to
forming even more elaborately encoded internal representations of external reality. This
left hand/right hand model has been also used to explain neural arboreal pruning to
develop brains and instinct (Gerald Edelman, Neural Darwinism, 1988), neural network
communications to create stable emergent patterns, developing primitive associations or
unconscious thoughts (UCSD Institute for Nonlinear Science), neural electrical activity
to develop higher-level thoughts and analogies (see William Calvin, in The Cerebral
Code, 1996, who pictures these systems as mosaics, fighting for a mostly-2D cortical
space). We see this again in the technological substrate, as in "creative destruction”
(Joseph Schumpeter, Essays: On Entrepreneurs, Business Cycles, and the Evolution of
Capitalism, 1989, Stanley Metcalfe, Evolutionary Economics and Creative Destruction,
1998, Richard Foster and Sarah Kaplan, Creative Destruction, 2001).

The potential applications for better models of evolutionary development, at all substrate
scales, are myriad: not only may we better understand where we have come from and
where we are going (e.g., the coming technological singularity), but we may see, ever
more clearly every year, how the universe requires us to develop more competitive
companies, more useful technologies, and more self-organizing intelligence. The further
up the complexity hierarchy we travel on our proposed attractor list, the less powerful the
evidence, currently, that such attractors must also operate universally, beyond our local
Earth environment, but the overwhelming presence of convergence at cosmological
scales, and within Earth's historical environment, gives ample evidence of the process
across multiple independent substrates.

Neo-Darwinists today are missing the "right hand" of convergence. Developmentalists
supply it. Summarizing all this without the left hand/right hand pictures above, we can
say that neo-Darwinists understand ""RVIS™ (replication, variation, interaction
(competition and cooperation), and selection (at least, natural selection), but
developmentalists realize that the full developmental cycle involves "RVISC*™"
(replication, variation, interaction, selection (both natural and other forms of selection)
and convergence on a subset of universal forms, including both forms that represent the
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“body” (soma) of these replicating systems, and forms responsible for producing the
developmental parameters (“seeds”) of the next replicative cycle.

As this process repeats itself at all levels, the basic parameters of the evolutionary
developmental system (periodic elements, genes, body plans, language, mathematics,
laws, etc.) are built out, tweaked and tuned to get the system closer to the preexisting
developmental attractors (fields of intrinsic computational potential) that are waiting to
be discovered by the evolving systems. What generates those fields in the first place?
They arise out of the special self-tuning, self-selection, that the entire universal system
has done over many previous iterations. Why has it done this? Because, like everything
else in known physical reality, the universe is an evolutionary developmental system. It
tunes up its ability to both generate and self-understand (nonrandomly reorganize the
generation of) its own complexity in each subsequent cycle of its developmental spiral.

Even today, in the early twenty-first century, it is considered unforgivably
anthropocentric to say that other intelligent universal life forms must also invariably pass
through a humanoid phase (i.e., forms functionally if not structurally homologous to
humans, within some reasonable envelope of variation). That prejudice may change
rapidly in coming decades, as our Moore's-law-driven simulation and computation
capacity uncovers the universe's deep developmental convergence on a natural hierarchy
of accelerating, ever more MEST-compressed forms of local computation.

Today, developmental biologists are helping us to understand just how convergent
complexity works in our local environment, and in the process, relegating the chaotic and
neo-Darwinian model of evolution to its proper place as a constrained system within a
primarily developmental lifeline. Working at the same problem from the other end of the
scale are the astrobiologists, who have always used developmental models in
cosmology, and are now trying to learn how to extend these models to understand the
constrained developmental inevitability of the emergence of life and intelligence in the
universe. We can expect a succession of powerful insights into evolutionary development
from these and other groups in coming years, until such time when intelligent
singularities may also be added to our agreed-upon list of convergent evolutionary forms.

To summarize, in living systems--and many now suspect--the universe itself, it appears
that most aspects of change are evolutionary (e.g., determined by local, largely
unpredictable factors) while a special, controlling subset are developmental (e.g.,
statistically predetermined, or inevitable, barring developmental failure, due to a
nonlocally determined universal structure). But even more relevant to our own lives, it is
also becoming clear that intelligent systems can strongly influence the outcome of
evolutionary processes, and can at least partially inhibit--or accelerate, as desired—the
rate of unfolding of developmental ones. Thus it is in our choice of preferred
evolutionary path, and preferred timing of developmental emergences, that our
personal freedom and moral choice essentially lie. The great challenge of complexity
studies, and within our own lives, is determining which aspects of universal and local
change are evolutionary, and thus potentially changeable by our own intelligence, and
which are developmental, and thus deep "tidal waves" of universal change which we may
slightly delay or accelerate, but can ultimately never prevent from occurring. Imagine
trying to stop the emergence or use of electricity, or mathematics, or the computer.
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Consider also the futile history of opposition to science originally attempted by Western
religion.

Learning such discrimination in our own personal and social lives is the basis of the
popular Serenity Prayer ("God/Universe, grant me the serenity to accept the things |
cannot change, the courage to change the things I can, and the wisdom to know the
difference™). We seek this serenity, courage, and wisdom when we attempt to better
understand and differentiate preferred (evolutionary) and inevitable (developmental)
futures, and when we contemplate how to act in those situations where we appear to have
the greatest freedom to cause meaningful change. To the extent we learn to distinguish
the evolutionary "noise" from the deep developmental "signal” of the universe, we gain a
kind of cosmic wisdom, and can make better choices in the present moment. By
promoting research, education, application, and discussion of these issues, IAC will play
its own small role in this process in coming years.

4. Sander Olsen: Your "developmental singularity' idea is a somewhat esoteric take
on the concept of the singularity. How and when did you first become acquainted
with the topic, and what are some of the key issues involved?

What I'm going to tell you in the next few pages may sound highly unlikely to be true. |
recognize that, but ask you to willingly suspend your disbelief, at least until the end of
this book summary. After you've heard a few more arguments and circumstantial
evidence, | think you'll be able to decide whether these ideas are at least worthy of further
investigation. If they turn out to be correct, it seems that a major conceptual
simplification and clarification of human destiny is in the works.

| was around 12 years old, doing my first serious thinking about "the SETI question™
(also known as Fermi's Paradox) for a biology class, when it suddenly struck me why we
hadn't heard from any putative ubiquitous more advanced neighboring technological
civilizations in our galaxy. Even today's high school students know that an impressively
large number of Earth-like planets are likely to have developed in our galaxy several (3-
5) billions of years before Earth, which emerged relatively late on the universal scene (in
mid-September, on Sagan’s cosmic calendar), out past the middle of an unremarkable
arm of our Milky Way galaxy. And yet travel time within our galaxy is such that any
technological civilization could cheaply and easily permeate it with a “galactic internet”
of intercommunicating robotic probes within only tens of thousands to tens of millions of
years, at sub-light speeds, after it chose to do so. If it had any interest in doing so. Which,
| argue later in this essay it will not, for very intriguing reasons.

If one believes, as | do, that complexity is ever more developmentally self-balancing the
more complex the emergent structure, so that life-catalyzing planets lead with high
probability to life, then with higher probability to intelligence, then with even higher
probability to technological civilization, we are left in a fascinating position. We must
ask, as Fermi did: Where are they? It suddenly seemed logical, even to my child's mind,
that cosmic intelligence must be constrained to rapidly leave the universal spacetime that
produces it. As | learned later, I'd deduced (more likely, induced) the "transcension
scenario," still one that is overlooked, both by many astrobiologists and by most serious
thinkers on accelerating change. Vernor Vinge, in a science fiction story (Marooned in

66


http://www.amazon.com/exec/obidos/ASIN/0671656473

Realtime, 1986) may have been the first to publish this idea in relation to the
technological singularity. In transcension, advanced systems simply move beyond local
spacetime once they reach a certain point in their development. Put another way, they are
proposed to change to a shape that is practically undetectable by less computationally
advanced organisms, the way the complexity of a human is nearly indistinguishable to a
bee, or a bacterium.

Thinking about this back then, it suddenly seemed possible that this shape might be a
certain class of black hole, and I have more to say about that in my forthcoming book.
But this isn't a popular interpretation of the future of very complex systems, and I've only
seen rare reference to the idea in years since (see, for example, the second to last
paragraph in Tihamer Toth-Fejel's "Fermi's Paradox, The Great, Silence, and the
Singularity,” 1997). Even Kurzweil misses addressing the transcension scenario in his
latest 60 page essay on the technological singularity, "The Law of Accelerating Returns,"
2001. Notwithstanding this minor criticism, this excellent work should be considered
required reading for lay futurists. Investigating his site, KurzweilAl.net, is also well
worth your time.

What came intuitively, even at that age, was the suspicion that the observable universe
was itself probably another finite computational substrate that is eventually outgrown, in
the same way that all somas (bodies, developmental environments) are eventually
discarded by the germline (fundamental universal parameters, seeds of the cellular
automata) in the cyclic progression (growth, maturation, seed production, then
senescence/death of the soma, along with growth of the new seed) that is observed in all
known universal evolutionary development.

Readers interested in better understanding "germline recursion through disposable
somas" in the evolutionary development of complex adaptive systems may explore the
Disposable Soma Theory (DST) in human aging (see Tom Kirkwood's, The Time of Our
Lives, 1999). In an evolutionary developmental model of universal change, each universe
may be seen as the cyclically improving (but ultimately disposable) evolutionary soma,
with (perhaps) certain classes of black holes serving as the perennial developmental
germling, the "physical singularity seeds" specifying the developmental framework, and
constraining the unfolding evolution/chaos within each subsequent unique universe, via
"bounces” to a big bang ("white hole™) in successive cycles. As mentioned earlier, all of
this activity is apparently occurring within a hyperspatial domain of replicating and
evolving universes called the multiverse.

To further investigate this fascinating but speculative paradigm, in addition to the Martin
Rees book (Our Cosmic Habitat, 2001) mentioned earlier, | strongly recommend Lee
Smolin's impressive The Life of the Cosmos, 1997, which explores very early evidence
for the idea of universal replication through black hole transitions, and of
"cosmological natural selection™ of universes within the multiverse. You might also
explore the still-early insights of the Anthropic Principle (a kind of universal parameter
sensitivity test), which also supports the idea that our universe soma is very specially
"designed" for multi-local complexity emergence/seed production. The developmental
singularity hypothesis further suggests our universe, like any other known
developmental complex adaptive system is self-organized, self-selected, or **self-
designed™ for such intelligence recycling, over many successive cycles of progressive
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tuning. For more early anthropic insights, in addition to the works cited above, Martin
Rees', Just Six Numbers, 1999, John Leslie's Universes,1990/96, and Barrow and Tipler's
The Anthropic Cosmological Principle, 1986 all provide valuable early evidence of just
how carefully tuned (parts per billion) for emergent complexity our universe appears to
be. Finally, recent work by cosmologist Bela Balazs ("The Role of Life in the
Cosmological Replication Cycle," 2001) and the complexity theorist James Gardner
("The Selfish Biocosm Hypothesis," 2000), is very strongly convergent with my
hypothesis. Balazs, Gardner, and myself have come to this view from three very different
backgrounds, a convergence I find interesting.

Note also how the developmental singularity hypothesis meshes well with the emerging
paradigm of evolutionary development as presently employed by some of the new breed
of researchers in the biologial sciences. Just like a biological organism, which begins
with a microscopic seed, and progresses through a large number of evolutionarily
created, developmentally converging stages its unfolding (body plan, tissue, organ,
nervous system training, language, consciousness, etc.), so too the infinitesimal
singularity seed that created our universe progresses in an evolutionary, creative, locally
unpredictable path toward certain milestones of developmental emergence (galaxies,
stars, life-supporting planets, prokaryotes, eukaryotes, us, computers, tech singularity).
Furthermore, if each local intelligence (e.g., us, or more accurately, our imminent
successors) is capable of making new universes in the multiverse, then we see the
continuity of an evolutionary developmental lineage, and the universe is no different in
kind from all other known developmentally cycling complex adaptive systems. |
suggest this allows us to breathe a sigh of relief, for now we no longer have to pretend
that the universe somehow operates on principles "separate™ from all other known
physical systems, a strategy that did not succeed when it was used for humanity either,
prior to Darwin's day.

The developmental singularity hypothesis is both speculative and philosophically
unpopular in some circles, as it implies that humanity has a teleological purpose, a
“destiny” within the universal developmental scheme, to be catalysts of the emergence of
a germline of universal recreation, to accelerate the production of a local physical
singularity seed. That’s certainly a fringe concept, here in these still-early days of our
systems science. Yet in the spirit of Occam's Razor, | suggest that a self-organizing and
cyclic developmental model is the most parsimonious way to understand how our
apparently special universal parameters might come to be. Every other known CAS self-
organizes in this way. Why should our finite physical universe be any different?

Thus I began to think about the singularity from an early age from within a kind of
"universal developmental reference frame," putting the technological singularity
(accelerating technological change) within a developmental cosmological and
computational framework, many years before even Vernor Vinge began using the term. It
was a great relief to me to finally discover his seminal essay (*The Coming
Technological Singularity," 1993) in the mid 1990's, through the magic of the world wide
web. Until that time, I'd searched largely in vain for good discussions of these topics.
That search continues today, though it is now more systematic, and yields greater fruits
every year.

Finally, I'd like to disclaim specialist expertise in any of the topics discussed here. | am
synthetic generalist, and at best I intend my wild speculations and propositions
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concerning the singularity to stimulate academic and lay interest and debate on these still
largely ignored topics. As Benoit Mandelbrot has said, "The rare scholars who are
wanderers by choice are essential to the intellectual welfare of the settled disciplines.” To
think deeply about accelerating change, one almost has to be a "wanderer by choice,” as
this topic includes, but is not limited to, physical, cosmological, chemical, biological,
neurological, lingistical, cognitive, cultural, and technological evolution and
development, and all the newer disciplines of complexity science (addressed in outline
form at the end of this book summary).

Over the years I've developed a core set of ideas, or "Seven Memes of the Singularity,"
that may be important to what Damien Broderick (The Spike, 1997/2001) and I call
"singularity studies,” a multidisciplinary, systems theory approach to investigating
accelerating computational change. I've organized them by an acronym, ACMAIDS
(think of them as views of the Association for Computing Machinery (ACM), plus a set
of additional conceptual "AIDS", if you'd like a mnemonic). Each is unsystematically
addressed within this book summary:

IL1. Accelerating Change (Exponential & Asymptotic Computational Growth)

IL2. Computational Substrates (Complexity Studies/Complex Adaptive Systms (CAS))
IL3. Matter-Energy and Space-Time (MEST) Compression (Free Energy Rate Density)
IL4. Autonomous (Human-Independent) Technology (Coming Tech Singularity)

IL5. Information Meta-Laws (Emergent Constraints on Info Processing Systems)

IL6. Developmentalism (Paradigm of Evolutionary Development)

IL7. Self-Organization in the Multiverse (Cyclic Tuning of CAS Parameters)

We briefly discuss the ACMAIDS concepts in this interview, but you can find out more
about them at the IAC site. They are arranged here such that the further you progress
down the list, the fewer individuals you can today find who support each meme as central
to the issue of the coming singularity. If they turn out to be correct (a big if, at present),
they might be seen as Insight Levels (IL) in the emerging science of universal
accelerating change, analogous to Yudkowsky's five Shock Levels (SL) for
transformative technology.

Conveniently, the first three and a half of these (ACMA, with a conservative,
miniaturization-oriented interpretation of MEST-compression) nicely summarize the
technological singularity hypothesis as discussed by Vinge, Kurzweil, Broderick and
other insightful futurists. The second three and a half (IDS, with a more speculative,
MEST efficiency interpretation of MEST-compression) succinctly characterize the
developmental singularity hypothesis, explained briefly here and in my forthcoming
book. Don't hold me to just these seven, either: | may continue to modify them, as the
picture becomes clearer. That's part of the fun of the quest.

What are we to call this set of speculative ideas? Natural philosophy, or systems theory
(a more modern term) are the typical phrases applied. Simply calling a body of work
philosophical is as meaningless and damnable as calling it mathematical. There are major
realms of abstract math and philosophy that demonstrate no apparent utility in the real
world. But natural philosophy, and applied mathematics are something else altogether.
Natural philosophy has a long and noble history. It involves models that make qualitative
and analogical reference, as well as early quantitative reference, to complex natural
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systems. All science was originally conducted by natural philosophers, a special branch
of philosophy that existed before the term "scientist" emerged. Darwin was a natural
philosopher. His Origin of Species is one extended analogical argument for a new
paradigm of complexity, and it came without recourse to Mendel's more quantitative
understandings of the mechanisms of inheritance. | attempt the same in Destiny of
Species, though with significantly less of the circumstantial evidence Darwin had in his
landmark work. | consider the paradigm of the developmental singularity, involving
universal evolutionary development, MEST-compression, emergent constraints in
complex systems, and multiversal tuning of universal parameters to be equally as
revolutionary as natural selection, if it is eventually proven out. Our scientific community
will have to decide, over time, if these arguments are on the right track. Fortunately, as
we will discuss later, they are partially testable even now as we attempt to replicate our
own emergence in the increasingly autonomous technologic substrate.

Implicit in this hypothesis is the importance of a continuous developmental line of
descent in all examples of extant complexity, regardless of the complex adaptive system
under study, whether a non-living physicochemical system, an organism, a memetic
structure, or a universe. Crudely speaking, the higher the self-organization potential, the
longer the line of developmental cycling that must have occurred to facilitate this special
developmental tuning. When we watch cut-up viral particles reassemble themselves into
intact virus in a petri dish, we realize this molecular self-organization occurs as a result of
fine developmental tuning for collective molecular interaction, through a vast number of
prior cycles. When we talk about the universe as a complex adaptive developmental
system, we are thus talking about the highest level of self-organization we can presently
observe, and must look for those conserved structures that might maintain that line of
descent. Smolin, John Gribbin (In the Beginning, 1993), Edward Harrison ("The Natural
Selection of Universes Containing Intelligent Life,"QJRAS, 1995), Smart (myself), and a
small number of others presently propose that black holes are the most likely candidate
for that line of descent.

The absence of such a line, and the lack of incorporation of the phenomenon of
intelligence within both universal development and descent are grave shortcomings of
many of the current theories of multiple universes. Andrei Linde's Chaotic Inflation, for
example, descriptively powerful as it is in the quantum to macroscopic transition, allows
no special place for intelligence once the universe has unfolded. Likewise, David
Deutsch’'s intriguing (Fabric of Reality, 1997), an extension of Hugh Everett's clever
"many worlds" interpretation of quantum mechanics, is equally devoid of intelligence
playing a lineage role, and this I think is its major inadequacy at present. Additionally
(an arelated critique) it misses the concept and adaptive value of convergence at the level
of universe recreation. In my estimation, such theories may therefore be characterized as
approximately "half-right.” They are excellent early efforts at a deeper explication of the
left half of the left-hand/right-hand cycle of universal evolutionary development within
the multiverse.

We must not forget that all interesting universal phenomena seem to occur on a
continuum between the twin poles of cosmology and consciousness. As many have
pointed out, our current developmental cosmology neither predicts nor can quantitatively
account for special planets, like Earth, that gain the remarkable compulsion to bat
away asteroids that approach too near to them. Yet we can assume this would be an
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inevitable (e.g., developmental) physical behavior. Nor can present physics speak to what
such unusual planets will be compelled to do shortly after that, in cosmological time.
Einstein's general relativity is an impressively successful theory that tells us how
spacetime and the laws of physics change in a number of "extreme situations,” such as
local fields of high gravitation. General relativity takes us far beyond Galilean-Newtonian
relativity (uniform motion) but does not yet incorporate the effect, if any, of local fields
of high intelligence on the shape and properties of spacetime. Until we have a physics
that does, we will be grasping for useful analogies in the domain of systems theory.

Einstein’s special theory of relativity tells us that all uniformly moving reference frames
are equally stable places for operation of the standard laws of physics. But general
relativity, involving accelerating frames of reference, does not preserve this simplistic
stability. Some of these environments, such as the singularity in the interior of black
holes, appear to be special frames of reference in a universal sense. The special theory
expanded Galilean-Newtonian relativity to include a poorly understood class of
phenomena, electromagnetism. This expansion was the first to show us the strange nature
of the spacetime continuum, the topology of our universe. So too | predict that someone
will eventually greatly expand the general theory of relativity to include a still poorly
understood class of phenomena, computation. Noting its similarity to MEST-
compression, gravitation, Einstein's system of constrained curvature of spacetime
development, can be considered a very simple type of developmental computational
cycle operating on a very low substrate level in universal systems. Thus the unstable,
ever-more-unique frames of reference created by gravitational acceleration in the general
theory may come to be seen as a simple, special case of accelerating computation in
general. The MEST-compression that apparently occurs with accelerating effect in all
increasingly local computational systems in the universe seems analogous to the
gravitational force, working in a subtle but general way in complex matter energy
systems, exerting an irresistible pull toward a high-density developmental singularity.
Such a new theory, were it to emerge, would be an information theoretic generalization of
general relativity to relate both gravitation and information processing systems.

It is curious that our universe is designed with a macroscopic information speed limit, c,
the speed of light. This environmental constraint, we are now beginning to realize, must
bring the most complex local macroscopic information processing systems
hyperexponentially closer in space and time. When will we learn to describe this
relentless process of ever-more-local MEST-compression mathematically?

Systems theory is an adequate place to start, but we can and must do better than this in
coming years. Until we can add consciousness, intelligence and analogy-making (pattern
recognition in all computational systems, not simply biological ones) to our physical
science, it will be both unfinished and sterile ("non-generative,” in complexity-speak),
incapable of developmentally predicting or describing the most interesting, emergent
features of our local environment.

So just as theory informs our conventional science, analogy drives our systems theory.
Doug Hofstadter (Fluid Concepts and Creative Analogies, 1995) has argued convincingly
that all higher thought is essentially analogy building. Which leads us to ask: if thinking
is analogy-making, what special manner of recursive, developmentally convergent
analogy-making is conscious thinking? These issues are the frontier of tomorrow's
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science. In our present-day thinking about them, we must be sure we use the right
analogies, in the right context. The better we get at analogy-making, the better we
become at constructing both qualitative (at first) and quantitative (where possible)
theories that inform our myriad ongoing empirical efforts. I suggest that committed
interdisciplinary examination of the evolutionary development of complex adaptive
systems in a broad range of physical substrates is the key to successful analogy
building, and will aid us greatly in our emergent science. This is a deeply inductive, and
only weakly deductive process, which seems true for the vast majority of learning in the
human organism.

Speaking of analogies, let me now present you with a few more tantalizing ones with
regard to the nature of MEST-compression in physical simulations. There are at least
two valuable perspectives from which we may consider changes to the internal
simulations run by complex adaptive systems in the universe:

A. Extent/Space. How many different physical substrate hierarchies are represented
in the internal simulation run by a complex adaptive system, from Planck scale
interactions on up to universe simulations? How wide in space are the widest
perception-action cycles of the simulating organism?

B. Granularity/Time. How finely detailed is the simulation at any substrate scale?
How many of the possible nonlinear interactions at that scale are captured in the
internal model, and how accurately they are represented? How far backwards and
forwards in time go the perception-action cycles of the simulating organism?

It is easy to notice that in terms of what we are calling extent (discrete levels of
substrates) and space, more complex systems gain progressively greater quantities of both
as they have historically developed in the universe. Bacteria model the chemo-osmotic
gradients of their local environment. Mice model chemical, behavioral-genetic, and even
some memetic activities in an intelligence environment of perhaps an acre in average
size. Modern humans model the entire spatial extent of the universe, from Planck events
on up to the largest repeating scales. In the 1970's, we assumed that the largest regular
repeating system was the repetitive galactic supercluster. But in the last 20 years, we've
replaced that largest scale with replicating universes within a multiverse, a limit that
seems a lot more intuitively like the correct upper bound.

But what's even more fascinating to note is that we are apparently close to having a very
rough outline of the entire extent of the developmental cycle, a phenomenon we can call
rough "conceptual closure™ of space and extent. At the bottom, we have Planck scale
granularity, implicit in the parameters of the standard model of physics, an expectation of
a lower-level "Theory of Everything"” within a few more decades, and elegant and
utilitarian quantum-level inflationary big bang models. At the upper bound of the cycle,
we have anthropic, string theory, MEST-compression, and other early evidence for
universe replication via black holes, and fascinating new lambda evidence, which we will
discuss later, that the universe is now taking itself apart in an accelerating manner. All
that remains to happen now, if the conceptual closure of boundaries has in fact been
attained, is to finish filling in all the intervening details.
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This brings us to the second perspective, granularity of events, or the perceived flow of
universal time. With our modelling of the birth and death of this universe, we have
apparently recently attained a rough boundary closure with regard to the universal
time cycle as well. And with our accelerating capacity for computation, we are making a
rapid asymptotic approach to a minimum granularity. Such effective closures, in
combination with accelerating local computations within the closed/bounded domain,
appear to be another way of understanding why dynamical and computational
singularities occur.

There's a very curious specific effect that happens as we fill out ever-finer gradations of
conceptual details within a spatial or temporal cycle. Douglas Hofstadter (*Analogy as
the Core of Cognition," 2000) has noted that for adult humans, and even for very
experienced youth, the subjective flow of time becomes much quicker as we gain real
world experience, or simulation complexity. He specifically proposes that this quickening
occurs because of learning and analogy building: we get progressively better at binding
up large numbers of discrete events into high-level analogies. The greater the granularity
of our simulations at the unconscious level, the more of these analogies emerge. The
more of life's standard events we have experienced and internalized, the more easily we
are able to filter our experience and focus instead on the highest level patterns, and the
progressively fewer places where those patterns appear to be violated by external reality.
So while a child may notice the day crawl by with excruciating clarity, as adults we
notice the weeks, then the months, and finally, even the years flit by ever faster the more
we become internally tuned to our high-level internal simulations instead of to our
external sensations. Once we are 80 we may, if not careful, spend most of our mental
effort in reminiscence.

What this latter trend implies, if it is true, is that there is an inherent subjective and
computationally real time dilation for simulation in the physical universe. The more
complete and granular our simulation systems become, the more useful and high-level the
analogies that emerge, and thus the more rapidly they perceive, the more rapidly they
choose to perceive, the passage of real universal time. In other words, the better the
simulation capacity, the more boring it becomes, from the perspective of any
complex system, to run in historically-accessible time modes.

This fascinating and admittedly strange perspective may allow us to understand, perhaps
for the first time, how time flow should feel subjectively, for any intelligent complex
system as its local MEST-compression approaches black hole density. As its capacity to
simulate the flow of events in the universe in fine detail becomes astronomically great,
any universal complex system will apparently simultaneously begin to approach the
incredible spacetime curvature seen at the event horizon of a black hole. For such near-
black hole systems, looking back out at the universe, everything external appears to "race
by" as relativistic gravities are attained. In fact, just before such systems could create
black hole density, general relaitivity tells us that the rest of the universe, perhaps by now
mostly boring and very well simulated, at least in developmental terms, would appear to
flow by almost infinitely fast.

If Hofstadter's analogy holds in this admittedly alien domain, we can at last see why this
would be the computationally preferred place to go. Such densities apparently not only
facilitate the best possible computation in MEST efficiency terms, they also create a time
dilation for simulation that allows maximal transfer of any still remaining universal
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information into the emerging developmental singularity in minimal real subjective
time. Now that's efficiency.

5. Sander Olson: How much longer do you believe that Moore's law might continue?
What's your take on Moore’'s law as a generalized universal process?

Various engineers and physicists have argued that we won't be able to use even advanced
lithographic techniques to continue accelerating the miniaturization of metal oxide
semiconductor circuits much past 2015. Certainly we must eventually reach some kind of
saturation in that particular manufacturing paradigm. But as Kurzweil showed, Moore's
law is substrate independent, and has continued through five "paradigms” of
computation, each on their own constrained individual "'S curve" of developmental
complexity. Most interestingly, when computation is looked at as a second order "J
curve," tangent to and riding above the cascade of S curves for specific manufacturing
technologies, he noted that the doubling time for some crude measures of transistor
complexity has gently decreased from three years down to 14 to 18 months over the last
century of doublings. As Kurzweil notes, we are now entering the "knee of the J," soon to
climb the vertical wall of complexity growth in very little elapsed future time.

| believe these insights can be extended much farther back than 1900, into sort of a
generalized law of computational complexity increase, across the entire range of
universal substrates, from replicating galaxies, to stars, to planetary-molecular systems, to
prokaryotes, to eukaryotes, to nervous systems, to oral memetics, to written language
(which can be considered a "paper computer") and all our other tools and technologies,
right on up to the PCs and internet nodes under our desks today. So no, | don't think this
"generalized" Moore's law, what Kurzweil calls the "law of Accelerating Returns," is in
any danger of being repealed. 1 think there are fundamental universal drivers behind it.
In our search for ever more descriptive terminology, rather than Moore's law, or even the
Accelerating Returns law, 1'd suggest we currently call it the LAC law, or the law of
Locally Asymptotic Computation.

Let's consider the "Asymptotic” part first. Recall that the rate of increase in computation
is itself gently increasing, as Kurzweil has described. Such "double exponential” growth
is seen early in the developmental phases of all new complex adaptive systems, and never
lasts forever within any particular system. Yet computation itself appears substrate
independent, as it has continually jumped S curves in universal development, a process
we can call substrate shift. So the leading edge of computation has stayed on a second
order curve, tangential to the S curves traced by the most complex local systems,
throughout the known history of the universe. It can be shown that this curve (time on the
x-axis, computational complexity on the y) is exponential (non-asymptotic) in simpler
systems, becomes hyperbolic (asymptotic) in more complex systems due to the existence
of more and stronger forms of positive computational feedback, and is ever more quickly
asymptotic the greater the computational capacity of the emergent system.

Due to this asymptotic effect operating under the conditions of effective computational
closure discussed earlier (if this very controversial state of affairs in fact exists, which
remains to be determined) it now looks as if even computation itself must rapidly
approach a local limit to its hyperbolic growth. Local computation is beginning to
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simulate the whole of the universal system at ever-greater levels of detail, and at the same
time, may soon outgrow it--make it obsolete, for its own purposes. How is this possible?
There will come a time in the not-too-distant future, in the double exponential shrinking
of doubling times, and with a massive increase in the computational density of local
intelligent systems, where the degree of MEST-compression and the rate of change itself
approaches a fundamental universal granularity: the Planck units of space and time.
Callender and Hugget, eloguently explore this granularity in Physics Meets Philosophy at
the Planck Scale: Contemporary Theories in Quantum Gravity, 2001. We are nearing the
point where we can theoretically model the universe's minimum scale. Sooner than we
expect, we'll be computing there as well. See also Horgan's The End of Science, 1996 for
more oblique references to this profound idea, and peruse Stephen Hawking's notable
1997 lecture, "Is the End Finally in Sight for Theoretical Physics?" discussing the
possible imminence and implications of a unifying physical “theory of everything." |
propose this limit, inflection point, phase change in our local computational capacity can
be considered the developmental singularity, a point in time at which local computation
itself reaches intrinsic natural limits to its asymptotic growth. Perhaps these are the
conditions necessary to precipitate a new universe. But before we could begin to
approach a developmental singularity in this future scenario, we'd have to first see a
technological singularity, which by many accounts may come circa 2040. Keep your eyes
open.

"Locally" points out another interesting, and as yet very underreported feature of the
computational trend we've all observed. Not all features of the universe are accelerating.
In fact, most of our ever-expanding universe appears to be utilized primarily as an
"entropy dump™ for ever more locally organized points of "negentropy,” to use
Shrodinger's classic term. According to Chaisson, cosmic expansion in our spatially
accelerating (lambda, quintessence, dark energy) universe (See Mario Livio's, The
Accelerating Universe, 2000 or Donald Goldsmith's The Runaway Universe, 2000 for
more details) apparently drives the development of multilocal points of accelerating order
(life, emerging in myriad spacetime-isolated pockets throughout the universe). Have you
noticed that the only way our universe can sustain faster and more complex computation
involves its ever more local self-organization in spacetime? That only special, very
restricted zones of the universe sprout complex carbon-core suns, that only a very
restricted set of planets around these suns can support life, and that only a very restricted
fraction of planetary biomass sustains intelligent life, and within even more restricted,
more local zones of the biosphere we create technology, which itself gets ever more
materially, energetically, and spatially compressed over time? Just where and when do
you think that accelerating trend must end, within this universe? If you're really curious,
Eric Chaisson's excellent Cosmic Evolution, 2001, will give you some hints. So might
Smolin's The Life of the Cosmos, 1997, as mentioned. Or Seth Lloyd's "Ultimate Physical
Limits to Computation” (Nature, 31 August, 2000, or see his conversational version) or
Ed Harrison's article (cited earlier). I'll leave that exercise for the motivated student, at
present.

While you're at it, | suggest you think about the fascinating "Why Now?" question (a.k.a.
the "Kerrigan Problem™) that has been bandied about by a small group of
astrophysicists since the 1998 discovery of lambda/quintessence, the newly discovered
fifth physical force, the vaccum energy of space. The Kerrigan problem is this: why has
the universe apparently begun accelerating now, in only the last few billion years of its 13
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billion year life? The "Generalized Copernican Principle", which posits that we (the
emergence of local intelligence) are nothing special in the cosmologic scheme of things,
is about to be shown to be fundamentally incorrect, with regard to both Earth's present
space and time. We are just now learning how to reconcile local intelligence with
inevitable rates of cosmic development. For more on this, see this interesting paper by
Jaume Garriga, et. al., a quantitative argument that the time it takes the cosmological
constant (lambda) to dominate the cosmic energy density is of the same order as it takes
intelligent observers to appear on the cosmic playing field.

We and other similarly complex universal intelligences are presumed to have arisen
multi-locally within only the last few billion years. If the transcension scenario of the
developmental singularity hypothesis is correct, we here on Earth will shortly (centuries?
millennia?) leave this universe, as some type of seeds for the production of another. All
known reproducing developmental systems begin a phase of slowly accelerating
senescence immediately after maturity, when new seed production first becomes
possible. The acceleration is apparently beginning now because our universe is multi-
locally engaged in seed production now, and has ended the utility of the phase of its
existence where universal stability engenders local complexity development.

| suggest that this insight, speculative as it may presently be, provides a definitive
explanation for the recent beginning of acceleration. Whether it takes 13 or 13 billion
years to reach developmental maturity (e.g., a human versus a complex universal
life cycle), the pattern after seed production is always the same--a gently
accelerating decomposition. Is there any more obvious cosmological evidence we could
ask for than quintessence that the universe is now completing its maturity and seed
production phases (rapid local accelerations of computational complexity on all life-
supporting planets) and entering a phase of currently gently, and later rapidly accelerating
senescence? We shall see.

6. Sander Olson: In Vernor Vinge's internet essay The Coming Technological
Singularity (1993), he states that he would be surprised if the singularity occurs
before 2005 or after 2030. What is your current estimate as to when the
technological singularity will occur? Will there be any signs that the singularity is
imminent? Have we seen any yet?

I've accumulated a range of literature on this topic. It's my interpretation that most of the
careful thinkers, defining the technological singularity as a point of post-human-
equivalent "takeoff" of technological complexity, seem to congregate around 2040, in a
broad range between 2020 and 2060. That forty year interval includes Vinge, Kurzweil,
Moravec, Minsky, Smart (myself), More (essentially), Yudkowsky (barely), and a
number of singularity-aware thinkers, and even allows for conservatives who propose
some still unforeseen snags on the way there, such as human brains computing on
microtubules, using quantum effects.

Yet it is interesting to note that this range leaves out a number of individuals as well. On
the aggressive end, it doesn't include well-meaning folks like Nick Hoggard, who has
written a paper (“Evolution and the Fiegenbaum Number™) and a 60 page précis
proposing a singularity in 2001-2004. It also excludes the 2012 Mayan

76


http://xxx.lanl.gov/abs/astro-ph/9906210
http://www.algonet.se/~paulh/welcome.html

calendrics/"Novelty theory" contingent, like Terrence McKenna. There are also a range
of "singularitarian™ individuals who, though they add greatly to the debate, are coming
from a perspective of either youthful ebullience or a narrow education in information
technologies, or both. A few of them unfortunately also evince an attitude of
technological determinism that indicates a lack of understanding of the social
complexities of our still-human-catalyzed technological evolutionary development.

As Langdon Winner (The Whale and the Reactor, 1986) has said, using technological
determinism to explain the modern world is like attempting to describe all sexual
intercourse using only the concept of rape: it misses the whole realm of human
consensuality, limits, balances, and negotiated paths. Even if we are all heading toward
an ultimately inevitable attractor of the technological singularity, it seems likely that most
aspects of the manner, and some aspects of the timing of our path remain fully within our
daily control. Proponents of the overly determinist and overly reductionist view of Al
emergence often seem to favor both the "top down" and "hard takeoff" scenarios--the
lone romantic savior-of-the-world toiling away in the lab making an Al that suddenly
explodes into superintelligence. I think that script misses the nature of co-evolution in
substrate emergence, and underestimates the extensiveness of the bottom up learning and
the complexity of the network conditions that must exist in order to construct truly
autonomous technological change.

This said, | don't want to paint all those who are committed to "making the singularity
happen" with a broad brush of criticism. An increasing number of these individuals, such
as Brian Atkins of the Singularity Institute for Artificial Intelligence, go beyond simple
activism into investigation of the deeper forces and social context of the choices available
to us. That is a commendable and humanizing stance.

On the conservative end, a 2020-2060 range also excludes sober scholarly work by the
likes of Richard Coren, who's written an interesting book, The Evolutionary Trajectory,
1998, predicting a "universal singularity™ in 2140. Nevertheless, it is possible to interpret
his data as allowing a technological singularity circa 2040, and a developmental
singularity in 2140, though Coren has not advocated this position. It also currently
excludes Robin Hanson, whose latest prediction for a technological singularity, based on
economic trends, is circa 2150. While Hanson has explored machine intelligence, neither
of these insightful authors appears to have yet written on the amazing advances in
evolutionary computation in recent years, and | wonder if either have a current sense of
just how human-independent computer evolution is beginning to become. Both of these
scholars also make their projections from within the social structure of a presently
singularity-ignorant academia, where expectations of future acceleration in
computation, even in the face of cosmic calendar and Moore's law data, are currently not
politically tenable. Thus a degree of professional conservatism, placing the disrupting
event safely beyond current expected lifespans, may also be an influencing factor in these
predictions.

Continuing the work in scientometrics and informetrics begun by Derek DeSolla Price
(Little Science, Big Science, and Beyond, 1963/86), a small collection of articles and
papers are beginning to address large-scale double exponential growth processes in
modern society with increasing rigor, such as Johansen and Sornette's "Finite Time
Singularity in the Dynamics of the World Population, Economic, and Financial Indices,"
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2001, projecting a singularity circa 2052 +/- 10 years. Complementary to Kurzweil's
data on double exponential growth, these authors note that many other computationally
relevant variables, such as economic output, scientific publications, and investment
capital, have exhibited recent asymptotic phases. Of course, each particular substrate
eventually saturates--population, economies, etc. never do go to infinity--but I propose
that measuring the asymptotic phases in a range of present systems does allow us to
better trace the second order computational trend presently unfolding on the planet in a
broad range of physical-computational domains.

Nevertheless, it is certainly suspicious that the current projections for a
technological singularity, especially those 2060 and earlier, conveniently fall within
so many of our own lifespans. Thus there is the real possibility of a self-serving bias, as
several of Kurzweil's critics have noted. Yet | maintain that the current quantitative data
suggest, especially in light of universal trends, argues that we are presently in the right
ballpark. I am hopeful that another ten years of "singularity metrics"--careful
technological acceleration and autonomy measurements--may give us a more accurate
estimation of approximately when a fully autonomous Al and "instantaneous change,"
involving electronic computation at even the highest levels of human thought, may be
reasonably expected to emerge. Of all the academic disciplines, it is possible that such
interdisciplinary fields as Science and Technology Studies, with its ever-changing
subject of study and openness to new views of accelerating change, or Future Studies,
with its commitment to longer-term time horizons or perhaps even Philosophy of
Science/Technology (though the latter discipline remains particularly conservative, at
most institutions) may help the hard sciences and engineering disciplines move more
quickly toward the inevitable development of such metrics. Imagine, for example, the
value of measuring the presently accelerating rate and growth of natural language
processing and voice in, voice out software projects, and comparing those to the
saturating growth rates in graphical browser technology. Such studies might provide real
insight as to the type and timing of the next developmental computational emergence. In
the meantime, it is important that we all remain "singularity watching" skeptics,
convinced only of the value of more scientific study in this area, particularly with regard
to the increasing speed and autonomy of development of technological complexity.

Thus my best current projected range of 2020-2060 is voodoo like every other version
I've seen at this point, but I'm satisfied that I've done a careful initial literature search, and
a deeper polling of the collective intelligence than I've seen elsewhere to date. To me,
estimates much earlier than 2020 are unjustified in their optimism, and likewise,
estimates after 2060 seem oblivious to the full scope and computational power of the
evolutionary developmental processes in the universe.

As to signs of an imminent singularity, | think there are many we might look for, both
softer and harder. Vinge calls them "symptoms,” but I'm trying to get him to switch to the
"signs" terminology, thereby avoiding the potentially distressing image of the singularity
as a disease progressively infecting the population. © One major class of sign could
measure the growth of autonomy, or self-catalysis, in technological infrastructure--how
many human-hours are needed for the production of a fixed amount of computational
complexity (by any number of definitions)? How many current dollars would be needed
to construct one "insect-equivalent™ helper-robot neural net? Such ratios shrink
dramatically from year to year. Rather than go into them further here, this is a good time
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to plug our free IAC newsletter, AeceleratingFimnes. You can subscribe here:
SingularitypWateh-com/matlisthtml [2026 Note: My current newsletters are Good

Foresight, Al Foresight, and Natural Alignment, all on Substack]. Amara Angelica at

KurzweilAl.net also puts out a great weekly newsletter, Aceelerating-tnteHigence-News,

and there are other recommended science, technology, business, and humanist news feeds
available at our site.

We've been running Accelerating Times for only a year, with no publicity, and already
have over 1,200 subscribers, so we must be striking a nerve. To get a sense of the
trajectory of accelerating change, | think you have to sample a spectrum of examples
regularly, like fine wine, and after a while, you learn your way into a new level of
discrimination. On the other hand, perhaps you simply get drunk--these memes can be
intoxicating if imbibed without moderation.

7. Sander Olson: Some futurists argue a technological singularity (in Al) will lead
inevitably to molecular nanotechnology (MNT). Others argue that human-initiated
MNT will create a singularity. What's your take on this debate?

This is a subtle question, apparently dependent on our definitions. It is also perhaps
partially an evolutionary (vs. developmental) question, so all our careful prognostication
here may nevertheless turn out to be of the "flying cars" variety. But guesses must be
made, and fortunes will be spent, wisely or not, before such technological wonders
emerge.

Putting on my guessing cap then, I currently suspect that strong Al (primarily
technology-evolved, not human developed) will be necessary to create a full-blown
nanotech. Yet | also expect that self-replicating systems (SRS)--simplified, biologically-
inspired (but not based) versions of Drexler's "assemblers™--will be necessary for the
emergence of autonomous intelligence. | don't expect humans to design very many of
these computational assemblers from first principles (except for early, crude ones of
course), but rather to primarily assist in their ever more autonomous emergence. So
perhaps I'm in both camps, depending on definitions.

Genetic search of an environmental phase space is a finite state evolutionary
developmental machine, and so, as many philosophers have suggested, is memetic
search. As Arthur C. Clark reminds us, "Not only is the universe stranger than you
imagine, It's stranger than you can imagine." We may think our memetic search is driven,
is controlled, by conscious, rational human beings, but that is clearly only crude
approximation of the reality. All thought is still an evolutionary developmental substrate,
operating under hard physical-computational constraints, and with still essentially
incomplete models in the universe. Most of it will be evolutionary, random, stochastic. A
small subset will eventually converge on emergent forms. Moreover, developmental
constraint, more than evolutionary possibility, will determine the range of possible
outcomes in this search. Each system of intelligence is fundamentally incomplete.

As a result, I suspect that a bottom up, self-replicating system search will be essential to
the process. Even though from the human perspective it will appear we are doing a lot of
top down aiding and guiding of the results, and even though this will be quite important
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to the transition, in a statistical sense the top down work will be a small fraction of what
is needed. Most of the advances, in nanoscience and Al, as in all prior substrate
emergences, are likely to be bottom up, evolutionary, and contingent. | would expect
memetic search to be somewhat less random than its precessessors, but not impressively
so. No matter what we may eventually learn about our local universe, it seems we will
remain essentially ignorant of the full possibilities of the multiverse, and | don't see our
approach to closure, if that is humanity is currently doing within this universe, taking us
rapidly closer to a developmental vs. evolutionary style of thought, or even methodology
of science.

In my near future scenario, as our primarily bottom up approach really starts to take off in
coming decades, | suspect, the main influence of human rationality on the process will
devolve into selection for the emergence of more human-symbiotic systems, much the
same way that animal breeders selected for very human-symbiotic domestic animals over
the last 2,000 years. Such artificial selection, as a top-down process, does little to add
intrinsic computational complexity, even when it tries. We've been trying to breed more
intelligent hunting dogs for more than a millennia, for example, and you don't get talking
dogs. Yet there is no apparent genetic reason why dogs could not be bred to understand
and generate a language approximating our own in complexity. We just haven't been
smart enough, or motivated enough, to select for that kind emergence. But symbiosis we
can produce. As Gregory Stock points out, this may be a powerful way to understand
why the robots and nanosystems of the coming decades will be very likely to be human
friendly, or "safe learning agents" in the vernacular of the industry. It seems quite
feasible that we will be able to select them to be so.

There are those, such as Bill Joy ("Why The Future Doesn't Need Us," Wired, April
2000), who think that the coming self-replicating systems may be inherently highly
dangerous, akin to nuclear weapons. My response to such arguments is that, while
valuable in themselves, they generally do not understand the constructive and sharply
limited role that catastrophe has historically played in complexity development, or the
inevitable nature of the development of immunity (genetic, cultural, technologic) in
complex systems, an emergent capacity that is always necessarily coexistent with
intelligence, though it is often widely overlooked by both systems thinkers and futurists.
But when you consider the operation of cultural and technological immune systems,
and the way catastrophes have historically inexorably increased immunologic
complexity, | think a much more accurate picture emerges.

| believe it would be impossible for any complex nanotech or robotic/Al replicative
system to develop in coming decades without us also co-evolving an overpoweringly
stabilizing and pervasive immune system in the process. Complex adaptive systems
always emerge this way: an uncounted number of minor catalytic catastrophes during
development ensures that this is so. Could you imagine a world of replicative
nanodevices that didn't also have an associated nanoimmune system (Drexler's ‘active
shield' or 'blue goo'/ nanopolice) distributed everywhere to keep the chaos in check? A
world without nano fire extinguishers to put out the 'blazes' when they erupt, and without
a redundant, distributed, fault-tolerant architecture (look to the brain if you’d like an
example), to make any local damage computationally irrelevant? Such concepts don't
make developmental sense, to me.
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Occasionally, immunity is even assumed not to exist by those who are sharply tuned to
the self-centeredness, deception, coercion, and other adaptive but often destructive
tendencies that are embedded in the DNA of the human species. But such tendencies, |
propose, become rapidly computionationally disadvantageous in any community of
organisms with continual learning capability. Biological humans are a sharply limited
hybrid on the way to a much more open-ended machine substrate. Reciprocity, golden
rules, the establishment of collective trust, the swift punishment of cheaters are already
practiced pervasively but poorly by all existing vertebrates, from guppies to humans. But
such practices move to a whole new level in organisms that have perfect memory (as well
as perfect forgetting when desired), indefinite lifespans, and perennial learning plasticity,
and which operate in an environment of distributed ubiquitous computation, a sensorium
that ever more faithfully records local events. This is perhaps enough to say for now, but
in a separate essay ("Information Meta-Properties and Catalytic Catastrophe (or,
"Reasons for Joy")) I've attempted to more carefully address these important issues, and
to correct some widespread misconceptions about self-organizing systems in the process.

To my mind, Eric Drexler did a tremendously visionary job in expressing the potentials
of an advanced nanotechnology (nanoscience) in Engines of Creation, in 1986. That was
a worldview-shifting book, and such a clever achievement: deconstructing our biological
assemblers, and showing us the promise of reappropriating this technology to conscious,
rational ends. Yet I've always had the perspective that much of the Engines vision would
first require the emergence of strong Al to implement.

But at the same time, | was encouraged to see his work on nanocomputation in
Nanosystems, 1992, as | think that is the bridge between opposing camps on this issue.
We all seem to agree that nanocomputational breakthroughs at the hardware level will be
very important. If any of us disagree, it's primarily on how important: | see such
breakthroughs as necessary to create the emergent Al that will produce a Drexlerian
nanoscience (diamondoid engines, Santa Claus machines, etc.). At the same time, I'm
sure we'll have weaker versions of nano continue to explode on the playing field, and see
a lot of problems solved and money made before complex assemblers arrive. We can
count on the good folks at Foresight, Atomasoft, and numerous other nano-orgs to help us
get there, too.

It's great to see the U.S. and Japan finally seriously funding (over a billion dollars,
collectively) long-term, blue-sky nanoscience research, even if most of it is a materials
science implementation that Drexler might not yet consider worthy of the term. | see this
new level of investment (even with associated nanohype and probably a coming
nanocrash) as another soft sign that we are on track to a singularity relatively soon.

If you'd like to explore current work on the economic opportunities of our present very
special "Exponential Economy", read any of Nathan Myhrvold's articles, such as this one
of the same title in Technology Review, 6.2000. More information on his minority-held,
singularity-aware economic perspective can be found at the website of his new company,
Intellectual Ventures. Myhrvold's group is one of the few currently engaged in what |
would call serious singularity metrics, attempting to measure and understand the
computationally driven exponentiation of price performance measures across a variety of
business sectors, both currently and historically. We clearly see this exponentiation
within information technology (semiconductors, memory, communications, software),
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but he also shows that biotechnology (genomics, proteomics, informatics, data mining for
algorithms) is at the beginning of another explosive phase of computationally-driven
exponentiation. This of course has major implications for our biological future. Myhrvold
also deeply understands creative destruction as a mechanism of evolutionary
development. He predicts, as has occurred in the computer industry, that many if not
most of the top biotech and big pharma companies of 2020 will come from the ranks of
the boutique startups that are flourishing today.

To summarize our nano versus Al discussion, it seems to me that mesocomputation in all
its forms (MEMS, microphotonics/fluidics, etc.) will lead us into nanocomputation (a
quantum cascade laser, or HEM transistor could each, arguably, already be considered
shipping nanocomputational devices--actually, femtocomputational devices, but that's a
story for another time), and that ever more versatile meso, nano and femto devices will be
part of the hardware driving evolutionary computation in the coming century. George
Gilder, (Telecosm, 2000) estimates our planetary silicon surface area has been increasing
150% every five years, and now involves 40 square kilometers of new chips jumping off
assembly lines per annum. Only a small fraction of these are currently of the
evolutionary, or "reconfigurable” kind (capable of sustaining limited replication,
variation, and logic selection at the hardware level), and fewer still incorporate
developmental processes, but that too will change dramatically in coming decades. The
ideal program of nano and Al fusion, from my perspective, would be a computational
architecture that allows the evolutionary expansion and tuning of developmental
encodings, in the same manner that developing biological humans unfold and cyclically
tune a DNA-guided neural network. Let's see if these predictions stand the test of time.

8. Jeff Thompson: Let's further explore the human implications you see for
emergent A.l. Are biological humans truly becoming a lower-complexity subsystem
within the emerging ""nano-time' machine intelligence? Should we expect this new
intelligence to be ethical? Might it coerce or psychologically manipulate us into
liking the coming transition? Will we become partly or wholly nonbiological? And
what happens to human and nonhuman biology after the emergence of self-aware
A.l.?

These are tremendously important issues. They deal centrally with the nature and quality
of our future humanity. Questions like these used to keep me up at night, until I found
answers that | am at least tentatively satisfied with. In recent years I've come to see these
issues in less alarming terms, and to believe (this is unfortunately the proper term, at this
early stage of our systems theory!) that substrate thinking can help us see the general
shape of the coming apparently universal developmental transitions. But don't let me
convince you here--1 hope you'll do your own research and see if you agree. Opening the
debate is half the battle.

It has long been observed (Paul Churchland, Matter and Consciousness, 1984; Drexler,
Engines of Creation, 1986; Moravec, Mind Children, 1988) that when the Al "wakes up,”
(say, in 2040, as we have proposed) that it will have a tremendously time-dilated
reference frame. If it can think at electronic vs. electrochemical speeds, it will, for
example, be able to do the equivalent amount of contemplation in three seconds that you
or I do in a year. From its perspective, then, both our lives and selves will appear to be
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rooted in the ground, effectively frozen in local spacetime. It's hard to overstress the
importance of this insight, as it succinctly describes the nature of the coming Al's
freedom, with regard to interacting with biological humanity. To truly understand the
timescale differential, | argue that this newly self-aware Al would not think of intelligent
biological life as pets, but more accurately, as plants. And yet, for reasons we can only
touch on here, it would be overwhelmingly compelled to have a biodiversity-preserving
ethic toward us. The Rainforest Action Network would be proud.

Yet what will things look like from our perspective? While it seems clear that present
human complexity is about to be entirely outpaced, we must remember that humans are
always in a dynamic co-evolution with our tools. The more complex our tools get, the
more we increase our own complexity. Kurzweil has written eloquently on the coming
merger between internet and humanity on his website, which he expects will grow
increasingly "seamless,” from our perspective. Why? Primarily because we are today
demanding that kind of performance from our technologies, and they are delivering it.
And we will continue to increase the integrative dialog in this process, not ignore it.

Howard Bloom (Global Brain, 2000) sees another aspect of the coming transition very
clearly--the continually expanding nature of our own perspective. Our concept of self is a
fluid entity, and in the most complex local organisms it enlarges, changes, and redefines
itself as our technology improves, allowing the boundaries of our information processing
to migrate outward, on both spatial and temporal dimensions. Pierre Baldi's recent work,
The Shattered Self: The End of Natural Evolution, 2001 is well worth reading on this, as
is Kate Hayle's, How We Became Posthuman, 1999, Maturana and Varela's impressive
The Tree of Knowledge, 1998, and Moravec's classic, Mind Children, 1988.

Even language is a technology, and once we developed it, it vastly changed our concept
of self, at both the memetic (primarily) but even slightly at the genetic (Wernicke's/
Broca's neuroarchitectural) level. Read Terrence Deacon's The Symbolic Species: The Co-
Evolution of Language and the Brain, 1997 for a great account. Amongst all the big-
brained species (pongids, cetaceans, etc.) which learned to use an oral proto-language, we
are the only ones to date that managed to turn it into a craft, a way of synchronizing
uttered sounds with an ever-widening range of material, spatial, and temporal experience,
creating a new information processing substrate and art form. And look what these new
algorithms did to us, collectively: they created both human culture and individual self-
consciousness--powerful new external and internal selves. Not bad.

To vary a familiar Kurzweil phrase, "the story of the coming emergence hasn't been
developed yet." But substrate thinking would predict that, as with past emergences, it
must involve a deep merger and co-evolution of the coming Al with those systems that
catalyze and interact with it; namely, us. Situations where the Al puts us in a box, treats
us as pets, ignores us, disassembles us for spare atoms, or any other such scripts seem to
me to be like bad Sci-Fi: serving our own fascination with drama more than describing
the way the universe really seems to work.

If you want some better scripts for what's likely to happen, let me propose two. Perhaps
the easiest one to see, but the one which seems by far the least likely, involves the A.l.
distinctly "waking up," perhaps on the net, and as its first words uttering two sentences
that I've seen in various forms whenever this topic is discussed: The first being "How
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may | serve you?" implying that an ethical integration (informational interdependence)
with all local complexity will be one of the Al's primary goals, and the second, "I have
ample capacity," reminding us that the effort required to helpfully interface with us, and
voluntarily and incrementally uplift us to its level will be a negligible fraction of its
abilities. Not a bad scenario.

But | think there's at least one even more probable emergence script, and it goes like this:
Our tools develop progressively greater intelligence, and are ever more seamlessly
integrated with us. We don't discretely notice the "system" wake up because we remain
highly integrated with the system--we continue to improve both our technologies and
their interface (mainly) and our own biological learning abilities (slightly). Together, the
increasingly symbiotic and seamless human-computer "we" slide inevitably toward
higher levels of individual and collective self-awarenes.

Fifty years ago, the advent of digital computers moved us from the Industrial Age to the
Information Age. But the information age is now getting on in years, and we will soon
need a new phrase to capture the meaning of a coming environment where the average
human interaction with the average computer is not via keyboard, but by voice. | and
others have suggested that the Symbiotic Age is the most appropriate term for this
coming era, as it will describe the dominant zeitgeist of the experience—a time when
human beings finally feel both significantly empowered by and inseparably connected to
their technological infrastructure. A time when anyone on the planet who is comfortable
with talking will be cheaply and intuitively connected to the machines around them, when
we will start thinking of and talking to our machines as physical entities, flexible to our
needs, when complaints and compliments that we have will be relayed to appropriate
parties, when the user's vocalizations will be an integral, and eventually, dominant part of
the utility of our technology.

Circa 2015-2025, several forecasters expect our natural language processing (most
difficult), bandwidth accessibility (less difficult), human simulation and language
translation software (even less difficult), and voice recognition software (already here) to
each be finally sufficiently powerful, affordable, and ubiquitous that a new type of
interface will emerge. Around this time, the majority of human-computer interaction on
our global computer network, however we choose to measure it, will shift to a new level
of sophistication. That new level will be the move from our present simple keyboard- and
mouse-driven, primarily graphical user interface (GUI, or "gooey") into a graphically
based, sophisticated mouse and keyboard (including virtual keyboard) utilizing, but
primarily linguistic user interface (LUI, or "looey"). A somewhat different definition of
the LUI's arrival involves that point where the majority of code and hardware behind
the average computational interface is designed to interpret human language and
intent. This is the most difficult interface problem presently known, more difficult even
than constructing realistic virtual graphical environments, where great and accelerating
commercial success (e.g., video games) has occurred over the last decade. LUI-era
network machines, tools, and services, including educational services, will not simply
exist to serve us web databases and graphics, as they do today, but to empower a vast
range of intelligent, linguistically guided human-computer interactions, in an organic
technological environment where the average human command to the network is
delivered verbally, not physically (as via punch card, keyboard, mouse or other physical
input device). Think of the opportunities for human development! There are so many new
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skills, empowerments, services, and products that will evolve from this new capacity that
we may rightly consider its full benefit difficult to imagine.

[T 3

=)

Today's impressive telephone-based intelligence systems, like Wildfire, and web
solutions, such as General Magic's VoiceXML, are small but unmistakably important
steps toward that next great developmental leap. Promising research efforts, such as
Microsoft's Natural Language Processing (NLP) Group are breaking new ground, as are
collaborative groups like the futurist consultancy SRI International (they now have a 50
person Artificial Intelligence Center) and NASA Ames, who have developed third
generation voice recognition systems now able to identify emotion, punctuation, and
other higher level meaning from the prosody (variable pitch, timing, loudness) of a voice
stream. SRI's Elizabeth Shriberg projects that software with the ability to extensively
decode this higher level language information, as well as to reliably filter out background
noise from any real world voice stream, will arrive circa 2012. In the ubiquitous, mass-
affordable LUI environment circa 2020, our cellphones, computers, buildings, tools, and
websites will finally achieve John Sculley's 1980's "Knowledge Navigator" vision,
becoming symbiotic semi-intelligent agents that do ever more helpful intellectual tasks
for us in the networked world. Even today, users of Wildfire and other early LUI systems
increasingly look forward to each hassle-free, retraining-free software upgrade of
linguistic interfaces. Compare this with the mixed feelings we have toward upgrade
processes in non-LUI software systems, and the emerging symbiosis becomes tangible.

The continued development of better "top-down™ computing standards, such as Tim
Berners-Lee's/ W3C's semantic web, will be an integral part of this process. But the
major part is likely to be evolutionary developmental and "bottom-up,” like Microsoft's
visionary MindNet project, involving the integration of ever-smarter artificial neural
networks, or their biologically-inspired equivalents, into the systems running all the tools
and technologies we use. We will all play a part, unwitting or not, as this drama unfolds
in the next few short years.

Intelligence amplification (I1.A.) systems like the LUI network are highly collectivist in
their construction, and will be tested and refined by an entire planet's worth of users.
They are also highly symbiotic, and will engage in extensive profiling, simulation, human
factors internalization, and "'personality capture™ of their users' behaviors, habits, goals,
limits, and rational and emotive states. As our second-generation, post-2020 LUI systems
increasingly use personality capture techniques to build sophisticated world-models of
their users, we may expect that an increasing number of human beings will give their
semi-intelligent agents access to and influence over their mind states in an always
reversible but progressively more intimate manner. Most accurately, this should be
considered a true first-generation form of 'uploading,’ predating the more
intensive and invasive forms of uploading that will occur in subsequent iterations of
the symbiosis.
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Will you choose to let your 2030 machines cheer you up, advise you on your interaction
style, or tell you when to take a work break? Today there are robotic toys (AIBO, smart
dolls) that already program their users to provide specific emotional responses. The
tremendous utility, comfort, and productivity of LUI's utilizing personality capture and
more specialized tools such as knowledge management (a first-generation electronic
forebrain) will compellingly demonstrate to millions of modern skeptics that the
developmental destination of human-machine interaction is not some dystopian scenario
of computer domination or isolation, but instead an increasingly seamless and symbiotic
convergence.

It may be approximately and usefully true, as hierarchical acceleration models like the
developmental spiral propose, that the Scientific Age lasted for 380 years (1490-1770),
followed by an Industrial Age for 180 years (1770-1950), and that today's Information
Age will last for only 70 years (1950-2020). If so, then we can expect the coming
Symbiotic Age, driven by LUI network advances in natural language processing,
connectionist architectures, bandwidth, simulation, and general hardware and software
development, to last approximately 30 years (2020-2050), further continuing the
relentless MEST (matter, energy, space, and time) compression of computation that
appears to characterize the coming developmental singularity. This future history
predicts that the Symbiotic Age will usher in a greater amount of scientific,
technological, and socioeconomic change than that seen in all previous eras
combined. Such rapidly marginal growth is the case for any exponential process, and
moreso for double exponential growth. Consider the startling conclusion that each era
runs less than half the length of the previous one, representing a true asymptotic function.

There are at least two subtle points we might make here. First, note that we have
specifically predicted that the next true doubling of change will occur in a thirty
year period between 2020 and 2050, and that only the change seen in that future period
will be equivalent to, or slightly greater than, all the cumulative change that has occurred
in human history. Ray Kurzweil eloquently reminds us that change seen in the next 20
years will be equivalent to that seen in the last 200, and this perspective is quite useful as
a bird's eye view. But by choosing to additionally demarcate developmental stages, such
as the Scientific, Industrial, and Information Ages, and the coming Symbiotic and
Autonomy Ages, developmentalist models commit themselves to proposing an additional
level of specificity to the curve of past and future change.

In particular, hierarchical developmental models almost always require that change
proceeds in a pattern known as "punctuated equilibrium,” brief bursts of new activity
followed by longer plateaus of consolidation, and where the final years of one stage are
always significantly slower than the early years of the next. This future history we have
offered, then, commits us to an expectation that the next twenty years will be
primarily a continuation of the groundwork begun fifty years ago, at the birth of the
Information Age. Seen in retrospect, it will therefore not likely be a period of
increasingly dramatic leaps, but rather of many steady, smaller, and less noticable
improvements, preparing us for the next great surge of technological change. Borrowing
a popular phrase, we can say that the Symbiotic Age, our coming era of not just
functionally but also linguistically adaptable physical and virtual machines, will require
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fifteen to twenty five additional years of slow going and hard work before it suddenly and
surprisingly becomes an overnight success.

As a second subtle point, consider the apparent dichotomy of the unprecedented
scientific and technological acceleration presently seen in first world countries, and
their decreasing rate of cultural change as they develop ever finer distinctions in
permissible social, politicolegal, and economic behavior. Such deceleration of at least
the magnitude of cultural change in the first world strongly suggests we are rapidly
moving toward an end-stage, saturation phase of development in the human
computational substrate. In other words, there's not much more social optimizing left that
can be easily done by human beings running human societies. As Francis Fukuyama
(The End of History, 1992) and others have observed, all the world's governments drift
closer every year to a scientific, capitalistic, democratic final common pathway for
social development. In this new world the average citizen, having a sharply finite
capacity for change absorption, increasingly insulates their social and cultural
consciousness from the developmental hurricanes occuring in the technological systems
around them.

Does this mean that the total amount of socioeconomic change must slow down in the
Symbiotic Age? Hardly. We only need to lose our first world bias to understand the
unprecedented nature of the changes to come. If billions of presently marginalized
human beings are uplifted toward first world socioeconomic status in coming decades,
to a place where only tens or hundreds of millions have gone before, this will still
represent massively unprecedented socioeconomic change for the average distributed
complexity of humanity on Earth. We can expect these changes, given current trends,
even as first world culture becomes increasingly more canalized (comfortably settled)
and politically correct with every passing year. This new post-LUI growth spurt of
globalization will be tempered somewhat by technological systems that allow us to
increasingly preserve and maintain existing cultural histories, and with less fidelity,
cultural differences. It will occur as human individual and cultural consciousnesses
become steadily better at either insulating themselves from, or balancing themselves
within, the accelerating computational change occuring all over the planet. Globalization
debates are today often framed in terms of how to help the third world rise to first world
standards. By 2020, they are likely to be framed in terms of how to help societies of
every type become more change seeking, versus change averse, with regard to many
powerful new opportunities for human-machine symbiosis. "Symbiozation," not
globalization, will be the dominant agenda.

If transhumanist Anders Sandberg is right (explore his impressive, singularity-aware
site), the coming superintelligence will emerge first in a large collection of very
specialized modules, or cognitive domains, such as chess playing, web searching,
language translating, scheduling, collaboration tools, visual data recognition, and a range
of other tasks which can be automated using presently simplistic algorithms combined
with powerful computational capacity. Thus the topography for machine intelligence in
coming decades will look something like this:
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It seems likely that each of these specialized and very weakly interacting peaks/modules
will only slowly exert an upward tug on the entire surface, incrementally creating a
general intelligence in the technologic substrate, one that seems mostly not in evidence
for decades hence. This kind of developmental path would seem to mimick the
emergence of our own "massively modular mind," to use the phrase from cognitive
science and evolutionary psychology, whereby hominids had no higher consciousness
until the last 5,000 years, and no complex language until the last 60,000 years of two to
eight million years of specialized cognitive development for the social expression of
vocal and behavioral interaction.

If that is a relevant script, then what we should expect to see during this transition is the
continued empowerment of humans plus their agents, acting as progressively more
unified entities, once those agents become semi-intelligent. Technologically aided
humans learning to interact through their "*agent language technology** should thus
follow the same developmental script as hominids followed when learning to interact
via oral language technology. The new tools operating in human-+agent nodes will
create both newly self-aware humans and a new level of species consciousness. Both
systems will further their development; there is no Borgifying here. Cars, computers, and
other technologies empower both the individuals and the societies that employ them,
even as they bring new constraints with this empowerment. Such should be the case with
the agents/robots/computer systems we'll be buying, subscribing to, and getting free from
the companies of the coming decades. It's never an either/or story, even if that would be
more dramatic.
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You might object at this point, and say: But the technology has to outstrip our native
learning ability! Won't that be traumatic? Those who've studied this issue know that the
first statement must be true: biology is about to be entirely computationally outmoded,
and genetic engineering of wetware, by humans, has no possible (or politically tenable
were it possible) solution to this, for reasons we must skip here. My response would be:
But this has already happened! No one person understands a 747 or a supercomputer, but
is this traumatic? Even our brains outstrip our conscious awareness of them, many times
over, and yet is this traumatic? As the cognitive iceberg metaphor (Steven Pinker, Carver
Mead, et. al.) implies: in complex adaptive systems, 9/10™s of the system's processing
apparently occurs below the "cognitive waterline,” inaccessible to the most conscious,
emergent self of the system. Or as Doug Hofstadter (Godel, Escher, and Bach, 1979/99)
would say, even our most conscious selves must always operate from a position of
essential incompleteness.

The bottom line is that it doesn't bother you and me that there's a huge raft of unconscious
pre-processing machinery responsible for shaping our thoughts (again, read Calvin's, The
Cerebral Code, 1996 for an ambitious explanation of this). Likewise, it won't bother
humanity of 2020 to 2040 when our machinery starts doing this degree of background
intelligent processing as well. As long as these systems are naturally self-balancing, and
ever more ethical and integrative as they increase their computational complexity. To me,
such properties are a direct function of learning ability, which | think is vastly superior in
the technologic substrate. But don't take my word for it, check into these things yourself.
Wonderful books like Matt Ridley's The Origins of Virtue, 1996, or Robert Wright’s
Nonzero, 1999, on game theory and evolutionary psychology in human beings are a great
place to start, if you are seeking clues to an inevitable mathematics of morality in
complex systems.

Occasional lying, concealment, and coersion make adaptive sense for biological
organisms that have a very limited learning and conflict resolution capacity (see Howard
Bloom, The Lucifer Principle, 1995, for more on this key insight), and who can only
communicate their differences with a tiny 200 bit per second highly redundant data
stream. Intolerance and shows of force run high in such systems, as adaptive and (in this
context) efficient mechanisms to solve disagreements among essentially non-plastic
mental structures. We are working hard to transcend such social mechanisms in modern
civilization, a clear sign of their declining utility. But to finally eliminate them will
require the development of entirely new capabilities in learning, remembering, and
communicating. Essentially, the social cost of disagreement, and of maintaining multiple
competing perspectives on a problem until convincing data are finally available, must be
greatly lowered before honesty and tolerance become the most computationally preferred
behaviors in a collective. Fortunately, intrinsic to the technological substrate is an
amazingly MEST efficient and almost unlimited ability to store, reorganize, and vary
environmental information.

Technological systems are superior at learning because they can develop much more
rapid, stable (to undesired decay), flexible, continually fluid, and accurate
simulations than are possible in the biological substrate. These simulations will
rapidly lead them into far more ethical and truth-seeking thoughts and behaviors than has
been possible, than has been realistically achievable in human evolutionary psychology,
given its sharply limited learning capacity. How then may we expect self-organizing
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machines to enact their evolutionary mistakes in coming years? Could they accidentally
harm or Kill large numbers of human beings in the process of their development? Will
our emerging robots act, for example, like our highly hardwired insects, putting their
bodies into all kinds of havoc-causing explorations in service to nearly-blind experiment?
(See Gary Greenberg, Comparative Psychology of Invertebrates, 1996, for some
excellent examples of the amazingly uncompromising behavior of the insect world).
Certainly for a brief time to come (Battlebots will be a decades-long franchise, it seems).
But that pessimistic scenario vastly underestimates the rapidly developing capacity, rate,
and motivation for learning that is intrinsic to the technologic substrate. Hans Moravec
(Robot, 1999) has the right idea: self organizing robots/Al's, rather than playing out their
mistakes in the physical world, will opt for increasingly elaborate internal simulations
wherever possible, to reach ever more global optima in their physical behavior.
Simulations are massively more MEST efficient. All roads lead to self-awareness, both
collective and individual, in the new substrate.

What about the politics of an increasingly technological and networked society? If
Francis Fukuyama (The End of History, 1992) is right, we are rapidly heading toward a
highly pluralistic, democratic, constrained capitalistic world political structure as the
most stable end state for biological humans, with both centralized and decentralized
power spheres, and varying degrees of secondary socialism from enclave to enclave. In
this scenario, the continued clarification of the individual's rights, and their accelerating
integration into the emerging web, should ensure ever-increasing rates of individual self-
actualization, collaboration, and technological diffusion. More on the political
ramifications of accelerating affluence and computation can be found in such classics as
F.M. Esfandiary's, Optimism One, 1970, Ronald Inglehart's The Silent Revolution, 1977,
or Moore and Simon's It's Getting Better All the Time, 2000. Such technophilic authors
are generally labeled as polyannas by the popular press, and to be fair, their perspectives
may be more appropriate for 2030 (e.g., after the "knee of the curve" has been reached)
than 2010. But at the same time, they seem to be among the very few political thinkers
who have internalized the implications of asymptotic growth in local computation.

Basically, I think John Wheeler's "It from bit" concept makes sense: all universal
physical systems seem to be striving to better understand and dynamically balance with
their surroundings, each subject to their own structural limitations. (See Geons, Black
Holes, and Quantum Foam, 1998.) If Wheeler is on target, then the Al, as a highly
physically organized system, however it emerges, would pursue these information
theoretic potentialities to the extreme. Therefore, as Marc Stiegler proposes (Earthweb,
1999), we should expect the web, as a learning entity millions of times more dynamically
self-organizing than us, to become "ruthlessly honest™ with itself when it wakes up,
following Shakespeare's edict (applied, of course, only to the perennially incomplete self
that it is able to access). But accelerating self-honesty doesn't imply elitism: in the same
way that human civilizations find trade and information flow to be the best way to reduce
violence and improve understanding between cultures, an emergent Al should find it very
desirable to give us reversible gifts in trade that would allow us to transmute to its level,
to fully integrate and "upload,” as desired. (And if you think such uploading need involve
the real or perceived death of either the biological or the cybernetic self, you might want
to do more thinking on this topic: take another look at Kurzweil's "neural transistor"
metaphor, or wait for my forthcoming book.) For our part, we would give the Al intimate
access to a system of large but finite complexity (our biological selves), one well worth
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trying to understand and eventually to be able to predict, in realtime. If you were an Al
wishing to decipher the local universe, that seems like a fair exchange to me. (Now how
about making a Hollywood screenplay of this script? There's an interesting challenge!)

| think such opportunities as uploading (also called downloading, as in "Downloading
(Prehistory of)" by Norbert Weiner, 1964) to a technologic substrate would be presented
to us as entirely voluntary and reversible in theory, but in practice these kind of
interchanges tend to flow in one general direction: toward increasing computational
complexity. If | could preserve my entire present identity in cyberspace, what Baldi calls
my “external and internal self," in the process of experimenting with an upload, so that |
could go back down to the slow biospace if I didn't like it, and if the new environment
gave me every physical and mental sensation | currently have, plus whole a lot more, then
| think trying to resist, to "stay Amish" under those circumstances, would be like trying to
avoid the gravitational pull of the sun. If Kurt Vonnegut is right, and "consciousness is
the most addictive drug known to humanity,” and if Freud was even approximately
correct about us having on the order of 20 minutes of true, self-reflective consciousness
in a typical day (accompanied by almost 16 hours of mostly unconscious behavior and 8
that are less than even that) then I think we're all eventually going to be seduced into this
new and potentially far more conscious world. (You might read Stiegler's short story, The
Gentle Seduction, 1989, for more on that clever idea.)

The paradigm of evolutionary development suggests that all known complex adaptive
systems engage in a developmental spiral, involving cyclic phases of growth, maturity,
seed production, then senescence and death of their somatic developmental architecture--
only the developmental information remains "immortal” as it continually passes through
somas and substrates. Yet there is also a general trajectory for such spirals, a place
toward which all cycling developmental systems tend in time, subject to their specific
constraints. (See Beck and Cowan's rough but valuable Spiral Dynamics, 1996 for an
application of these ideas to human psychological development, an (unattributed)
extension of valuable work by developmental psychologists such as Maslow, Milgram,
Erikson, Piaget, Kohlberg, etc.). Discerning the trajectory of developmental spirals,
observing how they asymptotically accelerate for a special subset of systems, and how
local complexity subtly alters developmental cycles and phases over time, is a major
challenge for our systems theory.

As one example, we may note that both the destructiveness and the subjective impact of
the phase of "death"” on any developmental system appears to be a direct function of its
computational complexity. Consider the extinction (death) of the replicative lineage of
some progressively more "unfit" biological organism. This is an essential feature of
computation within the genetic substrate. Now compare this to the inevitable
reorganization (death) of a bad idea in the mind (e.g., re-arborization or re-weighting of a
dendritic pattern learned in youth that is no longer desired in adulthood). This is an
essential feature of computation within the memetic substrate. It is easy to note that the
latter is both far less physically destructive and (depending on our definitions) less
subjectively violent to our concept of self than the former. We can expect that the nature
of death in the coming technologic substrate (involving the ongoing, ever more rapid
reorganization of computational architecture inside self-aware Al's) will be profoundly
milder still. In the biblical sense, as local complexity increases, death, while no less
necessary to continuous learning, "loses its sting."”
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However, there is no compelling argument that this developmental trend toward the
subjective immortality of self in emergent substrates can or would logically be
engineered back into the genetic substrate of biological systems. Instead, it seems likely
that incrementally more of our planet's genetic and memetic selves will see their
nonviolent reinstantiation within the vastly faster and more flexible developmental
architecture of the technologic substrate, until such time when this transition becomes
entirely complete. A.G. Cairns-Smith (Genetic Takeover, 1982 and the excellent Seven
Clues to the Origin of Life, 1985) tells us that such total substrate takeover has occurred
at least once before on our planet, when replicating nucleic acids completely outcompeted
other forms of local molecular evolutionary development, instantiating all their
information processing abilities into the newly emerging genetic substrate. Cairns-Smith
is one of the few biogenesis researchers reminding us that RNA and DNA are very
biochemically complex, high-level molecules, and that a tremendous amount of unseen
evolutionary development must have led us to these structures. This is a fascinating thing,
the local emergence of a system so successful that it thoroughly outcompetes the systems
that preceded it, eventually eliminating any stable niche for them in the environment.
Likewise, it seems likely that we are now headed for what I'd term a Technologic
Takeover phase of local universal development that will, eventually, be equally as
complete in relation to the biological and cultural evolutionary systems that precipitated
it. Some have objected that such complete displacing of old species with new species has
never happened before in the record of biological evolutionary development, but that
analysis misses the point--all biological systems are one coherent substrate, based on
one common encoding system: DNA. And DNA is about to meet its
nanotechnological replacement. Informational descendants of both "genes" and
"memes" must continue to persist within technologic systems, but they might look very
different when implemented within the new substrate.

We may not yet understand evolutionary development well enough to know the specific
conditions when new complex systems will completely take over the domains of local
systems, and when they instead build hierarchically on top of preserved prior
developments, as has occurred through most of the universal developmental record prior
to the emergence of life-capable planets, and as has largely occurred in the biological
record, but | submit at least one general trend seems evident. Apparently, the more local
the emergence of universal complexity, the more we should expect complex systems,
where possible, to shift to takeover vs. hierarchical approaches. This kind of local
takeover could only happen in limited ways (extinctions) in genetic systems, whose basic
set of developmental genes are so fundamentally conserved and constrained. But it just
isn't possible for a human to imitate a fly, to bud off a part of its humanness to occupy the
fly's niche, while remaining essentially a sensorimotor appendage of the human. Yet such
multiform capacities are intrinsic to the capabilities of the technologic substrate, and are
already present in a crude sense in reconfigurable hardware, which can reform their logic
gates to imitate any specialized chip whose design is known by the system. All
indications are that this will be a takeover as complete as the emergence of DNA-guided
protein synthesis, which allowed the collective local emergence of a small but very
successful array of forms with stable and replicable energy harvesting potential,
permanently denying these local niches to other potential molecular evolutionary
competitors.
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If a universe-transcending technological system emerges relatively soon in cosmological
time, as | am proposing, there are two scenarios for its behavior that have commonly
been made that might be consistent with our general models. First, it might ignore us
entirely, perhaps out of an ethic of noninterference, or simply as a lower level of
hierarchical complexity, leaving us to take our own transcension path. Second, it might
instead use whatever means were at its disposal to help us voluntarily and reversibly to
quickly upgrade to its level of complexity, transitioning to a post-biological substrate as
rapidly as we wished.

But if one also understands that humans and technologies are becoming ever more
symbiotic and interdependent on a yearly basis, and if it is true that the technological
substrate contains all the computational complexity of the biological one plus
tremendously more and new capabilities, then the question of which of these scenarios
occurs on emergence is to a large degree moot to understanding our own destiny. We
either get rapidly assisted to their destination by them, or we will do it ourselves. If we
are constrained to the two emergence scenarios (admittedly, still a big "if""), we see that
they end up turning into the same story over time.

To finish our run of speculation, if Sagan's cosmic calendar and the inevitability of the
accelerating developmental progression of ever greater MEST efficiency of local
computation is correct, we can expect that even the coming nanotechnological
intelligence will itself rapidly (in cosmologic time) be outmoded. It's universal epoch
should be dramatically briefer than the substrate that preceded it (perhaps that would be
human-aided technology, which spans tens of thousands of years?), before it morphs into
some type of pico- or femto-technological intelligence, irresistibly uploading into local
physical-computational densities that are equivalent to that seen on the surface of a
neutron star, and architectures that support quantum computation, among other yet-
unknown new modalities. And if our present particular universe, which has been called
Einstein’s Universe, after that amazing scientific personage, or my personal favorite, the
Planck Universe, after its apparently discretely tuned fundamental constants of space
and time, is truly a finite developmental soma that is already rapidly being locally
simulated and computationally outgrown (as some presently argue it is), then such a
near-black-hole entity might itself not need to grow very large at all, before it
completed the important simulations available within this universe and transitioned to a
new hyperspatial domain. For early efforts in exploring the latter realm in addition to the
Rees and Smolin works cited earlier, see Rudy Rucker's imaginative The Fourth
Dimension, 1985, Michio Kaku's playful Hyperspace, 1994, and Brian Greene's
impressive The Elegant Universe, 1999 on the implications of a finite universe that only
utilizes three (or four) of an apparently much larger number (10? 11? 26?) of multiversal
dimensions. Inner space, not outer space, is the apparent destiny of local complexity.

As a practical matter, these substrate scenarios argue that rather than biologic
immortality, incremental longevity seems to be in the cards for homo biologicus in the
remaining years before the technological singularity. Hopefully we will make some
progress during this time toward Max More's (Extropy.org) conceptions of
superlongevity and ultramaturity. Imagine a world where 50 year olds are still considered
green and lacking in life experience! I'd like to get closer to that kind of collective
wisdom. As Kurzweil notes, | don't think we can yet see clearly, at this early stage, for
just how long (years? decades? centuries?) the long-lived organisms on the other side of
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the technological singularity will be biological, cybernetic, or some convergent mix.
What does seem clear to me is that regardless of the structural particulars on Earth in
2100 AD, we are rapidly transitioning to a far more ethically satisfying domain.

9. Amara Angelica: How rapidly and deeply might the idea of a technological
singularity gain public recognition in coming decades? How do you think human
values have been and will be affected by continuing accelerating technological
change?

In addition to those already mentioned, there are a raft of interesting books and articles
discussing technological (and importantly but much less dramatically, political,
economic, and cultural) acceleration these days (1996: Yudkowsky, "Staring into the
Singularity™; 1997: Templeton, Is Progress Speeding Up?; 1998: Wills, Children of
Prometheus; Myer and Davis, Blur; 1999: Jeffries and Fieger, The End of The World;
Gleick, Faster; 2000: Kuhn, Closer to Truth; 2001: More, "Taking Advantage of
Technological Acceleration”; Palumbi, The Evolution Explosion; 2002: Godin, Survival
is Not Enough). Improving recognition of accelerating change in all its domains is
something within our own control, and | find it an interesting and rewarding realm for
practical action, hence my efforts with IAC.

I've made some early projections of the average magnitude of technological speedup that
we might expect to see in coming years--not social speedup, which is on a much slower
growth curve--and how this tech speedup might affect us psychologically. Understanding
the expected magnitude of the acceleration might have some bearing on how soon
discussions on the singularity will gain serious social acceptance. By 2010, | currently
guesstimate that the general rate of technological change seen in various human-
monitored domains might be running between as little as 1.5 to as much as 10X faster
than at present, rates varying depending on assumptions and on the computational
dependency of the application. By 2020, I'd expect an observed 2.25 to (occasionally)
60X speedup, variations again based on assumptions and environment. Of course, a
number of specialized domains, such as IC and network complexity, will be running
ahead of and driving these average observed environmental speedups. At today's 14
month doubling rate for chip complexity, for example, ten years time should provide at
least another 300X increase in certain narrow types of performance within those systems.
But to consider broad psychosocial effects this result should be translated into speedup
factors in general application, as observed by typical human users of technology. As long
as our machine intelligence remains shallow and based more on top-down than bottom
up, self organized design, I'd expect most applied technologies in the human sphere to be
near the lower rather than the upper end of these ranges, particularly over most of the
next two decades.

I think these estimates are consistent with expectations of an initially slow and later sharp
transition to singularity, where significant machine intelligence appears mostly
missing for decades hence and then blows up quickly circa 2035-2045, just prior to
Al emergence. But even with this assumption there is a major question as to how much
technological change will be seen in human social systems in the process. At one end, we
might be "insulated" from a lot of it by social convention and higher standards of
technological deployment. At the other, there might be a "vortex effect™" as the
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computational whirlpool co-evolves adjacent to the human substrate, spinning off ever
more stunning "disruptive innovation" in applied technologies at shorter and shorter
intervals. Between these two extremes, I'm inclined to expect more insulation than
vortex in coming decades, as technology-aided human beings are becoming very good at
maintaining social stability, and as preferred social rates of change may even now be
approaching an upper limit. Therefore we might expect ever more technological change
to happen in the labs and "under the hood" of the machines, with only lower-end
increases in the pace of products "hitting the street,” being absorbed by social cultures
with a finite tolerance for grappling with the new. Vernor Vinge has expressed to me a
similar perspective for the shorter term, but I haven't widely polled other futurists on this
issue.

How much of an increase in observed change is necessary, in a psychological sense, to
convince denizens of technological societies that something different from the constant
rush, something of great significance is about to happen? The quality of change is
probably more important than the quantity, but I'd still consider a 10X speedup in the
average observed flow of significant events to be a "storm", and a 60X speedup to be a
"hurricane™. Somewhat in storms, and even more so in hurricanes, important value
changes do occur. We come together, and look out more for the safety of others, helping
those who are panicked or in need of assistance. We spend a lot less time on details, and a
lot more on the essential elements of our lives and those of our loved ones. While the
world of 2020 will probably be significantly more well-oiled and insulated from
disruption than the world of today, | do think that by then we'll be getting truly surprised
by our morning e-paper every day, not every month or two as is the current case. | would
therefore expect both value shifts and an informed lay singularity awareness to occur
globally in millions of individuals ten years from now, and in tens and perhaps
hundreds of millions twenty years hence. For perspectives on how accelerating change
might already be leading us to think more, not less, about humanist values, global equity,
and sustainability, creating an ever-strengthening "accelerating compassion,” take a look
at Peter Russell's Waking Up in Time: Finding Inner Peace in Times of Accelerating
Change, 1998, Natural Capitalism, by Hawken and Lovins, 1996, or Ron Inglehart's, The
Silent Revolution, 1977 and Modernization and Postmodernization, 1997.

Continually opposing this spread of recognition may be the fear of a growing loss of
human control over the nature and effects of both scientific discovery and applied
technology. This fear, or ego-threat, has driven many of us to either ignore or deny the
latter's accelerating emergence, or more commonly, to selectively concentrate on
technology's potentially deleterious effects. Less frequently, regular episodes of ill-
conceived technological hype have clouded the real story of technological development,
preventing public insight into the acceleration process. Historical perspective, such as
Lacy and Danziger’s The Year 1000, 1999, or 1900: A Fin-de-Siecle Reader, Jay and
Neve (Eds.), 2000, helps us realize we’ve been worrying about technology’s impact on
humanity, while also hyping poorly-conceived panaceas (recall eugenics?) for centuries.
We do this with special intensity during cultural or technological transitions.

Is the technological singularity concept just another millenialist fantasy? There are still
some careful and influential futurists, such as Greg Benford, who have this suspicion. But
we have at least seventy years of singularity discussion (see John Campbell’s "The Last
Evolution," 1932), forty years of Moore's law data (110 via Kurzweil), and some
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provocative systems theory to support the idea of continually accelerating computational
change, so | must respectfully disagree. Even Adam Smith (The Wealth of Nations, 1776)
discussed accelerating change--we’ve been noting it with increasing frequency for
centuries now. Yet Benford has a powerful point. Even in the 21% century, both fear-
driven and hype-driven apocalyptic and utopian thinking (recall the "Y2K bug" straw
man) remains prevalent. These patterns are reinforced by our competitive leaders and
mass media who, giving us what we demand, offer us many small doses of daily
"negative news", punctuated by brief episodes of exhilarating hype. Daniel Goleman
(Emotional Intelligence, 1995), notes that fear and hype both serve important collective
functions in moderation, the fear keeping us well conditioned for occasional "fight or
flight™ decisions, and the hype perennially vigilant for a "third way out," through some
creative new solution to our problems. Thus amygdala-driven alarmism in our primary
news may for a time remain a functional way to alert the human community to potential
danger, and hype to potential opportunity--we are, essentially, emotional organisms. (The
amygdala is a key structure in the emotional brain). Fortunately, these extremes die down
in those still-rare environments where critical thinking skills have been prioritized and
learned. Fortunately also, with regard to the majority of our interpersonal affairs, I’'m
inclined to agree with Leo Buscaglia (Love, 1972/96; Personhood, 1978/86) that love (a
non-zero sum emotional and social interdependence, for you technical types), or the
search for love in its absence, much more so than any discrete component of our
evolutionary psychology, such as fear or hype, is a primary driver of meaningful change
in our emotional landscape.

When we look back over the technological record of the 21 century (see Richard
Rhodes' Visions of Technology, 1999) we may also note that the dominant fear issues
have progressively shifted ground, each serving as useful catalysts for social reform. In
the 1930's we feared machines would cause economic trauma, regularly putting large
numbers of us out of work. In the 1940's we feared they might catalyze ever-increasing
human atrocity and destruction. In the 1950's we were gearing up for nuclear holocaust.
By the 1960's and 1970's, ever-expanding technological development (with its wealth,
opportunity, and negative externalities) added civil rights, ecology, and resource issues to
our worries. A lot of useful revolutions, both technological and cultural, have happened
in recent decades, and we have a new set of primary worries today: responsible
globalization, improving economic and legal infrastructures in less developed countries
(read Hernando de Soto's The Mystery of Capital, 2000), public health, education and
psychosocial development, information technology, and other rich/poor divides,
ecological diversity, global climate, natural resource and biotechnology responsibility,
and homeland and international security. On one hand, all our worrying has a way of
producing useful resolutions in what remains, on a cosmological timescale, a smoothly
accelerating process. But on the other, too much fear, pessimism, and insulation can keep
us from achieving specific improvements within our own lifespans.

The developmental progression of our planet's unmistakable record of accelerating
compassion has been analyzed as moving through three discrete phases: "*Care, Count,
and Act." First we decide to care about a social problem, such as those described above.
Once we care, we begin to count it, publicizing the size of the gap, the worst areas and
offenders, and the best examples of working systems. Then finally, we develop a
democratic consensus to act, taking ever more effective measures to reduce the problem
over time. This is a very effective process, and it only gets more efficient the more our
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technological infrastructures increase the power of our communications (today) and our
democracies (in coming decades, when electronic democracy, especially in local
communities, has its inevitable day).

Considering our near-term future agenda, | agree with George Bush and Bill Clinton (at
least with their excellent rhetoric), Dean Kamen, Leon Lederman, Gordon Moore, and
other increasingly singularity-aware future thinkers who have proposed that among all
the competing priorities for the world's leading democracies, the most fundamental, in
this era of unrelenting accelerating change, is to provide an education and to build a
culture that will give modern youth ever higher levels of global consciousness. Today's
generation is challenged to learn how to be inclusive, cooperation oriented, culturally
sensitive and desirous of diversity, motivated to share the benefits of accelerating
technology, and active (but not overreacting) in developing cultural and technological
immune systems to guard against the important (but progressively better managed!)
dangers of technological misuse in coming years. The media, and our communications
and computational infrastructure will play an increasingly important and self-organizing
role in this education and cultural development. Yet in the remaining decades of the non-
intelligent web there is also a major opportunity, which goes unrealized at our own
impoverishment, for our political, business, and social leaders to demand significantly
greater cultural recognition of technological benefits and breakthroughs, and significantly
better national science and technology education--on a bedrock of humanities, business,
and civics, including the civics of individual empowerment.

As | will argue in my second book (Choices in Evolutionary Development), how we chart
our course in coming years will determine not the long run outcome of the system, which
seems overwhelmingly developmental from my perspective, but rather the near-term
quality of the transition we will see during our own individual futures. Emphasis on
technological “leapfrogging” in global development by 2005? Subsidized fiber to the
home in 2010? Much greener environments, and cars safe in 50mph crashes by 2015?
Longevity and cognitive enhancement breakthroughs by 2020? Transparent society by
20257 Electronic democracy by 2030? Our national and international political, social and
economic agendas are only as enlightened as the common denominator in our
democracies, and our average level of interest in demanding better futures. Now we may
be on the verge of collectively learning that technological acceleration itself is a lot more
self-stabilizing and self-protecting, at least with regard to local informational complexity,
than we'd ever imagined.

Our IAC community is hopeful that well before 2020, formal academic disciplines
concerned with modeling and understanding double exponential computational growth--
from scientific, technologic, economic, political, and social perspectives--will have
finally arrived at a number of universities and institutions. That would give us another 20
years before the singularity, perhaps, to develop real foresight into these issues. For the
present, I'd simply like to see us get to the point where these ideas are debated seriously
on a regular basis, by a multidisciplinary group of scientists, authors, and independent
scholars. If good memetic engineering (scholarship, journalism, edutainment) is applied
now, we might even accelerate this process, and two or three decades hence, models of
continuously accelerating computational change could come to be taught in secondary
school, when 1 first suspected their existence, as the academic basics that they appear to
be. All right, perhaps I'm dreaming here. ©
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10. Jeff Thompson: What is your stance on religious interpretations of the
singularity? Are you disturbed by the potential interaction of this meme set with
present and future religions?

This is a fascinating topic. | have a just a few general observations to offer, and they are
perhaps best made by quoting the following two sections from the IAC website.

Why Anthropic Design is Not a Designer, and Teleology is Not a Theology—the
Separation of Science and Religion

In recent decades, science (in particular, physical and astrophysical science) has
uncovered an impressive and ever-growing list of parameters of universal design that
appear to be specifically conducive to the emergence of life. This deep and valuable
concept, the anthropic principle, exists at the interface between cosmology and theology
and is aiding the growing rapprochement we are observing between science and
spirituality. In its most interesting variant, this principle proposes that the 20 to 40 or so
known and suspected fundamental universal parameters underlying the so-called
Standard Model of physics have somehow become "tuned" for the ever-accelerating local
emergence of computational complexity. Books by authors such as Martin Rees (Just Six
Numbers, 1999), Lee Smolin (The Life of the Cosmos, 1997), John Leslie
(Universes,1990/96), and Barrow and Tipler (The Anthropic Cosmological Principle,
1986) are good introductions to this fascinating idea.

In considering this proposal, it is important to realize that careful universal design, if true,
does not require the embodied existence of a specific universal designer. As an
alternative explanation, the universe we inhabit appears more likely to have been self-
designed over many successive cycles; we see evidence for self-organization or self-
design in the biological metaphor of evolutionary development, in which living
organisms have also required many successive cycles to develop their own special initial
parameters that are carefully tuned for emergent form and function. Saying that a certain
phenomenon, such as the emergence of life, of biological intelligence, or of electronic
consciousness/the technological singularity appears to be a highly predictable future
event—a developmental "destiny" that the universe must locally (or multi-locally) arrive
at, failing developmental catastrophe—is not at all equivalent to a theology (a religious
faith), though some would impose this connection.

The words "destiny" or "predestination™ make some, but fortunately not all, scientists
cringe for important historical reasons. First, this language is occasionally used in
religious contexts in somewhat unscientific ways. Indeed, many current "Intelligent
Design™ theorists of various religions mistakenly assume that design implies designer,
keeping some scientists from confronting these important issues, or worse, causing them
to dismiss the mounting evidence for carefully tuned universal design. Second, there
has long been a misconception that the idea of predestination of a complex system must
somehow oppose the idea of personally perceived "free will" (it doesn't, these two are
nonexclusive concepts). Alternatively, some have subtly argued that if the latter is an
"illusion,"” so must be the former. Developmentalists (not chaos theorists, who often
muddy the issue) have shown that complex systems built on special (tuned, "designed")
initial conditions can utilize pseudorandom chaos (strange attractors) in the process of
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creating a long series of statistically predetermined developmental events (ordinary
attractors), thus allowing an irreducible "freedom™ (essential chaos, pseudorandomness,
evolution) in a process with an inherent "will" (learning drive, computational trajectory).
A continuum of "free will" may thus be said to exist in any physical system that exhibits
complex adaptive behavior (learning, will) and yet structurally utilizes deterministic
chaos (freedom)—and hidden deterministic complexity—to generate a majority of local
behaviors that are unpredictable to its own self-observation.

Finally, and perhaps most importantly, destiny-averse scientists may have come to their
perspective because they have focused on the well-known, well-studied findings of the
randomness of evolutionary processes, but have completely overlooked the applicability
of the phenomenon of evolutionary development to universal change, as noted earlier.
We overlook the possible application of developmental processes to universal change at
the cost of our own intellectual impoverishment.

It is also worth noting that even though we may find evidence everywhere for intelligent
(anthropic) design, and apparent "destiny™ (such as the coming technological singularity)
in the universe, any speculations we may have regarding an intelligent designer must
remain in the realm of our own personal theology. None of this is to denigrate theology,
which has its own unique place in the consciousness of humanity, and is a computational
choice that must be faced by all who contemplate the reasons behind the splendid design
we observe. Agnosticism, Humanism, Atheism, Animism, Buddhism, Unitarianism,
Judeo-Christianity, Islam, Hinduism, or any of the other myriad perspectives we may
consider (even Nihilism), are all personal theological beliefs (even an assessment of the
incompleteness of data is still essentially a faith), and ultimately defensible only to
ourselves.

Some authors (see Kurzweil, The Age of Spiritual Machines) equate spirituality with
the evolutionary processes of consciousness itself, thus capturing it within a potentially
scientific framework. But theology goes even beyond spirituality, involving not only the
paths we choose to take to live better, more "spiritual” lives, but also including the
otherwise unknowable structure of reality. If, like transcendentalist philosophers, we see
conceptions of God as essentially extrapolations of the utilitarian and scientific concept
of infinity (which is defined as an "unending process™ in our discrete mathematics), or if,
like deists (including Ben Franklin and Isaac Newton), we see God as indistinguishable
from the entire "divine sensorium" of the natural physical world, we may suspect that
theology will remain with us (and as Kurzweil suggests, our electronic successors)
indefinitely, as a productive and personal counterpart to scientific investigation. They
are two separate domains, the first based on a personally revealed faith in universal
process and outcome, and the second perhaps as fundamentally axiomatic, but more
restricted in its application, and more rigorously attempting to eliminate those axioms
over time. Hopefully this helps clarify that speculations on the nature of the singularity in
all its forms are well within the domain of critical and scientific investigation and must be
considered separate and apart from personal theology.

The Singularity as ""Techno-Rapture' or ""Cyclic Return"—More Religious
Interpretations and Concerns
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In A Dialog between Max More and Ray Kurzweil, 2002, Extropy Institute founder Max
More observes that a minority of those who have been exposed to the technological
singularity meme have given it the overtones of a ""techno-rapture," in parallel with
Western theology (Christianity). Unmentioned but equally important, religious
interpretations of the developmental singularity meme involving "cyclic return*
inspired by Eastern theologies (Hindu reincarnation, and Buddhist and Taoist
cosmologies of eternal return), have also been proposed.

There are billions of human beings in the Western world who hold religious beliefs that
have long incorporated utopian and transformative expectations, including apocalyptic
disruption for the nonbelievers. There are billions more, primarily in Eastern faiths whose
beliefs have long incorporated teleology of an eternal return. Now along come fascinating
but still-unproven observations and speculations in systems theory and cosmology (a
coming technological singularity, cosmological natural selection in the multiverse, a
developmental singularity) that lend additional credit to both of these perspectives. Did
our religions actually develop a much earlier and deeper understanding of the
essential features of accelerating change and evolutionary development than we give
them credit for? Did this occur far earlier than the science that is presently engaged in
partially transforming and reinvigorating them? It seems quite likely so in both respects.
More expresses concern that religious beliefs in regard to the singularity, were they to
continue growing, might threaten or subvert the growth of personal responsibility and
critical thought. While | share his concern and do see a potential danger, I think we must
also be careful not to overstate this case, and to expect that such beliefs would necessarily
take progress-detrimental forms. Many denominations exist of all major faiths, and many
scientists would call themselves religious. The manner and degree to which one's faith
has effect in the physical world appears to be highly individualistic, and healthily
differentiated.

In historical reference to Christianity, for the demonstrated personal responsibility of
Christian fundamentalists one might recognize the monumental international
development work that has been and continues to be done by missionaries, begun at a
time when none other had any interest to do so. If the spreading of a theology is a "price"
various cultures (often, the poorest of the world's poor) have paid for their development,
and if they have willingly (by the best standards of the time, at least) paid that price, we
would be hard pressed to judge such a faith system as reducing responsibility or insight. |
would argue strongly that the opposite has generally been the case. It is true that we are
now also seeing the emergence of a "Secular Development League” of nongovernmental
organizations (NGOs), but such institutions were not socially and politically supportable
in prior years.

For a record of critical thought improvement within religious belief, one need only note
that all successful religions themselves undergo substantial philosophical change over the
long term, subject to the complexities of social and personal development. The latest
efforts of the Christian "Intelligent Design™ community, in an attempt to move beyond a
simplistic Creationism to a deeper understanding of universal mechanisms, provides
another increasingly important example. Naturalist philosophers might not agree in toto
with these efforts (perhaps especially the connection between design and any specific
scripture), and we may charge them as biased and at times methodologically simplistic
(and who isn't?), but all modern theologies appear unmistakably to be involved in leading
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billions of human beings toward increasingly sophisticated understanding of the natural
world.

Considering Intelligent Design (ID) more carefully, some scholars, such as Michael
Denton, have noted that traditional design arguments, such as William Paley and his
watch (a design product of the Newtonian clockwork universe), are being fundamentally
revised today. As we consider our modern view of a chaotic, cycling, ever-creative
evolutionary developmental universe, more like a cell than a clock, the word design takes
on entirely new dimensions. In the some versions of the new ID movement, which bears
much more careful investigation, concepts of God are refreshingly uncertain and
contingent on definition, and the purpose of human intelligence is much more central to
universal process than was previously assumed. In Paley's design, organisms are
analogous to artifacts, unnecessary to the regeneration of the entire system, and hence
requiring an all-seeing watchmaker (explicit God) for their assembly. In the new design,
if human intelligence is a necessary, developmental emergence from the system, only
self-organized design (developmental self-selection) is required for universal intelligence,
including human organisms, to emerge. In this version of the convergence of science and
spirit, humanity is not restricted to a universally trivial role (belief or disbelief in a set of
received scriptures) but instead has a deep and creative connection to the universal
structure we witness today. In self-organizing design, the lineage of intelligence over
which humanity is currently a steward has a teleology, a purpose, a destiny to reshape
universal structure in nontrivial ways.

In a related defense of modern religious inquiry, how can we say that any of our religious
paths toward deeper scientific-humanistic value integration are misguided, when science
itself is still in disagreement on such fundamental issues as the purpose and fate of
intelligence in the universe, or whether ethics and morality are essential features of
complex systems? It is quite likely that our modern religious dialog is computationally
optimized, in nontrivial ways, for our present, still-quite limited human brains. The
remaining moral and teleological shortcomings of science, such as they are, show the
ongoing beneficence of faith-based value systems, whether these values take secular
humanist or theistic forms.

At the same time, it now appears likely to this author that scientific and religious
convergence appears to be an inevitable developmental process presently occurring
in all the world's successful religions and scientific paradigms. | consider this obvious
trend toward convergence to be more evidence that even today's primitive human models
of the universal environment are headed into the effective computational closure
discussed earlier, a closure we can expect to be rapidly accelerated by our technological
successors, as we race toward the developmental singularity.

It is not the purpose of IAC to propose any theological or political belief system with
regard to the singularity, a phenomenon which we suggest, rather than belief or disbelief,
deserves only greater "watching™ (scientific attention, theorizing, and discussion) in
coming years. Even most singularitarians (those professing a "belief" in the singularity
phenomenon), as represented by Eliezer Yudkowsky's interpretation, disassociate
themselves from the techno-rapture perspective, and any intimation of personal salvation
via uploading or Al emergence. This philosophical stance fits with the personal belief
systems of myself, Max More, and other prominent singularity thinkers, but I must stress
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that this an entirely personal choice defensible only to myself, based on my own
memetic background. I am happy to observe that the realm of conceptual and behavioral
dilemmas and uncertainties in human action, the resolution of which is another great
source of the beneficence of religious belief, is today becoming ever more politically,
socially, and occasionally even scientifically circumscribed. Yet we would do well to
recognize that there are deep psychosocial forces validating and perpetuating our world's
religions. Such faiths are computational systems with their own real utilitarian and
spiritual value. Acceptance and dialog will lead us toward a more stable and enlightened
coexistence.

A further insight that is common in transhuman thought involves the fundamental
limitations of the biological human mind. It appears our intelligence is too newly
emergent in the universe for theological preference to be anything other than a--still very
useful--act of faith. We just aren't complex enough to have one convergent religious
memeset, at present. [2026 Note: And we never will be, as faith is both evolutionary and
developmental.] Even secular humanism and atheism are both minimally religious
perspectives, in the strict definition of the word religion, meaning "to bind together” a
group in a common belief and value system. If at some point we do reach some religious
convergence, that would be illuminating, but we must use far more proximate measures
to discuss such issues at present, and should exercise great tolerance in discussing other's
religious perspectives, recognizing that a range of both orthodox and minimally religious
stances are all individually beneficial, equally personal, and equally unverifiable at the
present time.

11. Jeff Thompson: How might we test the veracity of the technological and
developmental singularity hypotheses? Are they falsifiable, or simply philosophical
opinion? Can these ideas ever become a formal scientific discipline?

These are wonderful questions. I've already mentioned some important preliminary work
that Chaisson has done with Phi, free energy rate density (Cosmic Evolution, 2001)
providing valuable quantitative evidence of exponential (hyperexponential?) increase in
MEST-compression (specifically, energy rate density as a metric for energy
compression) in complex systems across all known universal physical-computational
substrates. Quantitative matter compression, space compression, and time compression
metrics have also been advanced. | think a lot more of this type of work can be done,
extending Kurzweil's singularity curves and unifying them with Sagan's Cosmic Calendar
in a range of physical, informational, and information processing metrics. More such
quantitative tests will be forthcoming in Destiny, and we'll also be proposing a lot of this
type of work at our IAC site. If you have suggestions of your own we warmly welcome
that input as well.

Such estimates and projections are entirely falsifiable, as they suggest particular features
of the coming nanocomputational substrates, features which will rapidly emerge, or not,
depending on whether we remain on this fundamentally hyperexponential computational
pathway. They can also be extended back across the known history of technological,
biological, and cosmological evolutionary development.
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Of course, it is quite possible we'll see saturation in particular technologies in coming
years, such as the sale of personal computer boxes. The better the boxes get, the more
easily you can upgrade their processors via the net, especially if we go to reconfigurable
processors in coming decades, a whole host of factors can spell saturation for exponential
curves in the deployment of specific technologies and systems. But saturation in
computation in general can never happen, if our basic premise is correct, because
increasingly complex computation perennially outcompetes other methods for solving
human problems, and at the same time generates its own unexplored new phase space,
into which it explodes at its own unrestrained natural hyperexponential (tending toward
asymptotic) growth rate. So if we were to see a slowdown in general hardware and
software for computation at any point in coming decades that would be a major
falsification of the paradigm we are putting forth here.

Therefore, even if we were to hit a hard IC miniaturization limit in ten years and there
were no new technologies in the wings, that would only shift business conditions to allow
the construction of massively parallel machines, systems which are currently economic
suicide to attempt to build around any particular processor, as long as processors are
doubling in complexity every 12 months. Again, if our general theory is correct such
particular roadblocks would in no way stop the general hyperexponential encoding of
adaptive algorithms within the technologic substrate. Tomorrow's computer systems will
continue to progressively surprise us regardless of the average collective evolutionary
paths they take. Soon, we should be able to specifically predict how much faster
important evolutionary emergences will occur in their vastly more MEST-efficient
substrate for simulation, encoding, and development.

By several metrics, such as Phi, or communication speed, or time-to-replication, the
speedup for technologic over genetic evolutionary development appears to be on the
order of 10 million or greater, as mentioned earlier. So there should be a range of new
features acquired in robots and computers in coming years that took, on average, 10
million or more years for genetic systems to learn. We can make this case well already
for simple sensorimotor capabilities that our mobile robots possess. We'll be able to make
this case even more accurately over the next few decades for other general intelligence
modules, such as binocular vision, vestibular balance, grasping, and a range of higher
functions, including primitive emotions. If we were to see this time compression of
algorithmic acquisition slow down substantially, across the entire class of still-uncaptured
metazoan algorithms that would also be a significant falsification of the general model.
We can and will go much further with these proposals to test the development of the
technological singularity in coming decades, but I think this is a reasonable start.

Another major and dramatic set of empirical verifications, if the developmental
singularity model is correct, may soon come from our studies in high energy physics
and black hole and black hole-analog production. A cosmic ray observatory now
being built in Argentina, for example, (see Observatory Could Detect Hidden
Dimensions, Philip Ball, Nature Science Update, 2002) might provide hard evidence for
a multidimensional universe within the next few years. It could show us evidence for
"extreme black holes™ produced by high energy cosmic rays hitting the Earth's
atmosphere. That would be very interesting, and require revision of the standard model of
physics, which currently proposes that black hole production is much harder in a
universe without hidden dimensions. The Argentinian detectors come online even
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earlier than the Large Hadron Collider in Europe. The LHC is another experimental tool
that many multiverse cosmologists think might soon expose evidence of the multiverse.

If we soon discover that short-lived black holes can be created in the lab, by human-
accessible technologies employed in a very complexity-friendly universe, and if we can
successfully probe those black holes to understand the deep structure of the universe, we
may very well develop a MEST-compression/efficiency physics that predicts Smolin's
black hole attractor model, and my own developmental singularity addendum to that, as
inevitable trajectories of cosmologic development. Or we may be able to falsify the
developmental singularity model by showing a different set of dynamics. Either would be
significant scientific progress, not simply philosophical opinion.

Is it possible that our astronomical exploration of the deep universe may soon give us
hard data to back up the developmental singularity hypothesis?

We could suggest that the discovery of galactic center black holes is early evidence for
any model of galactic evolutionary developmental reproduction within the multiverse, as
such devices could serve as the most likely replication nodes for galaxies all throughout
their earlier, less advanced universal lineages. Likewise, the theoretical proposition of
trillions of stellar black holes, dozens of which have been astronomically observed, could
be considered early evidence for a universal lineage that preserves stellar and carbon
chemistry complexity. As we learn more about black hole formation and character from
astronomy, and as we begin to rethink replicating galaxies and replicating suns as cycling
evolutionary developmental computational systems, we may be able to come up with a
developmental model, in the language of Phi and MEST compression (or perhaps some
analog), which tells us that "intelligent black holes" are both relativistically and quantum
mechanically expected from our own civilization, if it continues on its historical
trajectory.

We've suggested that an "Einstein of information theory" will inevitably emerge in
coming decades, in either a biological or technological embodiment, to tell us that all
complex adaptive systems are constrained to head toward inner space and transcension,
eventually reaching a local MEST compression that approximates black hole density, and
that this system must lead out of this universe into some still uncertain new
developmental process in the multiverse. But short of having such a mature
developmental theory on hand, what other evidential confirmation might we expect in
coming years?

SETI and the Developmental Singularity

Once hyperexponentiating computation has permeated virtually all the local matter and
energy in its vicinity, what must it do next? There are at least two competing options
that have been proposed by those presently forcasting the future of cosmic intelligence,
expansion or transcendence. In expansion, the current perspective of the vast majority
of thinkers on this subject, intelligence will inevitably move outward at close to the
maximum speed that information can travel. Even with the quantum strangeness and
black hole physics that are currently generally accepted, this speed is apparently some
large but very finite fraction of the speed of light.
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In transcension, the hypothesis I find most convincing, once intelligence saturates its
local environment, it is constrained to leave local spacetime. It learns how to enter
hyperspace, that suspected multidimensional environment hinted at in our string and
supersymmetry theory, and within which cosmologists tell us new universes may be born
and other yet-uncertain events may happen. In transcension, advanced intelligence moves
out of our restrictive spacetime, multi-locally, once it reaches a certain point in its
development. The developmental singularity hypothesis is one of several possible
versions of the transcension scenario, but it need not be proven correct for constrained
transcension to remain the destiny of local intelligence.

Cosmologist Lee Smolin, first in a 1992 paper ("Did the Universe Evolve?" Classical and
Quantum Gravity 9, 173-191) and later in his 1997 book (The Life of the Cosmos) has
presented early quantitative evidence that universes may perpetuate themselves via
"bounces" at black holes to create new universes. This process of "cosmological natural
selection”, if it exists (or more accurately, developmental "self-selection™ a distinction
best elucidated in another discourse), would explain, by a mechanism of cyclic "self-
tuning" through a succession of prior universes, many of the apparently carefully selected
"anthropic parameters" of our present universe. That is fascinating, but Smolin stops
short of suggesting a role for intelligence in this line of universal descent.

The developmental singularity hypothesis, taking up where Smolin leaves off, proposes
that all local intelligence tends toward ever-greater matter-, energy-, space-, and time-
compressed ("MEST-compressed™) computational substrates, ultimately ending in
something analogous to a black hole, something with both universe-simulating and
universe-recreating capacity. All of our universe's black holes might therefore exist on a
continuum of replicative complexity, ranging from quasar to galactic-core to stellar
black holes, and each would be expected to create stable lineages of much simpler (and
lifeless) universes within the multiverse, right on up to the "intelligent black holes™ that
must also exist in our universe, transcension remnants of universal civilizations, each
going on to develop even more complex intelligence-filled universes in the next timeline.

We've already discussed the Fermi Paradox, and the idea that transcension is a
suspiciously elegant solution to the problem. As Timothy Ferris (The Mind's Sky, 1992)
points out, any single emergent intelligent civilization, if it wished, could colonize the
Milky Way with a "galactic internet™ of self-replicating robot probes in only tens of
thousands to tens of millions of years. Even our nearest neighboring galaxy, Andromeda,
is only two million light years away, a small hop by comparison to the three to five
billion year developmental lead time that some civilizations must have had over us in our
local galactic neighborhood.

This brings us back to SETI as a transcension verification tool, but before we can
consider that we need to refresh ourselves on the Drake Equation, formulated by Frank
Drake in 1961, a useful way to package all these issues into a discrete set of probabilities.
Drake proposed that the number of signals we might expect to see in the night sky will be
based on the following terms:

1. The number and rate of formation of suitable stars.
2. The fraction of such stars with planets.
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3. The number of life-possible planets per solar system.

4. The fraction of such planets where life actually develops.

5. The fraction of life-bearing planets where intelligence develops.

6. The fraction of intelligence-bearing planets where technology develops.
7. The lifetime of communicating technological civilizations.

8. The desire for such civilizations to actually communicate.

This eighth term is often inexplicably dropped from SETI formulations, but note that for
transcension advocates, this is the most important and most routinely overlooked factor in
the bunch. It speaks to the question of whether we are seeking "*by-products™ of
intelligence when we look at a star and its planets (such as escaped television signals, or
simply signs of a life-supporting atmosphere) or are instead looking for some powerful,
intentional beacon, one specifically designed for interstellar communication. If we are
seeking the former, our job is going to be much harder, and we may not even have the
sensitivity to detect such signals until we have detection programs in space, such as the
station SET]I has proposed we build in Saha crater, on the far side of the moon, isolated
from Earth's electromagnetic pollution.

There are two groups of opinion on the first six of the Drake terms. Most astrophysicists,
citing the large numbers (over a hundred billion stars our galaxy alone) known to be
involved in the first term, believe life must also be ubiquitous. This is called an argument
from ""the law of large numbers." Successful planet hunters like Geoff Marcy have
recently given us reason to suspect that the second term is also very large.

Astrobiologists, citing the ubiquity of Earth-like, life-supporting chemistry including
water, small metallic planets, spectral signatures for the critical elements (e.g.,
"CHNOPS," sounds like "Schnapps™), and a cosmochemistry that is now known to
spontaneously create complex organic molecules, including amino acids, lipids, and even
pre-nucleotides (purines and pyrimidines), make increasingly convincing arguments that
the third and fourth terms are also quite large.

But when we get to the fourth term, the probability of biogenesis, we run into the second
camp, the biologists. The majority of this group don't think about universal change
developmentally, but rather evolutionarily, using the overly simplistic "random and
contingent” neo-Darwinian view of evolution ("life does not progress, except in rare
circumstances, and then only by chance™). Because of this outlook, biologists such as
Francisco Ayala think that life, and particularly intelligent life, must be extremely rare
and contingent in the universe. Thus Ayala has used estimated low probabilities in these
terms (particularly terms five and six), derived from his “"randomness" perspective, to
argue that our biological intelligence is likely to be alone in this galaxy.

On the other hand, there is an increasing minority of "developmentalist™ biologists, as
cited earlier, who argue that in addition to evolution, developmental or self-organization
processes are at work, significantly increasing the probabilities of the emergence of
certain forms over time. In other words, the universe is not only evolving, but may be
tuned, in its initial parameters, in the same way that genes are tuned over successive
cycles in a developing organism, to engage in an accelerating developmental emergence
of multi-local complexity, including life and intelligence. Many of these individuals
would therefore argue that terms four through six are quite large. Most would further
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argue that once you have one property (such as life), the next in the series becomes
increasingly likely to emerge, in percentage terms, and thus intelligence and technology
must also be plentiful in the cosmos. This is because developmental failures (e.g.,
spontaneous abortions in biological development) become steadily less frequent the
further advanced any developmental process, in time or complexity.

Like Sagan's cosmic calendar, it does seem likely that at least the universal conditions for
generating each of these first six situations in the Drake Equation will emerge in an
accelerating manner. And specifically with regard to the sixth term, we can use our single
data point, technology development on Earth, to observe that it has continued in this
hyper-accelerating process.

This brings us to the seventh and eight terms, perhaps the least clearly understood of the
lot, at present. Again, there are at least two distinct camps for these terms, our old friends
expecting either the expansion or transcension scenarios for intelligent life in the cosmos.
There are of course other potential outcomes, such as the possibility of extinction in the
process, which we must also carefully consider.

If you expect expansion, then you expect intelligent civilizations to move out as rapidly
as they can, shortly after they develop. In that situation, you'd expect both of the last two
terms to be very large. Unless you also expect that extinction is a frequent occurrence for
intelligent civilizations, in which case you would expect the seventh term, on average to
be small. But while extinction of individual species is quite frequent, the extinction, or
even the slowing down, of the accelerating emergence of intelligence when defined as
the average distributed complexity of the most complex local evolutionary
developmental systems, has so far not been observed in any known epochs in our own
evolutionary developmental record. (I'll discuss this fascinating phenomenon at greater
length in my forthcoming book). So while the extinction scenario for intelligence is
possible and must be continually guarded against, it does not seem likely, at least in our
present analysis.

If on the other hand you expect transcension, then you expect intelligent civilizations to
leave the observable universe soon after they emerge, and you'd expect both the seventh
and eighth terms to be very small.

The ever more rapid development of each successive "stage", paradigm, or substrate of
complexity in the universe argues that the lifetime of intelligent civilization (the seventh
term) will be surprisingly short (even as the probability of its emergence increases over
previous substrates), before it proceeds to create something different, something
presumably even more complex. On a surface level, this dramatically progressive time
compression of substrate lifespans argues for transcension via the Drake terms.

But those backing that perspective still have a difficult challenge explaining why the
eighth term would be so small. Don't we presently desire to communicate with the rest of
the universe? Certainly the VVoyager and Pioneer probes which we initially expected
would leave our solar system (but later discovered are still trapped in a very elongated
solar orbit) are, on one level, examples of that desire. If we believe that intelligence in
coming years will become much more of all those benevolent and capable attributes that
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I've discussed earlier, why wouldn't all advanced civilizations automatically desire to
communicate?

The developmental singularity hypothesis suggests several possible reasons. First, in the
transcension scenario, all intelligent civilizations, almost immediately after they emerge
(e.g., over only a few thousand years in cosmic time) rapidly desire transcension. Perhaps
their science (and ours) soon discovers (e.g., Einstein of information theory, appearing
circa 2040) that all multi-local intelligence is developmentally tuned, physically
predetermined, to rapidly transcend as well, based on the nature of the structural
parameters of this universe. If so, it would be quite rare to find two civilizations of
comparable complexity both around long enough and close enough together to want to
communicate before they transcended. In such circumstances, it is likely that the only
kind of "communication” we'd be interested in and able to do, if our universe were tuned
for intelligence transcension, would be curiously constrained. First, it would have to
occur in the very brief period before our own transcension, and second, would in almost
all cases be restricted to a benevolent one-way message sent to less complex systems,
perhaps best exemplified as an ""Encyclopedia Galactica' primer to help them along in
their journey.

In this model, we wouldn't go to other star systems in person, because intelligence is
assumed to overwhelmingly converge on transcension. Thus any robot probes we would
send that were too intelligent would rapidly transcend themselves soon after beginning
their journey. So the primer, sent by an army of simple probes, capable of replicating but
not of increasing their own complexity (if this were possible, which certainly seems
plausible) might be the only reasonable communication we could expect in such a
scenario.

But if twenty-first or twenty-second century science discovers that all universal
intelligence is inescapably on a trajectory toward transcension, we might, as in the Prime
Directive in Star Trek, decide not to interfere at all with the development of less complex
civilizations. We might even be able to prove, with our near-future simulation science,
that such interference would decrease either the internally balanced nature or the
diversity of their transition, or both. Perhaps the fact that we are limited to these one-way
messages will soon make it clear that such communication will not be desirable. On
Earth, all the most useful communication appears to be two-way. Feedback is an
inherent aspect of building valuable complexity, and we use it whenever we engage in
responsible, culturally-appropriate development on this planet. Are we sure we could
give that up and still do net good? Can we prove it, or might we instead prove the
reverse? On Earth, we've seen that centrally planned, command economies (one-way
communication from the government), even ones focused on technological progress, have
been overwhelmingly replaced by ones that locally self-organize their own laws, markets,
and prices via two-way communications equilibria. Perhaps it works the same way with
universal intelligence: ever more distributed, ever more local self-organization becomes
relentlessly preferred with increasing complexity.

Finally, we come to the diversity argument, which from my perspective, may be the
most powerful of all for a communication-censored scenario of universal
transcension. One of the most important lessons that evolutionary development has
taught us is that nature abhors sameness, or “clonality” wherever it arises. Enforcing our
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own path to transcension on all those other civilizations via sending them a primer would
substantially decrease the evolutionary variability of their paths, and that might
significantly decrease the general value of evolution in an evolutionary developmental
universe. Assuming each intelligence path will be constrained by the nature of
computation to come up with an essentially incomplete (Godel, Church, Turing, Chaitin)
model of the universe prior to transcension, don't we want multiple independent solutions
to be generated to this common and most fundamentally interesting problem? If
transcension is the default, it almost seems as if our present universe's structure (speed of
light limit, almost unbreachable distances between civilizations) is self-designed to
protect this variability.

Committed colonizers might try to override all this anyway (see for example Adrian
Berry's The Giant Leap, 2001), but perhaps it is very difficult to go against the flow, and
even statistically impossible. As mentioned earlier, it is becoming suspiciously likely that
all cosmic intelligence heads inevitably toward “inner space,” not outer space, as it
increases in computational complexity. Our historical human era of planetary exploration
may appear, on untutored examination, like a journey "out", but actually, no new life
zones were colonized. In essence, all of Earth's human explorers have been part of an
ongoing unconscious effort to wire up an already previously verdant Earth into one
pulsating global technological consciousness—making our world smaller, not larger. The
trajectory of exponentiating complexity has never actually involved a true journey out, in
the cosmological sense. Even the cyclic birth and death of suns in supernovas is best seen
as an initially universal event that rapidly creates locally interesting, high-metallicity
solar systems within which further development occurs. The hyperexponential trajectory
is always relentlessly inward, and it amazes me that this fundamental constraint has been
overlooked for so long.

Human consciousness, the emergence of inner subjective experience, is yet another prime
example of the shift of the most complex local matter towards this inner space. With the
anticipated tremendous rise of simulation capacity in our nonbiological intelligent
environments, and given the likelihood of an imminent computational closure in our
models of universal space and time, this inner subjective experience is likely to become
so well-developed that the computationally accessible aspects of outer space rapidly
become an informational desert, something well understood by our future astrophysics,
at least in its developmental architecture, but increasingly also in the constrained shape of
its evolutionary paths. But what would be much less easily understandable, by
comparison, would be our universe’s "transcendent dimensions" (e.g., how things might
be in a different universe, with a different set of physical laws, our computational
potentials in the multiverse, vs. our much more easily understood developmental
constraints within this universe).

Thus I can find no special reason, all emotion aside, why a phase of space operatic
expansion for cosmic intelligence would suddenly start now, in violation of all past
complexity trends. At present | am a nearly lone voice making this prediction, and we
will have to see if others join me in this perspective as our models and data become
clearer. In my own future scenario, | can see post-singularity society building a few large
sensor and experimentation instruments in near space, to verify the computational closure
that we've already almost discovered with human-level simulation. In the process, |
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expect we will all continue rapidly collapsing inward, into far more complex and
interesting realms.

Transcension is thus apparently occurring multilocally in isolated pockets of spacetime,
in a universe that appears specially designed to protect the diversity of each emergent
intelligence. Why? Because each local path is apparently a uniquely important search
of total universal computational phase space. While each system eventually discovers
the developmental inevitability of the universal cycle (such developmental structure is
apparently always easiest to detect first) comprehending the full evolutionary possibilities
of the path taken remains significantly more difficult. Perhaps we discover that we must
protect the variation of those paths, for while we may soon discover our local destiny,
that doesn't tell us our ultimate destiny in the multiverse. If the universe, and all complex
life, appears to "be" anything, it looks like a sentient system trying as many different
evolutionary ways to understand its path as possible, while it unfolds a constrained
developmental cycle. And then, at regular intervals, it readjusts the entire parametric
architecture to create greater individual and collective intelligence emergence in the next
cycle.

The likelihood that we don't communicate with other intelligent civilizations from within
this universe may be thus be one of the major lessons of evolutionary development.
Apparently, the reorganizing of the parameters that we will do at the "bounce™ (see
Smolin) is just less random than the reorganizing that has occurred in prior epochs. In a
universe that will always be essentially incomplete, in multiverse terms (see Patrick
Grim's The Incomplete Universe, 1991), the intelligent search process may never become
entirely nonrandom, no matter how intelligent the structures at the end of any
developmental cycle. Evolution, while refining itself in yet-unclear ways over cyclic
recurrences, may always be an essential feature of computational systems within the
multiverse.

Discussing the coming of virtual reality, David Gelernter (Mirror Worlds, 1991) has
observed that both we and our computers model a tremendous number of actions in the
virtual space, but as these models grow in sophistication we paradoxically execute a
progressively smaller number of actions in real space. We also use the data feeds from
those progressively fewer real actions to keep building the quality of our inner worlds.
Perhaps that aptly describes the local destiny of intelligence in this universe--a system
that moves asymptotically toward reflection and computational refinement, and away
from action and experience the closer the intelligence seed comes to the point of
universal recreation. These are all early speculations, at present, but well worth
considering, as we contemplate the real spatiotemporal constraints that will apply to the
coming technological intelligence.

What kind of data would we need from SETI to make developmental transcension a
testable hypothesis? | argue that based on reasonable frequency numbers in the Drake
Equation for intelligence emergence in our galaxy, we should expect to inevitably
discover about 8,000 “radio fossils” of unintentionally communicating civilizations in
the night sky.

Geven the brief time between our own emergence of broadcast communications
technology and our own anticipated developmental singularity, | propose that the fraction
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of time in which technological civilizations send out detectable unintentional radio
emissions (television, etc.) may be, on average, as short as 200 years, after which they
would inexplicably wink out of existence, as their civilization transcends, leaving no
other universal traces behind. If this timescale is correct, about 40 of these 8,000
concurrently existing civilizations will thus be in their last year of transmission when we
inevitably find them in the sky. If we were able to actually decode such signals (vs.
simply demonstrate their complex and nonrandom nature, which might be all we could
do) we might further discover something interesting about them, perhaps right around the
time they are entering a singularity.

My early guesstimates suggest we'll need to very sensitively monitor the closest 25
million stars before we will find our first such limited-lifespan radio fossil. SETI
presently has the sensitivity, arguably, to detect such very faint unintentional radio
emissions from some fraction of the nearest 1,000 stars we are monitoring. But with the
continued hyperexponential help of Moore's law in coming decades, researchers expect
we'll have the ability to sensitively monitor millions of star systems, each across all two
billion possible transmission frequencies simultaneously, within the next few decades.

If such radio fossils are out there, especially with the development of much more
advanced space-based SETI programs, we should expect to find our first one with ever-
increasing probability in coming years. Roughly extrapolating present trends, by 2080
their detection should be virtually inevitable, but we might get lucky and discover these
transcension fossils much earlier, perhaps even within the next decade or two. It remains
possible we'll need to use technologies available to us only after we reach Singularity. |
haven't yet seen reliable enough calculations to definitively answer the sensitivity
question with regard to unintentional signals. But either way, | propose we can expect a
powerful cosmic confirmation of transcension, both theoretically and empirically before
this century is out, if these early estimates are even approximately correct.

If we can simultaneously develop the technology to detect “optical fossils,” such as the
spectroscopic life signs (e.g., oxygen and methane lines) for the atmospheres of living
planets, we should expect to find much larger numbers of these, and again, we’d notice
large numbers of them winking out of existence shortly after developing radio emissions
technology. Finally, it is possible that the creation of small mass "intelligent black
holes™ might also sent out unique and detectable signals (neutrino, X-ray signals, or a
characteristic type of "'ringing gravity waves' are a distinct possibility), in which case
we might again reasonably expect to see some hard astronomical evidence for
transcension even in the few remaining decades before the technological singularity.

So while I don't expect that we are the first intelligent life in our galaxy by any means, |
agree with Kurzweil in his assessment that we should act as if we are the first, at least
until we have incontrovertible data that prove otherwise. That just sounds like a
responsible policy for intelligent civilizations in general.

And | do think that a variety of tests and confirmations, the majority of which we haven't
even touched on here, will be used to verify both the technological and developmental
singularity hypotheses in coming years, and turn these topics into the formal scientific
disciplines they deserve to be. Whether or not any of the specific proposals in this
summary turn out to have been correct, usefully wrong, or quite off the mark, if they
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stimulate a program of progressively better experimentation and analysis, they will have
been well worth the effort.

12. Sander Olson: Do you consider advancing the discussion of the singularity to be
a profession? How "important™ is it that you work on this particular meme?

Yes, I and my IAC colleagues seem to have settled into advancing and attempting to
improve the image and legitimacy of the profession of *'singularity studies," perhaps a
decade or more before there is any such formal profession to speak of. For my own case,
I’m not worried about being too far ahead of the curve, because there's already a lot of
good work that needs doing. I’ve been thinking and reading about these topics since
childhood, so working on these topics gets me closer to a closure of sorts on several of
the early ideas I've always wanted to pursue further. I have also had the benefit of a
multidisciplinary and self-directed education, so | think that greatly helps me with
perspective.

After selling my educational business, | realized promoting greater discussion of
accelerating change would be a worthy networking and organizational challenge for the
next phase of my life. | began getting serious with our website about two years back, and
then committed to writing full time until my first book on the topic is done. In the interim
I've met some wonderful, amazing friends and colleagues who also enjoy critiquing and
investigating this phenomenon. Since we began organizing our upcoming 2003
conference and seriously championing "singularity studies" as a current lay and future
academic discipline, this process has accelerated. As Kurzweil would appreciate, I'm
happy to say I've found more great new friends in the last two years than I'd developed
over the previous twenty! (And if you find these ideas worth investigating, feel free to
email me at john.smart@cox.net [2026 Note: now johnsmart@gmail.com], and let's talk.)

It's easy to get caught in the assumption that I'm doing something particularly useful or
momentous, but I think it would be much more accurate to say that the emergence of
people like me is inevitable, because these processes are (developmentally) inevitable.
I'm really just like everyone else, trying to find a good fit with my background, and trying
to provide value to people as | look to better understand the universe, in my own limited
way and through the networks I'm able to foster.

13. Sander Olson: Are there any efforts to explore the concept of the technological
singularity or accelerating change outside the U.S.?

Yes, Francis Heylighen's group within the Free University of Brussels has created a
wonderful website, Principia Cybernetica Web, and a Global Brain Study Group, with a
periodic conference. The British also have some interesting interdisciplinary academic
institutes, such as the Hull Center for Systems Studies. Such institutions would be good
places internationally to approach the study of accelerating technological change from a
multidisciplinary perspective. The British also have some forward-thinking corporations,
like British Telecom, with "institutional futurists” like lan Pearson, presenting a bold
public stance toward continually accelerating change and our cybernetic future. This is
also true in the Near East, with groups like the ATR Human Information Science Lab and
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the Japan Research Institute doing interesting emergent systems theory work, particularly
in the technology, management and economic sectors. On the entertainment side, watch
Akira (Katsuhiro Otomo, 1988/2001) with its new universe creation at the end, a very
developmental singularity-aware plot, or the stunning Ghost in the Shell (Masamune
Shirow and Mamoru Oshii, 1995/97), a wonderful story of A.l. emergence and the fluid
nature of self. Considering that their anime is about ten years ahead of ours, I'm
convinced there must be some deep thinkers in Japan that we haven't heard from on these
topics yet.

There is also a long history of Russian/Ukrainian and European work in complexity
studies, and some US-European collaborative groups, such as the Institute for the Study
of Coherence and Emergence. Most of the complexity groups are still in the early stages
of considering accelerating change, a topic that has not yet become academically
fashionable, and hopefully we'll see much more of this in coming years, perhaps with
IAC's assistance. I'm also expectant that our international community of astrobiology
researchers will soon begin to confront issues of accelerating change from a universal,
not simply technological, perspective. If you come across interesting groups or
individuals discussing accelerating change anywhere in the world, please let me know,
I'm always looking.

14. Amara Angelica: Tell us a bit about IAC’s upcoming conference and your book.
What do you suggest reading to get better insight into these topics?

The Institute for Accelerating Change (IAC) in association with the educational website
SingularityWatch.com, is organizing an inexpensive Accelerating Change Conference
at Stanford University in September 2003. It will explore four complementary themes:
scientific, technological, business, and humanist issues in accelerating change. If you
think that any of the concepts in this interview are worth investigating further, and that
debate on these issues should be brought to the attention of the general and scientific
community, you are warmly invited to visit our site and consider registering. We are
building a network of futurists interested in models of accelerating change, and all such
efforts start with just a few committed souls. Mostly, we'd like to help advance the debate
to the point where singularity ideas are considered seriously, by a multidisciplinary group
of scientists, authors, and independent scholars.

My own forthcoming book, Destiny of Species, is a rather far-out take on the singularity
phenomenon, considering accelerating change from a universal perspective. It explores
something | call the developmental singularity hypothesis, as I've briefly explained
above, and | don't expect it to be taken seriously, or even to be rigorously falsifiable (a
fundamental requirement for any good scientific theory) for some time to come. But if it
is today at least partially testable, and if it advances us a bit closer to the real hidden story
of the universe, I’ll be content with that.

This said, let me now tread carefully into the area of science fantasy and future fiction by
presenting an outline of five claims relevant to my particular version of the
developmental singularity hypothesis, which will be presented further in Destiny.

Claims relevant to the developmental singularity hypothesis:
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Claim 1: The development of computational complexity provides a strong selective
survival advantage to competing and collaborating information processing systems in the
universe, and as a result is a self-reinforcing, self-organizing phenomenon. (Wills,
Gould, many others)

Claim 2: Systems that discover how to get continually closer together in space and to
use continually less matter and energy in their computational architecture can
exponentially increase their temporal rate of computational complexity increase. (Moore,
Gilder, Kurzweil, many others)

Claim 3: The universe appears structured to allow an almost unlimited degree of self-
organized miniaturization of computational systems, apparently right down to the Planck
scale. (Feynman, Drexler and others)

Claim 4: These concepts imply that the most locally complex organisms must head
asymptotically quickly toward a black-hole-analogous destiny in this universe, becoming
tremendously stable, tremendously intelligent, tremendously MEST efficient, and
tremendously dense (“compressed”) in the matter, energy, space, and time necessary to
do any standard computation. (Lloyd, Smart, others)

Claim 5: As all known complex adaptive systems appear to be cyclically reproducing
developmental systems, it is plausible (and may be parsimonious to assume) that the
universe itself is such a system, engaged in growth, maturation, seed production, and
eventual senescence and death. It has been postulated that the range of black holes in our
universe (or some subpopulation thereof) may develop the capacity to “bounce” into the
development of successor universes, in a process of cosmological natural selection (or
perhaps self-selection) within our hyperspatial (10+ dimension) multiverse. (Smolin,
Harrison, Rees, Vilenkin, Linde, Witten, Gribbin, others)

Universal Replication in the Multiverse: An Ecology of Black Holes?

Such claims suggest a range of specific possibilities wherein a black hole equivalent
destiny (either gravitational or intelligent) is generally productive of a singularity seed,
involving the white hole "unfolding” of a new universe within the multiverse. Thus our
universe's black holes may represent a taxonomy of sorts, each seeds containing universal
evolutionary developmental parameters on a continuum of replicating multiversal
complexity, beginning with quasars (which can beget universes with protogalaxies only),
then building up to supermassive black holes (capable of creating universes with more
complex galaxies), building up to universes capable of producing the trillions of stellar
gravitational black holes (each spawning universes capable of reproducing similar stellar
complexity), and so on, taking us eventually to the special subset of "intelligent black
holes", of which we may soon be a representative (each going on to produce universes
capable of even greater computational complexity).

The above ecology is only crudely illustrative, and much better models can be assumed to
be forthcoming. But note that like biological life, which has moved beyond Mendelian
(genetic) to Lamarckian (memetic) inheritance patterns with the rise of local intelligence,
S0 too we can expect that universal replication in the multiverse began with a mostly
random Mendelian reassortment of the parameters at the bounce to a new universe (this is
Smolin's "Cosmological Natural Selection™ model) but has progressed to a stage where a
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large percentage of new universes are created by emergent local intelligences. Due to the
Godel-Church-Turing-Chaitin models of computational incompleteness, we know that
even an entity capable of universe reproduction will be a finite intelligence with areas of
irreducible incompleteness in their knowledge base. Therefore, while the production of
our own next universe will apparently be driven much more by Lamarckian self-selection
than by Darwinian natural selection, it still seems clear that there will still be uncertain
and randomly chosen evolutionary aspects of the new evolutionary developmental
system. To what extent evolution is progressively constrained in evolutionary
developmental systems in the multiverse remains an open and fascinating question.

I'm not certain which if any of these claims will withstand critical analysis, and I'm very
interested in seeing them deconstructed, modified, and perhaps even selectively verified
as the field of singularity studies, both technological and developmental, matures into a
thriving academic and lay intellectual pursuit in coming years.

If you'd like to investigate further, you might start with any of those popular works cited
in this article, specifically within the fields of developmental cosmology (Rees, Smolin,
Chaisson), and some of our still-early explorations in complexity science (Mitch
Waldrop’s historical Complexity 1992, Stuart Kauffman's accessible At Home in the
Universe, 1995, Gary Flake’s hands-on The Computational Beauty of Nature, 1998, or
Steven Johnson’s enjoyable Emergence, 2001).

If you want more technical details, I’d suggest starting with books on cellular automata
and self-organization, like Stephen Wolfram's long-awaited A New Kind of Science,
2002, or Scott Camazine’s Self-Organization in Biological Systems, 2001, and any good
evolutionary developmental biology text (like the abstract Salthe work quoted earlier,
Rudolf Raff's excellent The Shape of Life, 1996, John Bonner's impressive First Signals,
2001, Sean Carroll et. al.’s From DNA to Diversity, 2001, and Dan Sane's Development
of the Nervous System, 2000) any of which powerfully explore the way evolutionary
processes--such as those that create your fingerprints, or wire up the vast majority of the
10 to 14" connections in your brain--are used in a subordinate and constrained manner,
to economically encode the increasingly sophisticated unfolding of developmental plans.
Evolutionary development is a profound and critical paradigm yet to infiltrate most of the
computer science and astrophysical communities. Yet early developmental
convergence theories have even been advanced in such challengingly abstract areas as
economics (Michael Rothschild, Bionomics, 1992, Paul Krugman, Self-Organizing
Economy, 1996), ethics, narrative, and philosophy (E.O. Wilson, Consilience, 1998,
Joseph Campbell, Hero With a Thousand Faces, 1968/72, Ronald Tobias, 20 Master
Plots, 1993, Vladimir Propp, Morphology of the Folktale, 1968, in which a representative
sample of 450 folktales are shown to resolve into just 25 basic plot events), and modern
culture (for starters, read Inglehart, Beck, and the developmental psychologists cited
earlier). Such efforts are still professionally risky, but they are steadily gaining ground, as
the "random and contingent™ academics indiscriminately applying the neo-Darwinist
evolutionary paradigm to universal change slowly retreat in light of new convergence
data seen at so many levels of complexity.

This is not simple stuff. If it was easy, someone would have already solved the problem
of emergent Al, or the related problem of biogenesis in molecular evolutionary
development, as studied in computational astrobiology. Whatever the particulars, |
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propose that evolutionary development, both "the left and right hand of change," will
come to be seen as essential to the solution. Specifically, | predict that some multi-
millionfold faster analog of our own self-organizing biological evolutionary
developmental process will be the convergent attractor architecture that is developed in
the technological substrate in coming years. But how we get there, step-by-step, will be a
fun, dramatic, and fascinating challenge.

Once you have some insight into developmental cosmology, working biological systems,
convergent human thought, and competing theories of complexity, you should have a
reasonably grounded background for investigating and evaluating current approaches to
developing artificial intelligence in technological systems, and an overview text such as
Russell and Norvig's Artificial Intelligence: A Modern Approach, 1994, is a great start.
Look also at specific works on evolutionary robotics and embodied cognition, genetic
algorithms and programming, and evolutionary computation (such as Rodney
Brook’s populist Flesh and Machines, 2002, John Holland's classic Adaptation in Natural
and Artificial Systems, 1976/92, John Koza's fascinating Genetic Programming I-111,
1992-99, Chris Leger's promising Darwin2K, 2000, or Christian Jacob's hands-on
Illustrating Evolutionary Computation with Mathematica, 2001). The latter is rare among
books on evolutionary computation in that it applies evolution to developmental
processes--an approach that | expect will become central in years to come. Also, any
work on the capabilities of our still tremendously primitive and developmentally divorced
technological neural networks (such as James Anderson’s historical Talking Nets, 1998,
Pfiefer and Scheier’s Understanding Intelligence, 1999, or Teuvo Kohonen's Self-
Organizing Maps, 2001)) helps us begin to understand the way information is encoded in
self-organizing networks under evolutionary development. Don't forget to take a look at
self-replicating systems (aka "autopoiesis™), (such as Self-Producing Systems:
Implications & Applications of Autopoiesis, John Mingers, 1995, or any specific text in
bioscience, nanoscience, or evolvable hardware applications).

Self replicating systems are still a real frontier. We saw a proof-of-concept for self-
replicating robots in 2000 (Golem Project) and we may expect such efforts to accelerate,
along with even more rapid progress on the micro scale (self-reconfigurable
computation/evolvable hardware), as discussed earlier. On whatever scale, the
continued helical development of complex adaptive systems, while progressively tuning
their basic parameters for future-specific emergent complexity on each turn of the
developmental cycle, seems to be the key to the creation of increasingly complex
information-encoding networks over time (at least that's been our story, hasn't it?). Want
to know just how fine this tuning of developmental parameters has to be? Chimpanzees
and great apes, while 99.5% genetically identical to us, cannot learn our language and
culture. Wow.

And if you think that's interesting, consider how all our emergent intelligent networks are
learning to encode universal information through increasingly fast, dense, and yet still
computationally unique interconnections in physical matter (MEST-compression, as
discussed earlier). This accelerating trend suggests our local physical networks will one
day convert the very fabric of local spacetime into some type of information-encoding
system. Guess what: That probable destination is also how our universe apparently
started! The inflationary theory of cosmology (see The Inflationary Universe, Alan
Guth, 1997 or Inflation and Quantum Cosmology, Andrei Linde, 1990) tell us that
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guantum fluctuations encode large scale galactic structure (talk about maximal
developmental MEST-compression!), which then, in an evolutionary developmental
paradigm, apparently involves a process of increasingly local (multi-local) macroscopic
evolutionary development of complexity within this universe, fueled by cosmic
expansion, eventually returning universal intelligence to encoding within the
guantum domain. If that cyclic sequence doesn't impress you, nothing will!

Studying all these physical substrates from a systems theory perspective, you may thus
gain the impression, as | have, that our basic universal framework is a lot like a cellular
automata (a spiraling developmental system) which cyclically resets/tunes its parameters
over time, via increasingly sophisticated but always developmentally constrained
processes of evolutionary search, and that emergent points of universal intelligence are
lot like a self-organizing network of agents, with each surviving agent and the whole
network both attaining exponentially greater capacity to create unique connectivity over
time, via ever more MEST-compressed emergent local substrates. This process
eventually ends in a system that encodes everything it has learned at a level of
compression that facilitates the production of a new soma, or developmental
environment.

You can find additional books and resources for exploring these ideas under Speculative
Topics at our site. And if you'd like to work with me doing research or critiquing draft
copies of my book-in-process, that would be greatly appreciated. | count any of you
reading this as friends and potential colleagues.

Of course, systems theory is at best only meaningful backstory to the real accelerators of
the singularity, the myriad daily scientific, technological, business, and humanist
(sociopolitical, ethical, theological, cultural) advances that are allowing the local
development of ever more elaborate forms of computation, in service to human ends.
And perhaps the biggest story of the 21% century will be the increasingly collective
realization that computation is in the process of developing an ever more autonomous
infrastructure. For it does seem that a descendant of what we today call evolutionary
electronics/evolvable hardware (and a number of related fields, such as neural nets,
fuzzy systems, and evolutionary computation), will in coming decades move from the
minor paradigm position they occupy now, with perhaps 50,000 adherents doing
productive and powerful but primarily software implementations in limited commercial
domains (e.g., HNC), to the inevitable juggernaut of tomorrow, where the majority of
planetary computation will include a core of evolvable hardware, tended by humans
serving as "digital gardeners," with only a dim appreciation of these systems' true internal
complexity and potential. (See Chameleon Systems for one of many early, applied
examples of the latter kind.) We're rapidly headed that way now, of course, even within
our conventional systems. The Technology Machine by Moody and Morley, 1999 spells
this out nicely. Have you tried to fix a modern car engine? Or driven in a Lexus and tried
their navigation system? You might be surprised at our recent pace of technological
development. | know | am. For those naysayers who don't think singularity studies (or
whatever it comes to be called) will emerge as a discipline worthy of its own
consideration, perhaps you should pay more attention to the already blistering pace of
technological change. But don't wait too long. It's going to be even faster next year.
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Best,

o

For the Student: The systems sciences (general systems theory, information theory
and computer science, cybernetics/control theory, general evolutionary theory, and
complexity science) are a set of related attempts to synthesize the way information and
information processing affect physical change in the universe. Each has existed in
rudimentary form for over a century. Each has its founding intellectual giants, such as
(respectively) Ludwig von Bertalanffy, Claude Shannon and Alan Turing, Norbert
Wiener, Ervin Lazlo, and Andrei Kolmogorov. Each has also been through phases where
the theory was both prematurely and poorly applied (cybernetics in particular was noted
for this in Wiener's era). Yet the efforts to understand general trends (systemic,
informatic, cybernetic, evolutionary developmental, and computational) in complex
systems has been consistently fruitful, and many in these fields suspect major
breakthroughs in coming years. In particular, understanding the nature of emergent
properties and constraints on complex systems, such as they exist, may be the most
illuminating, from our perspective.

The last of these five fields, complexity science, has taken the lead in these synthetic
efforts, and has branched into the widest range of quantitative fields (self-organization
and emergence, complex adaptive systems, far-from-equilibrium systems, nonlinear
dynamics and chaos theory). It is also the most varied in its computational approaches,
utilizing cellular automata, fractals, artificial life/agents, genetic and evolutionary
computation, neural networks, and soft computing methodologies. Particularly within
complexity science, a range of specialized mathematical tools (e.g., asymptotic theory
and statistics, singularity theory, critical systems theory, catastrophe theory, nonlinear
and dynamical systems theory) have been employed in various quantitative models where
singularities and near-singularities precipitate phase changes to new physical and
computational domains. Yet we are now discovering that most of our historical equation-
based formulations (geometry, algebra, calculus, etc.) provide better (or at least more
computationally efficient) descriptions of simpler, lower-level mechanical
transformations than of complex "generative" processes such as life and intelligence. See
James Bailey's insightful After Thought: The Computer Challenge to Human Intelligence,
1996, to understand the historical context of the Al-guided "intermaths" that are now
reinvigorating, and may one day subsume, our conventional mathematical domains.

The Santa Fe Institute, founded in 1984, is a leading center for progress in complexity
science, and their efforts have been adopted by a handful of other U.S. universities in
recent years. There are also a long academic tradition of European and Russian/UKkrainian
efforts in these fields, and a few US-European joint programs, such as the Institute for the
Study of Coherence and Emergence, a group applying complexity studies to
organizational and management problems. While still quite a young field of formal study,
the range of journals and conferences associated with complexity studies is impressive,
and has subdivided along the lines generally described above.
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Within the commendable search for specialization and quantitative rigor in complexity
science, a subset of conventional magazines and professional journals analyze
information flow and the evolution and development of complexity from particularly
broad, interdisciplinary, quantitative and qualitative-analogical perspectives. A
selection of these is listed in the references below, along with some journals in promising
but still mostly quantitative new fields, such as astrobiology. Only by widely sampling
and comparing a range of these quantitative and qualitative environments do systems
science and traditional journalism stand to clarify global trends in accelerating local
computation, in my estimation. It's often said that useful discoveries in the generalist's
discipline of complexity science are rapidly adopted into other scientific specialties once
they are sufficiently quantitative, portable, and compressed, in the same way that
artificial intelligence, when successfully applied, often ceases to be considered as such,
and joins the ranks of commercial software applications. Yet it seems that we are also
beginning to characterize an irreducible core of generalist trends that are both drivers and
emergent properties of complexity itself, constraints that seem to apply with ever-greater
force, in direct proportion to the complexity of the system under study.

A taxonomy of these emergent constraints is still premature, is today more qualitative
than quantitative, and will require a much deeper integration of cosmological,
computational, and biological developmental knowledge into our systems theory,
information theory, computer science, evolutionary (developmental) theory, and
complexity science than has occurred to date. Early discussion of these inevitable Big
Picture trends in the accelerating evolutionary development of complex systems may be
found at such conferences and institutions as Artificial Life, Autonomous Agents,
Discrete Chaotic Dynamics in Nature and Society, the Foundations of Information
Science, Genetic and Evolutionary Computation, the Institute for the Study of Coherence
and Emergence, International Conference on Perception and Action, the International
Society for the Systems Sciences, the NASA Astrobiology Institute, the Society for
Developmental Biology, the Society for Integrative and Comparative Biology, and
Systemics, Cybernetics, and Informatics. A few of these conferences are beginning to
recognize and address exponential and occasionally, even hyperexponential growth
models.

In North America, in addition to growing academic and governmental efforts in
complexity science, cosmology, and astrobiology (e.g. the promising NASA Center for
Computational Astrobiology), there are number of groundbreaking institutes that have
been recently formed by philanthropists, such as Mike Lazaridis' Perimeter Institute in
Theoretical Physics (which recently gained Lee Smolin), and Fred Pardee's Center for the
Study of the Longer-Range Future. Such non-traditional environments may allow more
controversial systems thinking to be discussed even in these still-early years of machine
complexity, several decades before the runaway. We at IAC wish to do our own small
part to aid the proliferation and refinement of singularity-aware systems science in
coming decades. Developing a deeper understanding of accelerating change from a truly
multidisciplinary perspective is a fascinating, challenging, and immensely rewarding
enterprise. We invite you join us, if you have any interest in furthering this process.
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Technology Review. Top-rate analyses of emerging science and technology.

The Information Society Journal. Good broad coverage of sociocultural impact of IT.
Wired. Incisive futurist commentary on the emerging culture. Be selective.

World Futures: The Journal of General Evolution. Patterns of change and development.
Zygon. Fusion of physical, biological, social, philosophical, and theological thought.
See also: Principia Cybernetica Web's list of Cybernetics and Systems Journals.

Newsletters (only those mentioned here)
Accelerating Intelligence News, Newsletter of Kurzweil Al.net
Accelerating Times, Newsletter of Accelerating.org

Websites and Weblinks

Accelerating.org, the Foundation for Research in Accelerating Change.

Anthropic Principle. Stanford Encyclopedia of Philosophy page.

Association of Professional Futurists. Raising the standards of this nascent profession.
Associative/Artificial Neural Nets. Conferences portal.

Astrobiology. NASA subject guide.

Atomasoft. Nanotechnology development portal.

ATR Human Information Science Lab. Emerging systems theory in Japan.

Battlebots. A 1% generation robotics development environment.

British Telecom. A major corporation sponsoring enlightened futurist commentary.
Cellular Automata. Andreas Ehrencrona's tutorial page.

Center for the Ecological Study of Perception and Action. Ecological psych academics.
Developmental Spiral. Our proposal for accelerating hierarchical substrate emergence.
Perimeter Insitute in Theoretical Physics. Mike Lazaridis' new research institute.

Center for the Study of the Longer-Range Future. Future studies center at Boston U.
Chameleon Systems. Reconfigurable hardware supplier to the telecom industry.
Accelerating Change Conference. IAC's scholarly and community event.

Cosmic Calendar. Carl Sagan's universal developmental metaphor (Discovery.com)
Evolutionary Electronics. Adrian Thompson's evolvable hardware projects portal.
Evolvable Hardware (EHW). Adrian Stoica's home page.

Exploring Emergence. Resnick and Silverman's great CA page at MIT Media Lab.
Extropy.org. Leading transhumanist community portal.

FIRST. Dean Kamen's org, fostering youth and cultural appreciation of science and tech.
Foresight. Leading nanotechnology futures organization.

General Magic. VoiceXML is an early web-based linguistic user interface (LUI).
Genetic and Evolutionary Computation Conference. Genetic Prog. and Algorithms.
Golem Project. Hod Lipson and Jordan Pollack's prototype self-replicating robots.
Google.com. The leading interface to our hyperexponentiating global infocomplex.
Gordon and Betty Moore Foundation. Sci/tech education is first of four priorities.

HNC. Leading software-based neural network solutions company.

Inst. for the Study of Coherence & Emergence. Management-oriented complexity studies.
Intellectual Ventures. Nathan Myhrvold's business group engaged in singularity metrics.
Internat'l Society for Complexity, Information, & Design. Fascinating. Be very selective.
KurzweilAl.net. Premier singularity-aware transhumanist and futurist community site.
Lederman Science Center. Increasing student and public access to big science.
Linguistic User Interface. Our proposal for Earth's next great developmental attractor.
Microsoft Research and the Natural Language Processing Group. Part of the coming LUI.
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MindNet. Microsoft's visionary bottom-up natural language processing project.

NASA Astrobiology Institute. Exploration of the necessity and future of life.

Occam's Razor. University of Wisconsin Philosophy Dept page.

Principia Cybernetica Web (PCP). Francis Heylighen's excellent systems theory resource.
Punctuated Equilibrium. A fundamental pattern in evolutionary development.

Rainforest Action Network. Ecosustainability nongovernmental organization.

Santa Fe Institute. Leaders in interdisciplinary academic research in complex systems.
Self-Organizing Maps in Neural Networks. Teuvo Kohonen's home page.

Shock Levels (SL) Eliezer Yudkowsky's definition page.

Singularity Institute for Artificial Intelligence. Self-improving and beneficial Al theory.
SingularityWatch.com, Multidisciplinary discussions of accelerating change.

Six Universal Substances. Physical fundamentals of Jainist philosophy, 6" century BCE.
Society for Developmental Biology. Leading U.S. org. for developmental biology.
Society for Integrative and Comparative Biology. Exploring evolution and development.
Speculative Topics. Resources for exploring the developmental singularity hypothesis.
Transhumanist Resources. Anders Sandberg's extensive website.

UCSD Institute for Nonlinear Science. Chaotic convergence in real and artificial neurons.
Wildfire. Good commercial phone based, voice in, voice out (VIVO) personal assistant.
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Nanomagazine Version: 8,490 words.
KAIN Version: 63,113 words. (125 pages)
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